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Abstract

The use of big data and machine learning tools are becoming increasingly commonplace within the 
decision-making processes of  our  socio-economic  interactions.  In the real  world,  outcomes are 
rarely  binary  with  distinct  ‘yes’  and  ‘no’  answers.  Therefore,  the  subjectivity  involved  in  any 
decision-making interaction brings about questions on fairness. These same difficulties regarding 
fairness are equally present within the realm of machine learning and algorithmic decision-making. 
 
The research question: “How Do Big Data Tools  Unwittingly  Cause Disparity?”  will  be studied 
through two narrower  sub-questions:  1.  “What  components  of  algorithmic  decision-making are 
discriminatory” and 2. “To what extent should auditing take place in algorithmic decision-making 
processes”. Through the form of an integrative literature review, this thesis is an overview on the 
topic of  algorithmic  discrimination  attempting to  contribute  to  answering the questions above. 
After identifying and researching seminal works in the field of algorithmic bias, this paper will  
achieve three learning goals. This thesis firstly aims to synthesize research on the main causes for 
algorithmic discrimination, subsequently to critique the applicability of current anti-discrimination 
legislation in context of big data and machine learning. Finally, this thesis will explore potential 
courses of action to both prevent and purge these systems of discrimination. 

The results  of  this  research paper  contribute  to generating  awareness  surrounding algorithmic 
discrimination. Additionally, the findings encourage regulatory reform through the explorations of 
the  necessity  for  responsibility  and  accountability  for  the  various  parties  involved  including 
government, private firms and data collectors, and users. 
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1 Introduction

While small amounts of everyday data are measured in familiar units such as bytes, 

megabytes, gigabytes, terabytes, etc., big data is often measured in petabytes, exabytes 

and zettabytes (Erevelles,  Fukawa, & Swayne,  2016).  For reference,  one zettabyte is 

equivalent to one trillion gigabytes. By the years 2010 and 2019 our world had already 

accumulated  2  and  41  zettabytes  of  data,  respectively.  The  International  Data 

Corporation  (IDC)  predicts  that  by  2025,  that  figure  will  rise  to  175  zettabytes, 

equivalent to 175 trillion gigabytes (Wang & Wang, 2020). 

This introduction will firstly outline key definitions and concepts which are significant 

to the literature review to follow. Secondly, I will set my parameters and aims for this 

research paper by describing the research questions, scope, and methodology for this 

research paper.

1.1 What is big data? 

‘Big data’ has gained popularity as a buzzword over the last two decades; however, data 

collection – in one form or another – has been around for as long as humans have 

interacted with each other, and it is often difficult to differentiate between notions of 

traditional  data  and  big  data  collection.  Data  can  be  defined  as  a  collection  of 

information gathered for further processing and analysis (Ward & Barker, 2013). This 

means that big data is a large collection of information, which is utilized to predict or 

model – usually but obviously not limited to human – behaviors and trends. Big data,  

like many other concepts, is an ever-changing notion largely related to the era in which 

it  exists.  In  other  words,  a  dataset  of  100  million  rows  has  without  a  doubt  been 

regarded as big data at some point in time; however, defining characteristics of big 

datasets involve computational approaches, which go beyond the general capabilities or 

norms of that era (Ward & Barker, 2013). Although lack of uniform definitions for ‘big 

data’ leaves much open for debate, five fundamental ‘V’s’ – variety, velocity, volume, 

veracity, and value – are often used to describe the characteristics and dimensions of 

‘big data’ (Hitzler & Janowicz, 2013). However, most seminal authors in the field treat 

volume, variety, and velocity as the three most significant defining characteristics of the 

big data evolution (Ward & Barker, 2013). Volume describes the sheer quantity of data 

that  is  being  collected,  subsequently forcing the evolution of traditional storage 
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and analysis techniques (Sagiroglu & Sinanc, 2013). Variety refers both to the array of 

sources where data  is  collected  from and the methods  for  storing said volume and 

variety of data. Sagiroglu and Sinanc (2013) delineate three types of data collection to 

be  structured,  semi-structured,  and  unstructured.  Structured  data  is  collected  into 

organized frameworks – e.g., tables – with preset parameters often as numeric values 

with  unique  identification  tags  (Rusu et  al,  2013).  Semi-structured  data  is  ‘loosely’ 

organized categorically or using meta labels (Rusu et al, 2013). Finally, as described, 

the variety  of big data collections  allows for analysis  beyond traditional  numeric  or 

binary data; thus, qualitative data including but not limited to text-laden information, 

images,  audio,  and videos  can  all  be  stored  in  unstructured  datasets  which do  not 

conform  to  preset  frameworks  or  parameters  (Rusu  et  al,  2013).  The  third 

characteristic  velocity  emphasizes  the  capabilities  of  modern  storage  and  analysis 

techniques to take in, breakdown, and utilize the data at a rapid rate. Collectors should 

strive to analyze and extract value from the data at an equivalent rate of it streaming 

into the organization (Sagiroglu & Sinanc,  2013).  Currently  big data  is  exploited  in 

countless  aspects  of  our  socio-economic  world  including  banking,  entertainment, 

healthcare, employment, education, government, and the general marketplace to name 

a few. As ‘big data’ has flourished into a core component of nearly all aspects of society 

over the last two decades, there is more reason to be critical and cautious about how 

such tools and techniques are implemented into processes which determine – in many 

cases – life-changing outcomes for the average citizen. The heavy reliance on big data 

and algorithmic – to be used interchangeably with machine learning – tools in said 

decision-making scenarios have drawn attention to discrimination and how the use of 

these  tools  may  perpetuate  adverse  treatment  against  historically  disadvantaged 

groups.   

1.2 What is algorithmic discrimination?

Thus, by indulging in products and services, consumers are surrendering a tremendous 

amount of sensitive information via their digital footprints and profiles which will be 

used entirely at the discretion of the creators. One common user when placed beside 

another common user may be treated entirely differently contingent on the data profile 

forged  for  either  user.  This  notion  is  often  referred  to  as  digital  discrimination  or 

algorithmic discrimination and in this paper, both will be used interchangeably. Race 

and ethnicity, religion or belief, age, sexual orientation, and disability are all attributes 

which are protected under various EU anti-discrimination legislation, specifically in the 
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Framework  Directive  for  equal  treatment  in  employment  and  occupation 

(2000/78/EC)  (ŽLiobaitė,  2017).  Therefore,  despite  the  absence  of  a  collective 

definition for  discrimination  across  disciplines,  this  paper  focuses on the computer 

science perspective; algorithmic discrimination is defined by systematic and replicable 

unfair, unethical, or disparate treatment of social groups by algorithms and machine 

learning based on arbitrary  attributes  such as  race,  gender,  sexual  orientation,  age, 

disability,  etc.  (ŽLiobaitė,  2017).  Consequently,  one  social  group  is  privileged  over 

another for no reason other than a computer program reciting the prejudices  of its 

creator. 

Joy Buolamwini is a recognized figure in the realm of algorithmic bias. Buolamwini is a  

graduate researcher at the Massachusetts Institute of Technology (MIT) who is devoted 

to  researching  biases  that  exist  within  commercial  computer  vision  systems. 

Buolamwini is most noted for her exposé of algorithmic bias within commercial facial 

recognition  software.  Buolamwini  and  Gebru  (2018)  studied  the  accuracy  of  3 

commercial gender classification algorithms against the Pilot Parliaments Benchmark 

(PPB), which is a benchmark dataset balanced by gender and skin type used for testing 

and researching accuracies of algorithmic facial recognition technologies. Their study 

tested the classification of gender by 4 subgroups: darker females, darker males, lighter 

females,  lighter  males,  and  found  that  each  classification  tool  “performed  best  for 

lighter individuals and males overall [and] worst for darker females” (Buolamwini & 

Gebru,  2018).  The  findings  showcase  the  lack  of  adequate  training  datasets  for 

automated facial  analysis  tools.  Most commercial  facial  recognition software will  be 

biased simply because they were trained with data which did not adequately represent 

all  social  groups.  In  Buolamwini’s  TED Talk  on  coded bias,  she describes  how her 

simple off-the-shelf  (commercial) facial recognition project was unable to detect her 

face until  she placed a white mask over her face.  This proves that even though the 

algorithm may not have been intended to discriminate, it automatically learns from the 

material which is provided and continues to perpetuate such disparities. 

Ultimately, while it would be impossible to conjure up a standardized solution to rid 

algorithms of their biases and disparate outcomes, this research paper will explore the 

various  components  and  phases  of  the  machine  learning  process  to  help  bring 

awareness to the areas which are most susceptible to causing discrimination. 
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1.3 Research objective and research questions

The overarching research question of this paper is:

Algorithmic discrimination: how do big data tools unwittingly cause disparity?

Given that the depth of this research question reaches far beyond a thesis level paper, 

my research in this paper is narrowed down to two sub-questions:

What components of algorithmic decision-making are discriminatory?

…and…

To  what  extent  should  auditing  take  place  in  algorithmic  decision-making 

processes?

I have divided my research into these two distinct questions with the logic of initially 

identifying where the problem lies, and subsequently proposing a potential solution or 

actions to combat algorithmic discrimination. The first research objective focuses on 

identifying the attributes of algorithmic decision-making in attempt to distinguish the 

external human input from the machine learning process; this is following the logic 

that  no machine can inherently be discriminative  because it  does not recognize the 

meaning of discrimination until it has been taught so. Therefore, I intend to pinpoint 

key areas where the decision-making process is corrupted. The second question and 

research objective target these corrupted phases of the process; specifically, I intend to 

analyze the feasibility of adopting auditing procedures into such algorithmic decision-

making. Ultimately, I aim to produce a coherent criticism of big data decision-making 

tools. 

1.4 Scope of research

The scope of my research paper is established on approximately one decade of existing 

literatures in the field of  artificial  intelligence (AI) decision-making. There does not 

exist much research on the discriminatory behavior of machine learning methods prior 

to the 2010s. I intend to base all my research on published academic literatures that 

relate  to  the  fields  of  AI  decision-making,  ethics  of  data  mining,  and  algorithmic 

discrimination.

4



1.5 Methodology

The methodology for this research paper is a literature review. More specifically, I have 

adopted an integrative literature review approach. “Critique and synthesize” (Snyder, 

2019) are the two key descriptors in deciding an integrative approach opposed to the 

traditional  systematic  or semi-systematic  approaches.  A systematic  literature  review 

synthesizes  and  compares  evidence,  while  a  semi-systematic  approach  produces  a 

research overview and studies over time. Given that my area of study is relatively recent 

emerging topic, an integrative literature review is most suitable (Snyder, 2019). 

As mentioned within the scope, my research paper is based upon existing academic 

literatures from the past decade. I conducted my research entirely using databases such 

as  Google  Scholar  and Scopus.  My initial  approach  to  research  is  to  filter  through 

relevant literature using keyword searches described in the keywords section on the 

cover  page.  Below  is  a  search  query  using  one  set  of  keywords  as  an  example  by 

searching article titles, abstracts, and keywords:

TITLE-ABS-KEY ( algorithmic AND discrimination )

Considering  the  maturity  of  algorithmic  discrimination  as  a  field  of  study  there  is 

limited research for me to work with, thus, also limiting the variations to my search 

queries. I am not able to be overly picky with the specified date ranges, nor the keyword 

combinations. Finally, due to the narrow pool of existing literature I carefully consider 

any references which the literatures cite and refer to. Often this is the best method for 

identifying seminal articles and authors in the given field as you tend to pick up on 

repetition of names and titles. 

1.6 Structure of research

The rest of this thesis paper is structured as follows. The main body (section 2) of the 

paper will entail the integrative literature review, which is divided into three distinct 

sections. Section 2.1 will explore three separate legal frameworks relevant to dealing 

with algorithmic discrimination. Subsections 2.1.1 and 2.1.2 will analyze and critique 

the disparate treatment versus disparate impact framework theory on its applicability 

to algorithmic discrimination issues; specifically, in terms justification and defining the 

extent for an instance to be deemed discriminatory. Following, sections 2.1.3 on the US 

Civil  Rights  Act  of  1964:  Title  VII  and 2.1.4 on the FTC’s  unfairness  authority  will 
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outline just two of many legal frameworks that are often applied to judge instances of 

digital  discrimination.  Subsequently,  given  that  the  algorithmic  process  is  not 

inherently  corrupted,  section  2.2  is  designed  to  analyze  the  various  stages  of 

algorithmic  decision-making  and  identify  where  the  problem  commonly  lies,  for 

example  in  the inputs  – i.e.,  training datasets  or  classification  rules.  Section 2.3 is 

dedicated to evaluating the possibility of discrimination aware data mining (DADM) 

and  algorithm  audits  as  proposed  combat  measures  for  discriminative  machine 

learning tools. Finally, in section 3, I discuss the impacts of my conclusions in the realm 

of existing research, also in application to real companies and people. This paper will 

serve  as  a  guide  to  operating  with  algorithmic  decision-making  tools  and  increase 

transparency around the topic. Subsection 3.3 identifies limitations in my work and 

suggests future research trajectories that will benefit the development of algorithmic 

decision-making tools and their implementation.

6



2 Literature review on algorithmic discrimination

Firstly,  this  chapter  attempts  to  classify  the  different  roots  for  discrimination  as 

delineated by disparate treatment and disparate impact theories; secondly, assessing 

the validity of existing legal frameworks such as Title VII of the US Civil Rights Act of 

1964, and the FTC’s unfairness authority in combating discriminatory actions. Finally, 

this chapter systematically identifies various sources for discriminatory acts in machine 

learning  processes  and  discusses  countermeasures  to  help  purge  decision-making 

systems of discrimination. 

2.1 Theoretical background

Disparate treatment versus disparate impact are theories which essentially complement 

each other  but  diverge  from one core  aspect,  intention.  The following  sections  will 

outline  both  principles  and  discuss  the  application  to  our  topic  of  algorithmic 

discrimination. 

2.1.1 Disparate treatment

Disparate  treatment  theory  refers  to  the  discrimination  against  individuals  directly 

based on their association to a specific social class. Therefore, this involves the notion 

of  knowledge  and intention prior to the decision-making process.  “Explicitness  and 

intention” are the key features that distinguish the two types of discrimination – direct 

(disparate  treatment)  and indirect  (disparate  impact)  – from one another  (Altman, 

2020). 

It is important to distinguish that disparate treatment theory differentiates further into 

explicit and implicit forms of discrimination (Criado & Such, 2019). A tangible example 

for this distinction would be the choice to disregard applicants for occupation from a 

specific social group – such as foreign applicants. The decision to prioritize local over 

foreign is a direct explicit form of discrimination against all applicants associated with 

the foreign social class. Alternatively,  setting a prerequisite such as English as one’s 

mother tongue would be an implicit  way of discriminating against the same foreign 

social group as before but through disguised methods.
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2.1.2 Disparate impact

Disparate  impact  theory  refers  to  the  discrimination  of  certain  social  groups  via 

“facially  neutral”  decision-making  methods  (Barocas  &  Selbst,  2016).  The  crucial 

attribute differentiating this class of discrimination from the previous is the notion of 

“facially  neutral”  or  in other words a naïve approach. Thus,  even if  no intention or 

knowledge of discrimination exists, the action can still be deemed discriminatory. 

In most legal frameworks around the world, disparate impact theory is often applied 

over  disparate  treatment  theory  since  it  is  very  hard  to  demonstrate  intent  to 

discriminate as there is a plethora of means to disguise true intentions behind a naïve 

approach (Wax, 2011). 

2.1.3 US Civil Rights Act of 1964: Title VII

Similarly, to the reason why there does not exist a common interdisciplinary definition 

for discrimination, legal frameworks also struggle to make formal distinctions between 

discrimination and mere distinguishment. However, Title VII of the US Civil Rights Act 

of  1964 comes close  to  presenting a  sound guideline  for  making these distinctions. 

Under  Title  VII,  the  accusing  party  shall  demonstrate  that  a  “respondent  uses  a 

particular  employment  practice that  causes a disparate  impact on the basis of race, 

color, religion, sex, or national origin and the respondent fails to demonstrate that the 

challenged practice is job related” (Civil Rights Act, 1964). The various iterations of this 

circumstance outline that if the accusing party can provide evidence that discriminatory 

action has taken place and that those cases involving dissimilar subjects or employment 

practices  would  result  in  an  alternative  non-discriminatory  outcome,  then  the 

respondent shall be held culpable, and the challenged practice is deemed unlawful. 

To reiterate, although accountability for discrimination is necessary it is incorrect to 

preemptively assume that the wrongdoing was intentional or arranged because as we 

have established, big data and machine learning tools build upon themselves with each 

iteration. This process of reshaping eventually gets so complex that the tools become 

uninterpretable  even  to  the  original  engineers,  hence  the  novel  term  “black  box 

algorithms”  (d’Alessandro  et  al,  2017).  Given  the  virtually  unattainable  feat  of 

determining discriminatory intention, Title VII – like most existing anti-discrimination 

legislation – abides by disparate impact theory. As explored in previous sections 2.1.1 

and 2.1.2,  the  disparate  impact  theory  calls  for  liability  without  the requirement  of 

intention, since intention can be disguised in various seemingly rational ways – which 

will be discussed further in section 2.2.

8



2.1.4 FTC’s Unfairness Authority

The  FTC’s  unfairness  authority  shares  identical  ordinance  to  the  US  code  Title  15 

Commerce and Trade where they attempt to define legal bounds around the notion of 

unfairness, specifying that any practice may be deemed “unfair” if the act “causes or is 

likely  to  cause substantial  injury to  consumers  which  is not  reasonably  avoidable by 

consumers themselves and not outweighed by countervailing benefits to consumers or 

to  competition”  (15  U.S.C.).  However,  the  challenge  of  appropriately  addressing 

discrimination in an era of big data is not solved by one sentence of ruling, the section 

of law must be unpacked and defined where it exists specifically, yet general enough to 

encompass all applications to society. 

Firstly, an act will be deemed unfair if it “causes substantial injury to consumers”. In 

context  of  big  data  and  algorithmic  discrimination,  “injury  to  consumers”  can  be 

described as anything from discriminatory rejection of education, employment, loans, 

etc. (FTC, 2018). Although often treated as a monetary measurement, substantial harm 

can entail any form of disadvantage to typically attainable opportunities (Hirsch, 2015) 

based on membership to a specific social group – which remains, irrespective to the 

presence  of  intention.  In  any  case,  it  seems  logical  that  if  proof  of  discrimination 

against oneself can be provided and distinguished against an alternative outcome for a 

member disassociated with that protected class, then the discriminator must be held 

liable. 

The second criteria for unfairness described by the FTC is an act “which cannot be 

reasonably avoided by consumers themselves” (FTC, 2018). This statement acts as a 

countermeasure for those who seek to exploit  the legal  framework,  detailing that  if  

there are reasonable opportunities for an individual to avoid such treatment then the 

legislation  shall  not  apply.  Although  identification  of  reasonable  alternative 

opportunities may seem verifiable, in context of big data and discrimination reasonably 

avoidable becomes difficult to discern due to the aforementioned “black box” effect that 

algorithms and machine learning tools present (Kroll et al, 2017). The initial obstacle is 

the lack  of transparency where consumers are not to any extent provided informed 

decision-making, leaving them potentially oblivious to the adverse treatment that they 

may  have  been  subject  to.  However,  the  FTC’s  judgement  for  ‘reasonably  avoided’ 

should account for the total lack of knowledge around decision-making, as one cannot 

reasonably avoid if they are not aware. The presence of an alternative course of action 

does not immediately serve as reasonable chance for avoidance; more specifically,  if 

any  stage  of  product  or  service  hinders  the  ability  for  the  consumer  to  make  that 
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alternative decision, then the act or practice shall be liable. Moreover, Hirsch (2015) 

addresses the fact that “few consumers can become aware of and achieve control over 

the  collection  of  their  personal  information”,  making  it  even  more  difficult  to 

rationalize decision-making processes. 

The third and final defining criteria for unfairness by the FTC are acts which “are not 

outweighed by countervailing benefits to consumers or to competition” (FTC, 2018). 

This  explains  that  the  total  net  effects  of  a  socio-economic  transaction may not  be 

‘outweighed’ by any gains or benefits to consumers. In any transaction there exists a 

tradeoff with winners and losers, however, for an act to be deemed unfair by the FTC, a 

cost incurred by a consumer will not have benefits to offset the cost. Benefits can often 

be described as lower prices to consumers or even greater availability  and choice of 

products. A typical example may be a bank failing to release the lien on a loan – i.e.,  

property – even after it has been paid off. This circumstance violates all three criteria of 

the FTC’s unfairness authority as the unreleased lien undoubtedly causes delays, which 

can  translate  into  monetary  damage  incurred.  Next  the  act  was  not  reasonably 

avoidable as the consumer has no ability to anticipate the actions as such; thus, the 

cost-benefit tradeoff does not present any benefits to the consumer which outweigh the 

certain costs. 

The exponentially increasing value of consumer data is the one fundamental flaw that 

persists  between regulatory  agencies  and their  aim to control  companies  of  varying 

sizes.  As  described  in  a  Brookings  article  by  Hoofnagle  et  al,  Facebook’s  (Meta) 

settlement with the FTC in 2019 was resolved with a 5 billion dollar fine. Although this 

is by far the largest consumer privacy settlement fine to date – approximately two times 

the  record  fine  by  EU  competition  law,  which  is  used  as  a  benchmark  by  privacy 

agencies around the world (Hoofnagle et al, 2019) – yet such a fine is a mere slap on 

the wrist for a roughly trillion-dollar company. Evidently, a lack of resources remains 

the greatest challenge for law enforcement agencies as companies continue to grow. To 

put  into  perspective,  two  of  the  largest  regulatory  agencies  –  the  FTC  and  UK’s 

Information Commissioner’s Office (ICO) – are deployed with budgets of 300 million 

USD and 38 million GBP,  respectively  (Hoofnagle  et  al,  2019).  At  the core of  such 

issues, privacy battles between such players are often unpromising due to the sheer size 

and exhaustive power of the defending party. 

Ultimately,  the  reason  for  such  iteration  and  emphasis  over  these  distinctions  of 

unfairness within big data and algorithmic decision-making is because it is such a new 

emerging  discipline,  which  has  very  few  established  legal  parameters.  The  more 
10



legislation that arises and is revised, the better the understanding around these cryptic 

algorithmic  tools  will  be and the more obligatory  informed decision-making will  be 

around  the  world  –  rescuing  members  of  protected  classes  who  may  not  even  be 

knowing of the discrimination they are subject to. 

2.2 Initiators for algorithmic discrimination

There are three commonly recognized types of machine learning including supervised, 

unsupervised,  and  reinforcement  machine  learning  approaches  (National  Research 

Council, 2013). A supervised machine learning approach involves prerequisites such as 

inputs and outputs, which are known to the model beforehand (Criado & Such, 2019).  

Therefore, the model will iterate through labeled datasets looking for predefined rules 

and attributes. For example, in the case of bot or spam detection, a model will be fed 

predefined  output  examples  of  bot  and  spam  cases,  subsequently  searching  for 

correlating attributes aiming to correctly identify future cases (Linoff et al, 2021). On 

the other hand, an unsupervised machine learning approach is then quite the opposite 

involving a model that has not been exposed to or taught any labeled inputs or outputs 

(Criado & Such, 2019). In unsupervised learning cases, the model has far more freedom 

to  identify  hidden  patterns  that  may  not  be  apparent  on  a  surface  level  (National 

Research Council, 2013). Additionally, unsupervised approaches are advantageous by 

not  requiring  machine-readable  datasets,  saving  the  laborious  task  that  would  be 

necessary in supervised approaches (National Research Council, 2013). As mentioned, 

unsupervised learning approaches are often employed when the target output has not 

been identified, for example when categorizing users based on online – social media – 

activity. Thirdly, a reinforcement learning approach essentially follows a trial-and-error 

basis,  using a reward and punishment  system (Zhang,  2010).  The outcome of  each 

iteration  is  judged  by  external  human  intervention  to  either  be  favorable  or 

unfavorable, thus, the machine learning algorithm is then encouraged for a favorable 

outcome by some reward and discouraged by punishment for unfavorable outcomes 

(Zhang, 2010). 

In Barocas and Selbst (2016) paper on “Big Data’s Disparate Impact”, they explore five 

separate mechanisms “through which data mining may disadvantage protected classes” 

(Barocas & Selbst, 2016).  Classification, training data,  feature selection, proxies and 

masking were all  explored; however, in my opinion both feature selection as well as 

masking  are  redundant  distinctions  to  be  considered  independent  mechanisms  of 

discrimination in data mining. To articulate the redundancies, first we must evaluate 
11



the mechanisms that do hold standalone relevance: classification – i.e., defining “target 

variables” and “class labels” –, training data and proxies. 

2.2.1 Classification

In their paper, Barocas and Selbst (2016) explain the issues that arise from data miners 

having  the  authority  to  determine  and  define  “target  variables”  and  “class  labels”; 

where target variables are essentially the intended result or outcome, and class labels 

are the defining attributes and classifications (National Research Council, 2013). Put 

simply,  human  intervention  is  required  at  the  beginning  of  the  predictive  process 

because some real-world problem must be articulated in a way which can be parsed by 

a computer (Chapman et al, 2000). As mentioned above, there are differences between 

the  level  of  intervention  in  supervised  versus  unsupervised  algorithmic  methods, 

meaning  that  the  process  of  defining  such  inputs  and  outputs  is  obviously  not 

applicable to every method of machine learning out there. For example, in the case of 

any common recruitment tools  used to identifying suitable candidates,  the engineer 

building  the  algorithm  must  differentiate  between  “favorable”  and  “unfavorable” 

candidates; in most real-world examples good and bad or favorable and unfavorable do 

not  exist  as  binaries  and  the  optimal  threshold  for  a  suitable  candidate  must 

consequently be determined by some defining characteristics and attributes (Custers et 

al, 2012). Many times, the defining characteristics of choice will induce disparities in 

treatment of individuals from differing groups. It is at this stage where the nature of 

subjectivity involved with determining target variable and class label definitions that 

“seem  more  or  less  reasonable”  for  the  given  situation  caused  disparity  against 

protected groups (Barocas & Selbst, 2016).  

2.2.2 Training data

Biased training data can be the root of many flawed algorithmic decision-making tools 

(Custers et al,  2012).  In most cases,  the training dataset  is  merely a fraction of the 

larger dataset to be measured, therefore, any discrepancies or misrepresentations in the 

training dataset will  most definitely be apparent in the large set as well (Barocas & 

Selbst, 2016).  In the real-world,  situations can exist as binary yes and no outcomes 

where the decision – target variable – is largely objective, but situations can also be 

vulnerable to subjectivity in any case where a certain level of goodness or suitability 

needs  to  be  determined  (Barocas  &  Selbst,  2016).  Discrepancies  in  outcomes  of 

machine learning tools arise more often in the latter of the two situations mentioned 

above due to the difference between the objective and subjective natures of the target 
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outcomes to be identified.  Put simply, it  is much more straightforward teaching the 

algorithm to interpret instances of spam and to identify whether something is or is not 

a case defined by strict characteristics and attributes (Linoff et al, 2021). However, it 

becomes much more difficult for the algorithm to distinguish between cases which are 

far vaguer and more subjective in nature. For example, in cases of unstructured data 

without such clear definitions of target variables and class labels the algorithm is able 

to  find  patterns  and  correlation  deep  within  the  data  that  may  seem  superficially 

unobservable (National Research Council, 2013). 

Training data can either bear misrepresentation through inaccurate data labeling or 

data collection methods (Barocas & Selbst, 2016). Inaccuracies in data labeling often 

originate  from  the  human  intervention  that  goes  into  building,  maintaining,  and 

interpreting  big  data  (machine  learning)  tools  (Chapman  et  al,  2000).  Thus,  as 

described  in  section  2.1.1  the  classification  and  labeling  of  inputs  can  create  a 

snowballing effect of adverse treatment toward misrepresented classes. Furthermore, 

as the name – machine learning – implies as the algorithm learns from instances which 

have been defined to be “correct or accurate”, it will continue to produce results that 

are in line with the rules and correlating attributes of the original classifications and 

training data (Domingos, 2012). 

Alternatively, the collection of a dataset may be prone to misrepresentation especially 

considering issues that are systemically built into our societies (Tufekci, 2014). Initially, 

protected  classes  who  do  not  interact  with  our  “datafied”  (Lerman,  2013)  socio-

economic world are bound to be misrepresented as a class as they will have less data 

collected (Crawford, 2013). Despite that, misrepresentation of individuals who live on 

the margins of our big data reliant society is somewhat understandable due to the lack 

of  information,  the  same exact  misrepresentation  takes place  for no reason against 

protected  classes  that  are  in  continual  contact  with  our  “datafied”  (Lerman,  2013) 

society.  For  example,  there  exists  no  logical  reasoning  for  why  facial  recognition 

machine  learning  software  should  be less  capable  of  recognizing  darker  skin-toned 

ethnicities (Buolamwini & Gebru, 2018).  This disparity is  caused by poorly selected 

datasets where protect classes are evidently misrepresented. In many cases cohorts can 

be  underrepresented  as  defined  by  the  lack  of  interaction  with  big  data  gathering 

transactions of society; however, groups can also be overrepresented as examined by 

Barocas and Selbst (2016) example of excessive monitoring of certain populations. For 

example, human intervention at the workplace may carry prejudice irrespective of its 

intentions  –  either  intentional  or  unintended  –  where  protected  classes  may  be 
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watched and penalized for mistakes at a much higher rate than those individuals who 

are not prejudiced (Barocas & Selbst, 2016; Lerman, 2013). 

2.2.3 Proxies

There are many ways where certain decision-making processes can stand as proxies for 

discrimination – despite the lack of intention or knowledge to create such disparaties 

such attribute choices may have multiple layers of effect (Barocas & Selbst, 2016). Even 

in cases of discrimination aware data mining where attribute choice and classification 

are considered, the collection of variables may still be correlated to protected classes, 

inhibiting  their  representation  within  the  dataset  (Berendt  &  Preibusch,  2014). 

Furthermore,  while  direct  discrimination  against  protected  classes  may  not  be 

apparent,  stand-in  proxies  for  such  classifications  may  produce  identical  outcomes 

(Barocas & Selbst, 2016). For example, income is often used as a predictor for race, 

which could serve as a proxy for discrimination in any algorithmic process (Criado & 

Such, 2019). 

It  is  important  to  recognize  that  big  data  tools  that  rely  on  machine  learning  are 

exclusively applicable to a certain context (Criado & Such, 2019). Essentially, even if an 

algorithm has  been vetted for  discriminatory  treatment  in  one context  –  be  that  a 

recruitment tool for fast food restaurants – it does not guarantee that the same tool will  

be discrimination-free when imposed upon another population (Criado & Such, 2019).

2.2.4 Redundancies

The  reason  I  have  overlooked  two  of  the  five  mechanisms  for  discrimination  in 

algorithmic decision-making is due to the redundancies presented in argumentation. I 

believe  that  “feature  selection”  as  explained  by  Barocas  and  Selbst  (2016)  does 

absolutely play a role on the outcome of a machine learning tool, however,  it is the 

same type of subjectivity that is presented in their argumentation elsewhere. Similarly, 

their  mechanism of  masking is  quite  frankly  a  shallow  synthesis  of  the  differences 

presented in disparate treatment versus disparate impact doctrines. 

The  following  statement  “through this  necessarily  subjective  process  of  translation, 

data  miners  may unintentionally  parse  the problem in  such a  way that  happens to 

systematically  disadvantage  protected  classes”  articulates  the  redundancy  between 

feature selection and classification (Barocas & Selbst, 2016). In other words, they have 

explained that  the process of creating a machine interpretable situation of  complex 

real-world  phenomena  is  understandably  a  difficult  and  highly  subjective  task. 

14



Therefore,  knowing  that  all  models  are  incorrect  but  some models  are  better  than 

others  showcases  that  these  subjective  classifications,  albeit  may  not  lead  with 

discriminatory  intent  often  exhibit  comparable  discriminatory  effect  as  historical 

prejudices  against  protected  classes.  Furthermore,  this  notion  of  feature  selection 

comes across as an extension to the classification of class labels mechanism. Assuming 

a human being has interpreted class labels at the beginning of a predictive process,  

differentiating feature selection as an independent mechanism of choosing classes and 

attributes  to  include  within  a  model  presents  redundancies.  Similarly,  Barocas  and 

Selbst (2016) differentiation of “labeling examples” within their distinction of training 

data as a mechanism presented similar redundancies where subjective classification at 

any stage of the algorithmic process will lead to discrepancies in treatment as the line 

must be draw somewhere, but where? 

Finally,  masking as described by Barocas and Selbst (2016) does not seem to fulfill  

characteristics  of  a  mechanism  as  matched  by  the  previous  three  –  classification, 

training data, and proxies – because masking ties tightly into the notion of intention. 

As established earlier  in this paper,  although several  legal  frameworks exist to help 

identify and isolate intention in cases of discrimination, it is very difficult to confidently  

prove whether intention to discriminate existed. Quite similarly,  it will  be extremely 

difficult to discern cases of discrimination that occurred unintentionally,  from those 

that were intended but masked behind the so-called “unintentional” mechanisms. 

2.3 Proposed action

The following sections will propose a few separate courses of action that have proven to 

be  effective  at  minimizing  discrimination  in  data  mining.  Initially,  without  going 

beyond  the  scope  of  this  paper,  this  section  will  reference  empirical  research  for 

statistical solutions against discriminatory data mining. Subsequently, section 2.3.1 will 

discuss  the  effectiveness  of  discrimination  aware  data  mining  (DADM)  as  a 

methodology for dealing with the disparities in treatment.  Finally,  section 2.3.2 will 

discuss the current state of algorithmic auditing and where it needs to go. 

Despite the plethora of statistical techniques that exist for an empirical and tangible 

approach to data mining without discrimination, as the scope of this paper is largely 

focused  on  the  socio-ethical  implications  surroundings  discriminatory  machine 

learning tools, it will continue to do so in the following sections. In other words, it is  

important to acknowledge existing research that is significant to the field of study to 
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bring  more  attention  to  the  research  in  hopes  of  generating  newer  and  improved 

developments. 

As depicted by Criado and Such (2019) there are three main areas of any algorithmic 

modeling process to target  anti-discrimination techniques:  redefining model  criteria 

and rules – relating to the definition of target variable and class label (section 2.2.1), 

restructuring and preprocessing of training data, and modification of the algorithm. As 

it stands, I believe their – Criado and Such (2019) – distinction between model criteria 

and modification of the algorithm is redundant, as any redefinition of target variable or 

classification  labels  is  equivalent  to  modifying  the  criteria  of  the  predictive  model. 

Thus, to simplify this paper will recognize redefining model criteria and preprocessing 

of training data as the ideal target for anti-discrimination techniques. 

Recent papers such as Learning Adversarially Fair and Transferable Representations 

(Madras  et  al,  2018),  Censoring  Representations  with  an  Adversary  (Edwards  & 

Storkey, 2015), and Learn and Visually Explain Deep Fair Models: an Application to 

Face Recognition (Franco et al, 2021) are all examples of empirical studies that prove 

statistically  significant  methodologies  for  reducing  discriminatory  outcomes  by 

removing  sensitive  attributes  from the  predictive  model.  These  are  all  examples  of 

redefining  class  labels  and removing  sensitive  attributes  from the predictive  model 

which  could  lead  to  disparate  outcomes  between  groups.  Toon  Calders  is  another 

researcher  worth  mentioning  who  has  extensive  work  in  the  field,  empirically 

establishing discrimination aware classification methods. 

Additionally, targeting the training data has also proven to produce significantly less 

discriminatory model outcomes. Essentially,  incomplete or unrepresentative training 

datasets may impose disparate impacts on subjects of algorithmic modeling without 

any tie to malicious intent by the data engineer or any other party involved but simply 

since  their  protected  class  was  misrepresented  throughout  the  data,  which  led  to 

adverse  treatment  and  outcomes.  Kamiran  and  Calders  (2011)  present  outstanding 

results  in  their  study  of  preprocessing  training  dataset  for  classification  without 

discrimination.  Their  presentation  of  5  separate  methodologies  all  resulted  in  less 

discriminatory outcomes; making one key distinction that simply eliminating “sensitive 

attribute[s]  from  the  dataset  is  not  enough  to  ensure  discrimination-aware 

classification due to the redlining effect” – where redlining refers to highly correlated 

alternative attributes which retain discriminatory effects (Kamiran & Calders,  2011). 

Moreover,  a  study  by  Marx  et  al  (2019)  titled  ‘Disentangling  Influence:  Using 

Disentangled Representations to Audit Model Predictions’ showcases a unique method 
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of identifying discrimination within the indirect classifiers (attributes). Their procedure 

provides the ability  to isolate  proxies  within the data that  may be perpetuating the 

disparate  impact  despite  the  lack  of  sensitive  attributes.  Furthermore,  their 

disentangled influence mechanism is viable for continuous as well as image data, “types 

of  audits  that  were  not  possible  with  previous  indirect  audit  methods  (without 

additional preprocessing)” (Marx et al, 2019). 

2.3.1 Discrimination aware data mining (DADM)

Traditional data mining inherently entails distinguishment between subjects based on 

certain  descriptors  and  attributes.  Therefore,  discrimination  aware  data  mining 

(DADM)  as  described  by  Berendt  and  Preibusch  (2014)  is  the  action  of  justifying 

legitimate  grounds  for  differential  treatment  given  that  differential  treatment  is 

inevitable – as the purpose of algorithmic modeling is to determine ‘fit’ versus ‘unfit’. In 

their paper Berendt and Preibusch (2014) describe three separate methodologies for 

algorithmic decision making: “discrimination-unaware data mining, exploratory,  and 

constraint-oriented DADM” (Berendt & Preibusch, 2014). Section 2.2 of this paper has 

delineated  the  nature  of  both  supervised  and  unsupervised  algorithmic  modeling 

approaches. To reiterate, supervised machine learning assumes knowledge of input and 

target output variables for the model to perform based on, while unsupervised machine 

learning is the process of blindly – unknowing input classifications or target variables – 

arriving at  the most effective  (efficient)  outcome (National  Research Council,  2013; 

Criado & Such, 2019).  Quite literally,  Berendt and Preibusch (2014) explanations of 

constraint-oriented  discrimination  aware  data  mining  (cDADM)  and  exploratory 

discrimination aware data mining (eDADM) correspond to the notions of supervised 

and unsupervised machine learning approaches, respectively. 

Berendt  and  Preibusch  (2014)  found  that  in  their  empirical  case  study  of  cDADM 

versus eDADM, there was a clear distinction in efficacy between the two approaches; 

for model users who were committed to “making and motivating their decisions in non-

discriminatory ways” a constraint-oriented DADM approach – assuming the knowledge 

of pre-classified inputs and target variables – produce results of greater accuracy and 

less discrimination (Berendt & Preibusch, 2014). Alternatively, model users who were 

more interested in “monitoring and preventing” disparate impact, eDADM approach 

bore  less  discriminative  outcomes  (Berendt  &  Preibusch,  2014).  Logically,  these 

conclusions make sense, as an exploratory approach without the knowledge of target 

variables and classifications would yield a broader range of possible outcomes – from 

which the interpreter is then able to discard or accept appropriate outcomes (Custers et 
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al, 2012). In the more recent paper, Berendt and Preibusch (2017) recognize eDADM as 

a more inclusive approach which will pick up discriminative correlations that may not 

be  outlined  in  the  original  class  labels  and  target  variables  of  constrain-oriented 

(cDADM)  approaches.  However,  Berendt  and  Preibusch  (2014)  conclude  that  a 

combination of either – cDADM & eDADM – must be employed for the most desirable 

and transparent modeling processes. 

2.3.2 Auditing efforts

Despite  the  abundance  of  statistical  and  methodological  mechanisms  that  assist  in 

auditing artificial intelligence (AI) algorithms for disparate impact mentioned above, 

the fundamental  pitfall  of  AI audits  is  the lack  of  consistency and rigor  in existing 

frameworks (Bandy, 2021). A project – Aequitas – by Saleiro et al (2019) explores the 

applicability of their AI auditing toolkit – which is designed for auditing group bias and 

fairness – in real-world situations. Their study measured the performance of Aequitas 

in three separate real-world scenarios – criminal justice public health, and public safety 

and policing – and found that “many of the [machine learning] models deployed for 

these  problems  do  indeed  have  biases”,  however,  in  most  cases  the  alternative 

mechanisms being used are far more biased (Saleiro et al,  2019).  This captures the 

utility  of  Aequitas  as  they expressed it  is  designed either for data scientists and AI 

researchers, or alternatively for policymakers.  Data scientists can utilize Aequitas to 

assess the fairness of the predictive models that they are building, while policymakers 

will  be  able  to  assess  the  fairness  of  modeling  mechanisms  before  accepting  or 

endorsing them (Saleiro et al, 2019). 

Currently, although individual private companies provide algorithm audits as a service 

and a variety of discrimination metrics and tools have been developed, there does not 

exist  a  common  concrete  foundation  from  which  those  audits  and  tools  are  based 

(Bandy, 2021). Sections 2.1.3 and 2.1.4 evaluate just two – US Civil Rights Act of 1964: 

Title  VII  &  FTC’s  Unfairness  Authority  –  of  numerous  anti-discrimination  legal 

frameworks. In his paper, Goodman (2016) explores the efficacy of the General Data 

Protection  Regulation’s  (GDPR’s)  anti-discrimination  frameworks  and  arrives  sat 

similar conclusions to seminal works in the field. Generally, anti-discrimination legal 

frameworks  are  quite  thoroughly  scripted  to  help  bring  accountability  to  common 

socio-economic interactions of adverse treatment. However, in the context of big data 

and algorithmic discrimination, these legal frameworks do not propose any standard 

for  means  of  preventing  or  prosecuting  on  such  instances  of  disparate  impact.  A 

systematic  literature  review  on  algorithm  audits  researched  by  Bandy  (2021) 
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emphasizes  specific  types of  algorithms and areas  of  our  socio-economic  ecosystem 

which may be more prone to  problematic  behaviors.  The research findings largerly 

centered  around  discriminatory  behaviors  in  advertising  algorithms  and  distortion 

presented by serach engine algorithms (Bandy, 2021). 

Goodman (2016) demonstrates three questions that remain unanswered by general rule 

makers of society of which two are highly thought-provoking in the scope of this paper. 

Firstly,  “who  will  be  responsible  for  performing  audits”  (Goodman,  2016)?  The 

differences  between  public,  non-governmental,  and  for-profit  institutions  bring  to 

question  concerns  about  lack  of  funding,  resources,  and  expertise  for  public 

institutions,  in  addition  for-profit  entities  may  generate  power  imbalances  in  the 

market and risk of collusion (Goodman, 2016). Secondly, “how much should companies 

be  expected  to  assist  with  audits”  (Goodman,  2016)?  This  paper  has  explored  the 

differences  between  supervised  –  white-box  –  and  unsupervised  –  black-box  – 

mechanisms of machine learning. Therein lies the problem. To what extent are data 

collectors expected to unpack and dissect their algorithms? In the case of black-box 

algorithms,  are  data  collectors  expected to collect  sensitive information for the sole 

purpose of auditing against discrimination (Goodman, 2016)? Such methodologies are 

essentially counterintuity as no sensitive attributes and classifications is present in such 

mechanisms (Bandy, 2021). 

3 Discussion and conclusions

The objective of this research paper was to explore the current state and role of artificial 

intelligence in decision-making processes and how it might produce unfair outcomes 

for members of varying socio-economic groups. This paper was structured around two 

sub-questions:

What components of algorithmic decision-making are discriminatory?

…and…

To what extent should auditing take place in algorithmic decision-making processes?

Ultimately, this literature review was able to corroborate the notion that discriminative 

and unfair algorithmic decision-making outcomes do not stem from a single defective 

component  in  the  process.  Rather,  it  is  often  numerous  components  that  work  in 

conjunction  with  each  other  that  may  or may  not  be  intended  or  even  directly 
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present  in  the  workings  of  the  algorithms,  which  amplify  the  biased  outcomes  by 

confirmation through the learning process. Without intervention these unjust outcomes 

will continue to corrupt decision-making processes and worst of all, may continue to go 

unnoticed because they are not regulated or scanned for fairness. Thus, the exploration 

of  anti-discrimination  legal  frameworks  and auditing  tools  –  or  the  lack  thereof  – 

throughout this literature review has emphasized the need for benchmark procedures 

for auditing AI tools as such. 

My beliefs and attitudes surrounding the use algorithmic decision-making (machine 

learning/artificial intelligence) in our common socio-economic environment are overall 

quite optimistic. However, my issues with the topic originate from the lack of attention 

and  development  associated  with  the  regulatory  and  legal  frameworks.  The  use  of 

machine  learning  is  growing  at  an  incredible  exponential  rate,  and  so  should 

regulations (audits). 

3.1 Implications to research

The objective of this research paper – as a literature review – was to provide a general 

overview of the subject by critiquing seminal works and synthesizing my evaluations in 

context of the present state of algorithmic decision-making. My research found that 

although there are several existing researchers and projects pursuing identical aims of 

exposing the imperfections of said AI tools,  there remains large gaps in research in 

terms of actionable solutions (Madras et al, 2018; Edwards & Storkey, 2015; Franco et 

al, 2021; Kamiran & Calders, 2011; Marx et al, 2019; Goodman, 2016; Bandy, 2021). In 

other words, the research of data science and computer science alone is not adequate in 

providing  ‘actionable  solutions’  for  these  socio-economic  imbalances.  Researchers 

continue to highlight this subject matter as a multidisciplinary issue; expertise from all 

disciplines should be utilized as the issues at  hand are ingrained computer science, 

social science, engineering, law, and philosophy among others (Goodman, 2016; Criado 

& Such, 2019; Bandy, 2021).

3.2 Implications to practice

The most  significant  implication  that  this  paper  has on practice  within the field  of 

algorithms and automated decision-making is the emphasis that is exhausted for the 

lack  of  regulatory  action.  As  mentioned  in  the  finale  of  the  discussion  section, 
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discriminative data mining and how to address the issue has been researched for over a 

decade now stressing the inconsistencies within the field. The rapid evolution of these 

automated technologies paired with an absence of regulatory legislation creates a poor 

environment where certain groups of society are not protected against the inevitable 

power  of  these  tools  –  any  automated  decision-making  process  that  has  not  been 

audited sufficiently. Therefore, just as most socio-economic interactions are examined 

with  a  fine-tooth  comb,  the  same  standard  procedural  frameworks  should  be 

established for algorithmic decision-making tools that are quite literally playing with 

the fate of people’s lives. 

3.3 Limitations and future research

Given  that  the  scope  of  this  research  paper  essentially  evaluated  the  socio-ethical 

perspectives  of  algorithmic  decision-making,  the  paper  lacked  depth  to  empirical 

evidence and research such as the various statistical and procedural mechanisms for 

reducing discrimination.  Moreover,  although my decisions to employ theory of both 

philosophical  and  legal  frameworks  helped  accentuate  the  necessity  for  such 

regulations,  it  ultimately  narrowed  the  scope  away  from  any  anti-discrimination 

algorithm building frameworks in computer science. Thus, future research should focus 

on creating frameworks to support future data scientists, engineers, and policymakers, 

guiding them toward discrimination aware data mining. 

A further limitation that this research paper experienced was synthesizing a discourse 

on algorithmic discrimination which dates back approximately one decade. This limited 

the ability for certain sections (section 2.3.2 auditing efforts) of this research paper to 

draw from varying sources to build a coherent synthesis on the general discourse within 

the topic. 

Finally, the author of any research paper will undeniably impose their personal biases 

upon the work. Therefore, I identify that being young professional at the dawn of my 

career within the field of computer science along with my individual experiences from 

living  on  two  continents  –  Europe  and  Asia  –  have  steered  the  trajectory  of  this 

research paper in a direction that may be dissimilar to others.  
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