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O(·) big-O notation

H reproducing kernel Hilbert space (RKHS) consisting of
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1. Introduction

Nonparametric Bayesian methods, or Bayesian nonparametrics, comprise a
comprehensive toolbox of mostly infinite-dimensional probabilistic models,
the complexities of which often scale with the number of data points.
Broadly speaking, nonparametric Bayesian models reap the rewards from
both worlds: When compared to their finite-dimensional and parametric
counterparts, they possess theoretically higher capacity by weakening the
underlying assumptions of the data-generating mechanism [Wasserman,
2006, Ghosal and van der Vaart, 2017]; when compared to frequentist
models, they offer measured uncertainties, which are shown to resemble
humanistic inductive reasoning [Yuille and Kersten, 2006, Steyvers et al.,
2006, Tenenbaum et al., 2011, Wilson and Adams, 2013].

The benefits of being both nonparametric and Bayesian do not come
with no cost [Ghosal and van der Vaart, 2017] – crucially, the problem of
prior selection undergirds all Bayesian models, and the study of infinite-
dimensional priors remains lacking; nonparametric models take more flex-
ible forms, but the inference is cumbersome and unwieldy. The difficulties
in both the modeling and inferential aspects of Bayesian nonparametrics
make them the “white elephant” in the machine learning research en-
terprise: a collection of statistical models that despite their theoretical
appeal, remain impractically idealistic. While in no way all-inclusive, this
thesis attempts to tackle said difficulties in a few selected nonparametric
Bayesian models by using kernels, within the realms of the modeling and
inference aspects of Gaussian process (GP) models, and the sampling of
un-normalized densities.

The main content of the thesis is divided into 3 self-contained chapters,
each addressing one research question and providing a brief background
summary, our contributions, and potential additional unpublished discus-
sion for future directions or open questions in the topic. The remainder
of this chapter gives short background information, as well as stating the
central research question of each chapter.

Research question 1: We start in Chapter 2 a discussion on nonstation-
ary spectral kernels in Gaussian process (GP) models, which summarizes

13



Introduction

Publications I and II. Compared to competing methods in machine learning,
Gaussian processes (GPs) excel at their natural measure of uncertainty,
yet lack in expressiveness, and consequently the capacity for pattern ex-
trapolation and discovery. Wilson and Adams [2013] address this drawback
by proposing more parametrized kernels, denoted as the spectral mixture
(SM) kernels, expecting that through the optimization of kernel hyperpa-
rameters, we update our prior beliefs in the GP function space, therefore
achieving pattern discovery in a nonparametric Bayesian setting. Com-
pelling as we find this line of argument for better parametrized kernels,
the assumption of stationarity is wanting: the hypothesis spaces of GPs
with stationary covariance kernels are translation invariant, while non-
stationary patterns are the norm for the vast majority machine learning
tasks. Therefore, we set out to address the following research question of
finding nonstationary covariance kernels with similar expressiveness and
spectral properties:

What nonstationary kernels retain inductive biases similar to the spectral
mixture kernels, therefore relaxing the constraint of translation invariance?

Research question 2: In Chapter 3, we turn our attention from GP mod-
eling towards the well-known inferential difficulties of GPs. GP models
seldom scale beyond a few thousand data points as the model complexity
scales cubically with the cardinality of the dataset. To scale up GP models,
approximate posteriors are constructed where instead of the entirety of
the dataset, the approximate predictive distribution is conditioned on a
smaller set of pseudo-inputs, or inducing points [Snelson and Ghahra-
mani, 2005]. While various efforts [Titsias, 2009, Quiñonero-Candela
and Rasmussen, 2005, Hensman et al., 2015b, Matthews et al., 2016, Bui
et al., 2017] have been made to understand the relationship between the
finite-dimensional variational approximation with respect to the inducing
functional values and the infinite-dimensional approximate posterior, the
study of the inducing point locations themselves, a crucial element in the
variational approximations, remain somewhat insufficient, and in practice
point estimates of inducing points are obtained along with other model
hyperparameters. We set out to answer the following question with respect
to the treatment inducing inputs:

What are the theoretical and practical implications of approximate inference of
GP models with varied locations of pseudo-inputs?

Research question 3: In Chapter 4, we focus on a more general problem
in Bayesian inference: the inference of densities with unknown normal-
ization constants. As a result from the Bayes’ rule, distributions with un-
normalized densities are central to many probabilistic models. Langevin

14
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diffusion (LD) [Welling and Teh, 2011] and Stein variational gradient de-
scent (SVGD) [Liu and Wang, 2016] constitute two popular alternatives
for the sampling of un-normalized target densities: Langevin diffusion
(LD) extracts approximate samples by simulating a diffusion process that
converges to the target density, and Stein variational gradient descent
(SVGD) generates a fixed number of samples by transporting a set of
particles deterministically and interactively. Despite their differences in
mechanism, the two sampling regimes exhibit notably similar trajecto-
ries in their convergence to the target distribution [Liu, 2017, Liu et al.,
2019a]. Deterministic transportation of particles hold advantages over
diffusion processes in terms of sample qualities [Gorham et al., 2019], but
LD constitutes a mere subset of all diffusion processes with the capability
of sampling; therefore, a natural question arises

Can we find deterministic interacting particle systems that extract higher-
quality samples corresponding to all diffusion-based Markov chain Monte Carlo
(MCMC) procedures, and how do they correlate with the connection shared by
LD and SVGD?

15





2. Nonstationary spectral kernels for
Gaussian processes

GPs generalize multivariate Gaussian distributions to distributions over
functions, providing flexible priors for nonparametric regression and classi-
fication [Rasmussen and Williams, 2006]. However, despite the theoretical
findings that neural network priors converge to GPs in their infinite width
limit [Neal, 1996], GPs in machine learning seldom go beyond the interpo-
lation of observed data [Wilson and Adams, 2013], a far cry from their finite
width counterparts. Wilson and Adams [2013] argue that the incapability
of pattern discovery stems from the default adoption of simple covariance
kernels, which can be seen as equivalent to fixed feature representation
in Bayesian neural networks, and advocate for the learning of expressive
kernels for pattern discovery in a nonparametric, Bayesian setting. Their
proposed parametrization of kernels, known as SM kernels, provides a
basis representation capable of approximating arbitrary stationary kernels.
However, stationarity remains a critical bottleneck for kernel parametriza-
tion in Bayesian nonparametrics, as nonstationary patterns persist in large
datasets. We set out to find answers to the following research question:

What nonstationary kernels retain inductive biases similar to the spectral
mixture kernels, therefore relaxing the constraint of translation invariance?

Publication I and II answer this question from two slightly different angles
by proposing two nonstationary variants of spectral type kernels. Building
upon Bochner’s theorem [Bochner, 1959] that characterizes all stationary
covariance kernels via the Fourier transform, Publication I (summarized
in Section 2.2) uses generalized Fourier transform to characterize a broader
class of covariance kernels, namely harmonizable kernels [Kakihara, 1985,
Yaglom, 1987], leading to the family of harmonizable mixture (HM) ker-
nels, a family of kernels dense in the bounded and continuous kernels.
Publication II (summarized in Section 2.3) builds nonparametric spec-
tral kernels through the convolution of input-dependent Fourier features
[Paciorek, 2003], yielding a convolutional spectral (CS) kernel that takes
input-dependent lengthscale and frequency functions as kernel hyperpa-
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rameters, which simultaneously provides a principled spectral alternative
to covariance function deep Gaussian processes [Dunlop et al., 2018] and
lays down the theoretical foundation for the formulation of previously
proposed nonstationary spectral kernels [Remes et al., 2017]. Apart from
the two spectral kernels presented in Publications I and II, Section 2.4
discusses an alternative venue to construct nonstationary spectral kernels,
that is, to extend the Gaussian process convolution model (GPCM) [Tobar
et al., 2015] to accommodate for nonstationary processes.

2.1 Gaussian processes and expressive kernels

Gaussian processes are the main focus of this thesis, and this section
includes a brief summary of the application of GPs in machine learning
and the main focus of this chapter: the design of nonstationary covariance
kernels to boost the expressiveness in GP models.

Gaussian processes are nonparametric priors on functions: a generaliza-
tion of finite-dimensional normal distributions [Rasmussen and Williams,
2006]. A scalar-valued function f : X 7→ R with a GP prior is denoted as
f ∼ GP(m(·), k(·, ·)), its two parameters respectively a mean function m(·) :
X 7→ R, and a positive-definite covariance kernel k(·, ·) : X× X 7→ R. Given
an arbitrary finite set of inputs X =

{
x(1), . . . ,x(N)

}
, the N -dimensional

vector f =
(
f
(
x(1)

)
, . . . , f

(
x(N)

))⊤ follows a multivariate Gaussian distri-
bution

p(f) = N


f

∣∣∣∣∣∣∣∣∣




...

m
(
x(i)
)

...


 ,




k
(
x(1),x(1)

)
. . . . . .

... k
(
x(i),x(j)

) ...

. . . . . . k
(
x(N),x(N)

)





 .

(2.1)

The properties of functions drawn from a GP prior are predominantly
defined by its covariance kernel: they define properties of the sample paths
such as smoothness, differentiability and (semi-)periodicity. While the
choice of a suitable mean function is equally important, we can see the
mean function m as a linear translation of a function drawn from a GP
prior with a zero mean function.

GPs are also known as the infinite-width limit of neural networks [Neal,
1996, Lee et al., 2018, Jacot et al., 2018] – when compared to their finite-
width counterparts, GPs enjoy a series of advantages: most notably, well-
defined calibrated uncertainty quantification and tractability of posteriors.
Thanks to their nonparametric nature, the capacity of GPs scales with
the number of data points, and we can easily compute the predictive
distribution with respect to an unknown observation p(f(x∗)|D) using
conditional distributions.
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However, the common wisdom of applying GPs in machine learning
tasks suffers from two crucial drawbacks: expressiveness and scalability.
While this chapter touches upon the issue of scalability in the context
of kernel learning, we dedicate Chapter 3 for a detailed discussion on
scalable GP posterior approximations. Wilson and Adams [2013] posit that
inferring GPs posteriors with a fixed covariance kernel is tentamount to
“throwing the baby out with the bathwater”: while highly parametrized
neural networks possess the capability to discover flexible features, the
feature maps encoded by common GP covariance kernels are innately
rigid, albeit infinite-dimensional. Consequently, GPs with insufficiently
parametrized kernels are ineffective in discovering patterns in data, as
their posteriors consist of functions that merely interpolate the training
data. Table 2.1 summarizes most kernels we discuss in this dissertation.

Wilson and Adams [2013] derive the spectral mixture (SM) kernel, a
novel family of parametrized kernels that spans all stationary kernels.
The extra expressiveness gained from additional kernel hyperparameters
enables a form of automatic pattern discovery in a nonparametric Bayesian
setting: As the SM kernel allow for more flexibility in its feature represen-
tation, maximizing the likelihood with respect to the kernel parameters is
tantamount to an infinite dimensional representation learning similar to
that of the neural networks [Wilson and Adams, 2013].

Extending from squared exponential kernel to stationary kernels is one
of the two orthogonal directions of relaxing the rigidity of the squared
exponential (SE) kernel. The total variation of GP sample paths on a
fixed interval is determined by the lengthscale parameter of the SE kernel.
However, it is unrealistic to assume the latent function is uniformly varied,
even though such uniformity is shared by all stationary covariance kernels.
Paciorek and Schervish [2003] propose the nonstationary quadratic (NSQ)
kernel, a nonparametric extension of the SE kernel that takes an input-
dependent lengthscale function, which generates nonstationary sample
paths that vary less in regions with longer lengthscales.

In this chapter, we wish to propose kernel types that combine the two
types of inductive biases: the semiperiodic features of the SM kernel and
the nonstationarity of the nonstationary quadratic (NSQ) kernel. One can,
of course, formulate a GP model in combination with a Bayesian neural
network structure [Hinton and Salakhutdinov, 2007, Wilson et al., 2012,
Damianou and Lawrence, 2013], but they lack the specifically interpretable
inductive biases and lead to complicated and often intractable covariance
kernels. We intend to introduce flexible covariance kernels that retain
both the spectral interpretation of the SM kernel family and the input-
dependent nonstationarity of the NSQ kernel.
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2.2 A parametric basis for harmonizable covariances

This section sums up the main contribution of Publication I: namely, the
harmonizable mixture (HM) kernel, a parametric kernel family that spans
all harmonizable covariance kernels [Kakihara, 1985, Yaglom, 1987, Loeve,
1978], a generalization of stationarity in stochastic processes. This section
organizes its discussions in increasing levels of complexity / nonstationar-
ity: we first apply in Section 2.2.1 the theory of approximating stationary
kernels from the approximation of probability measures and Bochner’s
theorem;.

2.2.1 Stationary spectral kernels

Stationary GPs possess covariance kernels k(·, ·) with translation-invariance:
k(x,x′) = ks(x− x′), where ks : RD 7→ R is a positive-definite function. Sta-
tionary covariance kernels have piqued special interest in their application
in machine learning due to theoretical and practical concerns: (i) stationar-
ity implies translation invariance, which can be a crucial inductive bias to
constrain the hypothesis space; (ii) we can establish a one-to-one mapping
between finite measures and stationary kernels via Bochner’s theorem
[Bochner, 1959, Stein, 2012], making it easier to study and characterize.
Bochner’s theorem, stated below, is a central precursor to our discussion.
For the discussion of stationary kernels, we define τ as the difference
between the two inputs: τ = x − x′, and ω as frequency values used in
Fourier transforms.

Theorem (Bochner). A complex-valued function ks : RD × RD 7→ C is
the covariance function of a weakly stationary mean square continuous
complex-valued random process on RD if and only if it can be represented
as

ks(τ ) =

∫

RD

exp(2ıπ⟨ω, τ ⟩)ψ(dω), (2.2)

where ψ is a positive finite measure, which we will refer to as the spectral
measure.

The bijective mapping between the space of finite measures and station-
ary kernels leads to 3 ways to construct expressive parametric covariance
kernels for GPs, with increasing generality. (i) Sparse spectrum Gaussian
process (SSGP) [Lázaro-Gredilla et al., 2010] uses a mixture of Dirac’s
delta measures with ψ =

∑P
p=1 αpδω=ωp , yielding the following kernel:

k(τ ) =

P∑

p=1

αp exp (2ıπ⟨ωp, τ ⟩)︸ ︷︷ ︸
≜kSS(τ ;ωp)

. (2.3)
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(ii) The spectral mixture (SM) kernel [Wilson and Adams, 2013] is derived
by characterizing the spectral measure as a mixture of Gaussians: namely,
ψ =

∑P
p=1 αpN (ωp,Σp) yields the SM kernel:

k(τ ) =

P∑

p=1

αp exp
(
−2π2τ⊤Σpτ + 2ıπ⟨ωp, τ ⟩

)

︸ ︷︷ ︸
≜kSM(τ ;ωp,Σp)

. (2.4)

(iii) Samo and Roberts [2015] start from the theories connecting conver-
gence of measures and their Fourier transforms, and propose a similarly
general generalized spectral (GS) kernel that accepts an arbitrary and
continuous stationary kernel ks:

k(τ ) =

P∑

p=1

αp ks (τ ◦ λp) exp (2ıπ⟨ωp, τ ⟩)︸ ︷︷ ︸
≜kGS(τ ;ks,ωp,ℓp)

, (2.5)

where λp ∈ RD stands for the inverse-lengthscale parameter, and ◦ stands
for the Hadamard (pointwise) product between two vectors. Generalized
spectral (GS) kernels allow sample paths to exhibit the properties of the
base kernel ks: as opposed to sparse spectrum (SS) and SM kernels, we can
obtain GP prior spaces with semiperiodic, finite times differentiable sample
paths by selecting ks from the the Matérn kernel family [Rasmussen and
Williams, 2006].

While we derive the forms of complex-valued kernels for the sake of
generality in spectral density, it is worth noting that we can obtain real-
valued kernels k̃(τ ) = Re(kr(τ )) by “symmetrizing” the spectral density,
i.e. ψ̃(ω) = ψ(ω)+ψ(−ω)

2 .

2.2.2 Local stationarity and the Wigner transform

Our main objective in Publications I and II is to relax the stationarity
constraint while retaining some of its inductive biases: while simply opting
for finite-dimensional feature representations in combination with GPs
leads to a nonstationary kernel, our objective is to retain a flexible degree
of the translation invariance afforded by stationarity.

Genton [2001] reviews classes of common kernels used in machine learn-
ing, and one soft constraint of local translation invariance is the locally
stationary (LS) kernels [Silverman, 1957, 1959].

Definition 2.2.1 (Locally stationary kernels). Locally stationary kernels
are defined with a non-negative function k0 : RD 7→ R≥0, and a stationary
kernel ks

kLS(x,x
′) = k0

(
x+ x′

2

)
ks(x− x′). (2.6)
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Locally stationary (LS) kernels unify two families of kernels: stationary
kernels, where k0 is constant, and exponentially convex kernels [Loève,
1946, 1948], where ks is constant. As LS kernels take in not only the
difference x− x′ but also the centroid x+x′

2 , GPs with LS kernels are not
necessarily stationary, but are stationary in local neighborhoods [Silver-
man, 1957].

While Bochner’s theorem no longer applies for a nonstationary kernel,
we could use the Wigner transform [Flandrin, 1998] to obtain a Wigner
distribution function (WDF), an input-dependent spectral representation
for nonstationary kernels.

Definition 2.2.2 (Wigner transform). The WDF of k as obtained from the
Wigner transform Wk is a joint function between x in the input domain X

and ω in the frequency domain X̂:

Wk(x,ω) =

∫

RD

k
(
x+

τ

2
,x− τ

2

)
exp (−2ıπ⟨ω, τ ⟩)dτ . (2.7)

The Wigner transform reduces to the Fourier transform used in the
Bochner’s theorem with a stationary kernel, with Wk(x,ω) = Wk(x′,ω)

for arbitrary x and x′: this invariance is consistent with a spectrogram of
a stationary covariance kernel. For the locally stationary kernel, we obtain
a WDF that is the product between k0 and ψ, the spectral distribution of ks

WkLS(x,ω) = k0(x)ψ(ω). (2.8)

It is worth noting that the term Wigner distribution function is a misnomer
from a probabilistic standpoint: even though the WDFs of LS kernels
are non-negative, and the term “distribution function” suggests a proba-
bilistic interpretation, the WDFs of other nonstationary kernels are not
necessarily densities: it is possible for WDF to take negative values.

2.2.3 Harmonizable kernels and generalized spectral
distributions

This section discusses harmonizable kernels, the more general form of non-
stationary covariance kernels, and the main contribution of Publication I,
the harmonizable mixture (HM) kernel, a parametric basis that spans all
harmonizable kernels.

Definition 2.2.3 (Harmonizable kernels and generalized spectral distri-
butions (GSDs)). A kernel X × X 7→ C is harmonizable when it can be
represented as the generalized Fourier transform of a Lebesgue-Stieltjes
measure associated to a positive definite bimeasure ψ with bounded varia-
tions, known as the generalized spectral distribution (GSD):

k(x,x′) =

∫∫

RD×RD

exp
(
2ıπ

(
⟨ω,x⟩ − ⟨ω′,x′⟩

))
ψ(dω,dω′). (2.9)
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Harmonizable kernels and processes include virtually all kernels com-
monly used in GP models, and while there exists covariance kernels outside
the harmonizable spectrum, they exhibit “unusual, even pathological prop-
erties” [Yaglom, 1987]. Given the generality of this definition, we think
that harmonizability is of the greatest pertinence for constructing nonsta-
tionary kernels. Harmonizable kernels generalize stationary kernels and
the Bochner’s theorem by considering a “joint spectral density” ψ(ω,ω′)

in the domain X̂ × X̂. The joint GSD reduces back to the Bochner’s the-
orem when k is stationary. However, similar to the slight misnomer of
WDF, the GSD is also not a proper density function, or more generally, a
positive finite measure. The constraints on GSDs, however, are positive
semidefiniteness and bounded variation [Yaglom, 1987]. This key differ-
ence illustrates that we need to exercise caution in constructing “basis
functions” for harmonizable kernels.

Regarding GSD as finite positive measures has been a somewhat per-
sistent misconception in the construction of kernels for machine learning.
Under the condition of positive finite measures, Genton [2001] explored
the generalized Fourier transform as a possible option for nonstationary
kernels; this idea was then extended to a nonstationary construction of
spectral kernels [Samo and Roberts, 2015] and a way to extract random
Fourier feature (RFF) from those kernels [Ton et al., 2018]. While we
applaud the indispensable contribution of previous works, distinguishing
GSD from conventional notions of finite measures allows us to fully tap
into all potential harmonizable covariance kernels, as non-negative GSD
applies to only a subset of harmonizable kernels, and the relations between
kernels with non-negative GSDs and more general harmonizable kernels
at large is unclear.

Relaxing GSD to a positive definite, but not strictly non-negative, mea-
sure can be achieved by considering mixtures of Dirac’s deltas with the
weight from a positive semidefinite matrix: for example, we can formu-
late a basis for GSDs with a set of frequencies Ξ = {ξ1, . . . , ξM} and a
positive-semidefinite matrix B ∈ RD×D

⪰0 :

ψ(ω,ω′) =
∑

1≤i,j≤M
Bijδω=ξiδω′=ξj . (2.10)

The generalized Fourier transform of this GSD leads to a nonstationary
generalization of the SS kernel, which we denote as the harmonizable
sparse spectrum (HSS) kernel

kHSS(x,x
′;Ξ,B) = exp (2ıπ⟨Ξ,x⟩)†B exp

(
2ıπ⟨Ξ,x′⟩

)
, (2.11)

where we denote ⟨Ξ,x⟩ ∈ CM , ⟨Ξ,x⟩i = ⟨ξi,ω⟩. The above form yields a
finite-dimensional feature representation analogous to SS kernels, which
we can generalize by multiplying with a LS kernel, yielding our final
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formulation, the harmonizable mixture kernel:

kHM(x,x′; kLS,Ξ,B) = kLS(x,x
′)kHSS(x,x

′;Ξ,B). (2.12)

Apart from tractable GSDs, the HM kernel family also accepts a closed-
form Wigner transform, which yields a spectrogram that reflects the re-
lations between input and frequency. Different from more conventional
definitions of the spectrogram, the Wigner transform of HM kernels also
allows negative densities. Specifically,

WkHM(x,ω) =
∑

1≤i,j≤M
Bijk0(x)ψs

(
ω − ξi + ξj

2

)
cos
(
2π⟨ξi − ξj ,x⟩

)
,

(2.13)

where ψs denotes the spectral density of the stationary component of the
LS kernel. In practice, we can construct parametrized kernels by com-
bining multiple additive kernels with their locally stationary component
centered on different parts of the data distribution. Specifically, we can for-
mulate a HM kernel by combining P components warped by variances αp,
frequencies Ξp, inverse lengthscales γp, centroids zp, positive semidefinite
matrices Bp and a singular LS kernel kLS:

k(x,x′) =

P∑

p=1

αpkLS
(
(x− zp) ◦ γp, (x′ − zp) ◦ γp

)
kHSS(x,x

′;Ξp,Bp).

(2.14)

2.2.4 Sparse GPs from the Fourier domain

While we can use any LS kernel as a building block for constructing HM
covariance kernels, we apply LS kernels (2.6) kLS = k0ks that fulfill the
following regularity condition:

∫

RD

k0(x)dx <∞. (2.15)

While this condition on LS kernels is not required for HM kernels to be
universal, it exhibits one unique advantage: the Fourier transform of a
GP(0, kHM) remains a well-defined GP with its covariance kernel coinciding
with its GSD. To specify, the Fourier transform of f ∼ GP(0, kHM) is also a
GP:

f̂(ω) = Ff(ω) ≜
∫

RD

f(x) exp(2ıπ⟨x,ω⟩)dx ∼ GP(0,ψ(ω,ω′)), (2.16)

where ψ is the GSD of the kernel. This result, when combined with
closed-form cross-covariance cov(f(x), f̂(ω)), gives a straightforward way
to formulate an inter-domain sparse GP framework [Lázaro-Gredilla and
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Figueiras-Vidal, 2009] with inducing inputs in the frequency domain. We
name this framework variational Fourier features (VFF), borrowing the
same term coined by Hensman et al. [2018].

Fourier transforms have long been considered as a suitable linear opera-
tors for inter-domain GPs, but the straightforward application of Fourier
transforms on stationary GPs has been troublesome, as f̂ turns out to be
zero mean with infinite variance [Hensman et al., 2018]. A well-defined
Fourier-based inter-domain GPs hinges upon the specification of an input
density, which can be either a Gaussian window [Lázaro-Gredilla and
Figueiras-Vidal, 2009] or a hard interval [Hensman et al., 2018].

We show via the construction of nonstationary kernels that we could
encode the selection of input densities as a kernel learning problem for the
LS component in HM kernels, which then allows the model to take Fourier
transforms that integrate on the entirety of RD. This modified version of
constructing VFFs is, in our opinion, a cleaner formulation as it better
separates the modeling and inferential assumptions of sparse GPs [Bui
et al., 2017].

Conclusion: This section summarizes the main contributions of Pub-
lication I, i.e., using Wigner transform and harmonizability to build a
parametric basis of nonstationary kernels interpretable via spectrograms
and spectral densities. We also lay out the theoretical foundation for deriv-
ing nonparametric spectral kernels in Publication II, summarized in the
next section.

2.3 Extending to nonparametric spectral kernels

In the previous section, we have demonstrated a construction of parametric
nonstationary spectral kernels that are dense in the set of harmonizable
covariances. The construction is albeit one out of two orthogonal direc-
tions of deriving expressive covariance kernels: Gibbs [1998], Paciorek and
Schervish [2003] derive nonparametric nonstationary kernels with input-
dependent lengthscale functions, but such kernels do not include frequency
terms. When compared to parametric kernels that give local neighbor-
hoods in the data space their own lengthscale, a singular lengthscale
function that offers varying degrees of smoothness is better defined and
more interpretable. Therefore, we propose the following refined research
question:

Can we combine the two directions to derive expressive covariance kernels that
both enjoy a spectral interpretation, and accept input-dependent lengthscales
and frequencies?
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The main contribution of Publication II, as summarized in this section,
answers this question in the affirmative. We propose the convolutional
spectral (CS) kernel family, a spectral generalization of the nonstationary
quadratic (NSQ) kernel by Paciorek and Schervish [2003], which takes
both input-dependent lengthscales and frequency terms.

The summary in this section is organized as follows. Section 2.3.1 demon-
strates how the NSQ kernel [Paciorek and Schervish, 2003] generalizes the
SE kernel with variable lengthscales; Section 2.3.2 extends the framework
to accept variable frequencies; Section 2.3.3 interprets nonparametric and
nonstationary kernels using the spectrogram, an approximation of their
WDF – we can further analyze other GP-related models through the lens
of the spectrogram.

2.3.1 Generalizing the SE kernel with input-dependent
lengthscales

In this section, we summarize the derivation of the NSQ kernel [Gibbs,
1998, Paciorek and Schervish, 2003], a nonparametric, nonstationary gen-
eralization of the SE kernel that takes an input-dependent lengthscale
Σ(x) (the kernel derived by Gibbs [1998] takes a special case Σ(x) =

diag
(
ℓ21(x), . . . , ℓ

2
D(x)

)
). The SE kernel can be derived as the L2 inner

product between two feature vectors denoted as Kx;Σ(·):

κx;Σ(v) ≜
1√

det(πΣ)
exp

(
−(x− v)⊤Σ−1(x− v)

)
= N

(
v

∣∣∣∣x,
Σ

2

)
,

(2.17)

kSE(x,x
′;Σ) = exp

(
−(x− x′)⊤Σ−1(x− x′)

2

)
(2.18)

∝
〈
κx;Σ(v), κx′;Σ(v)

〉
L2 =

∫

RD

κx;Σ(v)κx′;Σ(v)dv. (2.19)

Computing the integral (2.19) is straightforward when one considers that
the L2 inner products corresponds to computing the density function of the
sum of two random variables.

The L2 perspective of the SE kernel yields a straightforward nonstation-
ary generalization: assuming an input-dependent lengthscale function
Σ(·) : RD 7→ RD×D

⪰0 , we can similarly compute the inner product using a
new feature vector taking the value from Σ(·): κx,Σ(x)(·), yielding the NSQ
kernel [Paciorek and Schervish, 2003]

k̃NSQ(x,x
′;Σ(·)) =

〈
κx;Σ(x)(·), κx′;Σ(x′)(·)

〉
L2 (2.20)

= N
(
x− x′

∣∣∣∣0,
Σ(x) +Σ(x′)

2

)
. (2.21)

Equation (2.21) guarantees positive-definiteness as it is expressly defined
by an inner product. The final form of kNSQ is derived by normalizing the
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covariance (2.21) into a correlation function:

kNSQ(x,x
′;Σ(·)) = k̃NSQ(x,x

′;Σ)√
k̃NSQ(x,x;Σ)k̃NSQ(x′,x′;Σ)

. (2.22)

Unlike a uniform, global lengthscale, the input-dependent lengthscale
function in NSQ takes an interesting role: NSQ obtains an “effective
lengthscale” between x and x′ taking the average: Σ(x)+Σ(x′)

2 , and feeds the
Mahalanobis distance into an SE-like kernel function. Therefore, GPs with
NSQ kernels yields higher curvature in regions with lower lengthscales,
leading to nonstationarity.

2.3.2 Appending input-dependent frequencies

Our generalization of NSQ kernels into the spectral domain stems from
one crucial observation: there exists a similar L2 feature representation of
SM kernels. The complex-valued SM kernel (2.4) can also be represented
by the L2 product of the following features:

κx;ω,Σ(v) ≜
1

det(πΣ)
exp

(
−
(
x− v − ıω

2

)⊤
Σ−1

(
x− v − ıω

2

))
(2.23)

= N (v

∣∣∣∣x+ ı
ω

2
,
Σ

2

)
, (2.24)

〈
κx;ω,Σ(·), κx′;ω,Σ(·)

〉
L2 = N (x− x′ |ıω,Σ) (2.25)

=
exp

(
ω⊤Σ−1ω

2

)

det(2πΣ)︸ ︷︷ ︸
=const

exp

(
−τ

⊤Σ−1τ

2
+ ıω⊤Σ−1τ

)

︸ ︷︷ ︸
=kSM(x−x′;Σ−1ω,Σ)

. (2.26)

It is worth noting a few nuances in the derivation: (i) While (2.24) ostensi-
bly looks like a density of a complex-valued normal distribution, κx;ω,Σ(v)
takes complex values, as the normal transpose, as opposed to the Hermitian
transpose is used inside the exponent (2.23); (ii) Despite a complex-valued
feature vector, the variable v is still real-valued; (iii) The L2 inner product
in (2.25) takes the complex conjugate to guarantee positive definiteness:〈
κx;ω,Σ(·), κx′;ω,Σ(·)

〉
L2 =

∫
RD κx;ω,Σ(v)κx′;ω,Σ(v)dv, where f̄ is implies the

complex conjugate.
Given the L2 feature vectors of the SM kernel, we can simply generalize

the kernel form to include an input-dependent frequency function ω(·) as
follows:

κx;ω(·),Σ(·)(v) ≜ N
(
v

∣∣∣∣x+ ı
ω(x)

2
,
Σ(x)

2

)
. (2.27)
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Taking the inner product of this feature vector yields the un-normalized
form of the convolutional spectral (CS) kernel:

k̃CS(x,x
′;ω(·),Σ(·)) ≜

∫
κx;ω(·),Σ(·)(v)κx′;ω(·),Σ(·)(v)dv (2.28)

= N
(
x− x′

∣∣∣∣
ı(ω(x) + ω(x′))

2
,
Σ(x) +Σ(x′)

2

)
.

(2.29)

While the CS kernel with one singular lengthscale and frequency func-
tion does not correspond to include the HM kernel as a special case, we
could “harmonize” the kernel by introducing M lengthscale and frequency
functions and combine them using a variance function L : RD 7→ RM×M ,
yielding the M -dimensional feature vector:

κx(v) = L(x)




κx;ω1(·),Σ1(·)(v)
...

κx;ωM (·),ΣM (·)(v)


 . (2.30)

The L2 inner product of the vector-valued features remains tractable:

k̃CS(x,x
′; {ωi,Σi(·)},L) =

∑

1≤i,j≤M

M∑

k=1

Lik(x)Ljk(x
′)

×N
(
x− x′

∣∣∣∣
ı(ωi(x) + ωj(x

′))

2
,
Σi(x) +Σj(x

′)

2

)
.

(2.31)

We can see from the formulation of spectral mixture kernel includes the
HM kernel as a special case.

In Publication II, we formulate a slightly less general version of the CS
kernel, which restricts L(·) to a diagonal matrix.

2.3.3 Spectrograms of nonparametric spectral kernels and their
implications

One central advantage of the spectral kernels, when compared to other
expressive kernel learning techniques, is their interpretability: we can
interpret the stationary SM (2.4) and GS (2.5) using their spectral densi-
ties, yielding (often closed-form) distributions that describes the spectral
properties of the GP prior; similarly we can use generalized spectral distri-
butions and WDFs to interpret parametric, nonstationary spectral kernels,
but the spectral properties of nonparametric spectral kernels are hindered
by intractability. This section summarizes a second contribution of Publi-
cation II, an approximation of the WDFs of nonstationary, nonparametric
spectral kernels, as well as other hierarchical stacking of GPs [Damianou
and Lawrence, 2013, Remes et al., 2017, Dunlop et al., 2018].
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While CS kernels do not have a tractable Wigner transform, we can
construct approximations that can be transformed tractably. One potential
approach is to approximately separate the effects of the centroid x = x+x′

2

and the difference τ = x − x′ on the kernel value, i.e., to find functions
σ(·),Λ(·),µ(·) that yield the following approximation:

k
(
x+

τ

2
,x− τ

2

)
≈ σ(x)

(
−2π2τ⊤Λ(x)τ + 2ıπ⟨µ(x), τ ⟩

)
. (2.32)

While the approximation (2.32) does not correspond to a valid kernel, the
Wigner transform w.r.t. (2.32) yields a tractable form

Wk(x,ω) ≈ σ(x)N (ω;µ(x),Λ(x)) . (2.33)

We could, for instance, apply spectrogram to interpret deep kernel ma-
chines, such as compositional deep Gaussian processes (DGPs) [Dami-
anou and Lawrence, 2013] and deep kernel learning [Wilson et al., 2016].
In both scenarios, we obtain a kernel function in the form of k(x,x′) =

kSE(ϕ(x),ϕ(x
′);Σ), where ϕ(x) is a feature representation learned either

from a neural network [Wilson et al., 2016] or a GP itself. We could write
the specific formula of this kernel:

kSE
(
ϕ(x),ϕ(x′);Λ−1

)
= exp

(
−(ϕ(x)− ϕ(x′))⊤Λ(ϕ(x)− ϕ(x′))

2

)
. (2.34)

Given the approximation ϕ(x) − ϕ(x′) ≈
〈
∇ϕ

(
x+x′

2

)
,x − x′〉, where ∇ϕ

represents the Jacobian matrix, we obtain an approximation of the kernel:

kSE

(
ϕ
(
x+

τ

2

)
,ϕ
(
x− τ

2

)
;Σ
)
≈ kSE

(
τ ;
(
∇ϕ(x)⊤Λ∇ϕ(x)

)−1
)
, (2.35)

showing that the local neighborhood around x in compositional DGPs re-
sembles a GP with SE kernel with the inverse lengthscale ∇ϕ(x)⊤Λ∇ϕ(x).
This observation illustrates a connection between two subtypes of DGPs [Dun-
lop et al., 2018] – that stacking GPs through functional composition and
through parametrizing covariance functions (2.21) are essentially equiv-
alent as both are altering the local curvature of the prior space. This
equivalence is, however, constrained by a one-to-one mapping of the compo-
sitional DGP, while the mapping in covariance function GPs is one-to-one
by default.

Conclusion: This section summarizes the main contributions of Publi-
cation II, namely, a class of nonparametric and nonstationary spectral
kernels that take the lengthscale and frequency functions as kernel param-
eters, thus enabling GP models to learn the underlying trends for kernel
learning. Similar to the Wigner transform of parametric spectral kernels,
a similar notion of the spectrogram is derived, which extends to interpret
other expressive covariance kernels used in GPs.
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2.4 Alternative constructions of nonstationary and nonparametric
kernels

In this section, we discuss alternative ways to construct expressive and
nonstationary kernels compared to the approach we choose in the summa-
rized published works. While the contributions from Publications I and II
present an overall self-contained picture of developing nonstationary ker-
nels, we could establish a different line of constructing nonstationary and
nonparametric kernels by extending the framework of GPCM [Tobar et al.,
2015] to nonstationary processes.

2.4.1 Another feature map for nonstationary spectral kernels

CS kernels are derived in Publication II by generalizing the L2 features
of stationary kernels (2.24), but the generalizations in Publication II and
Paciorek and Schervish [2003] are expedient in their tractability, and
alternative forms of nonstationary kernels exist, albeit intractable. For
instance, we can construct an extension of the SE kernel with input-
dependent lengthscales Σ(·) as a function of v, as opposed of x:

κ̃x;Σ(v) = N (v;x,Σ(v)) . (2.36)

The feature vector with Σ(·) as a constant function recovers the SE kernel,
but the integral

〈
κ̃x;Σ(·), κ̃x′;Σ(·)

〉
L2 is often intractable. One can argue

that (2.36) is intuitively more suitable as local lengthscales should, by
definition, inform a local pattern with which an integral is calculated,
while (2.19) gives global, albeit still input-dependent features.

2.4.2 A nonstationary extension of the GPCM

Using features such as (2.36) for nonparametric priors on nonstationary
covariance kernels also leads to an alternative, more flexible yet less inter-
pretable way to impose a nonparametric prior, namely to generalize the
Gaussian process convolution model (GPCM) [Tobar et al., 2015]. GPCM
builds expressive stationary kernels by first imposing a GP prior on a filter
function: h(t) ∼ GP(0, k) and obtaining the target f by convolving the filter
h with a white noise function w(t): f(x) =

∫
h(x− t)w(t)dt. The conditional

distribution f |h is also a GP:

f |h ∼ GP(0, ks|h(·, ·)), (2.37)

ks|h(τ) =

∫
h(t)h(τ + t)dt. (2.38)

It is worth noting that the nonparametric prior imposed by GPCM with
a real-valued filter function does not have support over all stationary
kernels: we cannot find one instance of h : R 7→ R that generates a sparse
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spectrum (SS) kernel (2.4). We can alleviate this problem by considering a
complex-valued filter h : R 7→ C or conditioning f on two filter functions h1
and h2.

Generalizing from GPCM, one can construct nonstationary covariance
kernels by considering the convolution of a complex-valued filter function
h(x, v) jointly dependent on x and v:

f(x) = Re
(∫

h(x, v)w(v)dv
)
. (2.39)

This model is also referred to as the time-variant model of dynamical
signals by Bruinsma [2016].

One central difference of the two extensions of the GPCM when compared
to the CS kernel is the lack of a tractable form of the kernel function, but
the same issue Both those nonstationary extensions of GPCM can be
inferred approximately using the inter-domain inducing point approach
for inference of the original GPCM [Tobar et al., 2015].

Those two frameworks, despite their potentials illustrated via generality,
suffer from the drawback of dimensionality: a nonstationary filter function
doubles the dimensionality of the input domain. We can potentially remedy
this issue by considering filters that give “largely stationary” priors, i.e.,
have the values evaluated at h(x,v) and h(x′,v) to be highly correlated, as
the perfectly correlated case yields a stationary function.

Concluding remarks: The discussion in this chapter covers a summary of
nonstationary spectral kernels and their application as a means for the dis-
covery of interpretable patterns in Bayesian nonparametrics. We present,
respectively, in Section 2.2 and Section 2.3 summaries of Publications I
and II, and in Section 2.4 alternative theories of implicitly constructing
nonstationary kernels as additional, albeit empirically unexplored discus-
sion.
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3. Revisiting inducing points in sparse
Gaussian processes

GP models often face difficulties in their inference due to their cubic scaling
with respect to the number of data points [Rasmussen and Williams, 2006].
Myriad works [Titsias, 2009, Lázaro-Gredilla and Figueiras-Vidal, 2009,
Hensman et al., 2013] have proposed sparse methods based on pseudo-
inputs [Snelson and Ghahramani, 2005], more commonly referred to as
inducing points, to approximate GP posteriors, scaling its application
to datasets with potentially millions of data points. Despite the wide
popularity of inducing point methods, Publication III posits a change of
viewpoint to the treatment of inducing variables, and sets out to answer
the following research question:

What are the theoretical and practical implications of approximate inference of
GP models with varied locations of pseudo-inputs?

Publication III answers this question in two parts. We first revisit ar-
guments against the “Bayesian treatment” [Hensman et al., 2015a, Bui
et al., 2017] by illustrating that the arguments do not invalidate Bayesian
inducing inputs, but instead show a limitation in scope in the commonly
applied posterior approximations with point estimates. Secondly, we pro-
pose the novel Bayesian sparse Gaussian process (BSGP) model that takes
into account a Bayesian specification of the pseudo-inputs, and present the
reasoning why we opt for a seemingly less optimal posterior approximation.

The remainder of this chapter is organized as follows. Section 3.1 pro-
vides the pertinent background information about the two different ap-
proximations of sparse GPs using inducing points. Section 3.2 answers
the central research questions in the aforementioned steps. The rest of
this chapter is dedicated to a retrospective look at Publication III: Sec-
tion 3.3 addresses certain drawbacks of Bayesian sparse Gaussian process
(BSGP) mostly overlooked by Publication III; Section 3.4 addresses an
open problem that encompasses both the modeling and inference aspect of
GP models used for pattern discovery and extrapolation.
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3.1 Sparse Gaussian process with inducing points

This section summarizes existing work in the approximation of GP posteri-
ors using pseudo-inputs, or “inducing inputs” [Snelson and Ghahramani,
2005], laying the foundation for discussions of fully Bayesian sparse Gaus-
sian processes in Section 3.2.

GP models in a supervised learning setting are often specified as follows:
given a set of covariates X and observations y, we assume a latent function
f imposed with a GP prior f ∼ GP(m(·), k(·, ·)), and a likelihood y|f(x). De-
noting f =

(
f(x(1)), . . . , f(x(N))

)⊤
,KXX ∈ RN×N , (KXX)ij = k

(
x(i),x(j)

)
,

we can derive the joint log-likelihood

log p(y, f) = log p(y|f) + log p(f) = log p(y|f) + logN (f |mX,KXX) . (3.1)

The evaluation of likelihood involves O(N3) calculations involving the
inversion of matrix KXX, and evaluating the log-determinant log detKXX.

Pseudo-inputs, or “inducing inputs” [Snelson and Ghahramani, 2005]
are auxiliary variables introduced to scale up approximate inference of
GP models. Augmenting the original GP with M input-output pairs (Z,u),

we can derive a joint distribution for

(
f

u

)
, which can be factorized into

conditional distributions, i.e., p(f |u)p(u):

p(f ,u) =N
((

f

u

)∣∣∣∣∣

(
mX

mZ

)
,

(
KXX KXZ

K⊤
XZ KZZ

))
(3.2)

=N
(
f
∣∣mX +KXZK

−1
ZZu,KXX −KXZK

−1
ZZKZX

)
︸ ︷︷ ︸

p(f |u)

(3.3)

×N (u |mZ,KZZ )︸ ︷︷ ︸
p(u)

. (3.4)

The formulations of the two sparse GP approximations share one crucial
commonality – the substitution of the full-rank covariance matrix KXX

with the Nyström approximation QXX:

QXX ≜ KXZK
−1
ZZKZX, (3.5)

so as to reduce the complexity of matrix inversion from O(N3) to O(NM2 +

M3).

3.1.1 Variational free energy

The variational free energy (VFE) approximation of GP posteriors can be
formulated within a classic variational inference (VI) framework, with a
variational approximation family comprised of GPs [Matthews et al., 2016].
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For ease of discussion, we use the u ≜ f(z) to denote the evaluations of f
on the inducing inputs, and f ̸=u to denote the evaluation of the function f

on points other than Z: f ̸=u ≜ {f(x) : x /∈ Z}.
The family of variational approximation of f , which we denote as Qf , is

characterized via extrapolating from a variational distribution q(u) using
the conditional distribution (3.3):

Qf =




p(f ̸=u|u)q(u)︸ ︷︷ ︸

≜q(f)

: q(u) ∈ Qu




. (3.6)

Variational free energy (VFE) generalizes conventional VI to infinite-
dimensional objects by minimizing the Kullback-Leibler (KL) divergence
between q(f) and p(f |y) [Matthews et al., 2016], which we denote as:

q∗(f) = arg min
q(f)∈Qf

KL [q(f) ∥ p(f |y)] . (3.7)

The set of variational approximations of u can be either (i) the set of
Gaussian distributions [Titsias, 2009, Hensman et al., 2013], or (ii) the set
of all densities [Hensman et al., 2015a, Havasi et al., 2018].

For the Gaussian variational approximation on u, the minimization of
the KL is equivalent to the maximization of the evidence lower bound
(ELBO), a lower bound on log p(y)

log p(y) ≥ Eq(f) log p(y|f)− KL [q(u) ∥ p(u)] ≜ LELBO. (3.8)

The Gaussian variational family on q(u) is sufficient for regression with
Gaussian likelihoods y(i) ∼ N

(
y(i)
∣∣ f
(
x(i)
)
, σ2
)
, and the optimal q∗ enjoys

a tractable formula [Titsias, 2009], but the optimal q∗(u) often extends
beyond Gaussians when the likelihood is non-Gaussian, such as in classifi-
cations. Hensman et al. [2015a] extend Qu to all densities and derive the
optimal, albeit un-normalized q∗(u):

log q∗(u) = Ep(f |u) log p(y|f) + log p(u)− logZ, (3.9)

where Z is an unknown normalization constant. The intractability is
resolved by applying MCMC sampling, and the term Ep(f |u) log p(y|f) can
be approximated by stochastic gradient with the assumption of a factorized
likelihood. The sampling of sparse variational Gaussian process (SVGP)
extends to DGPs by Havasi et al. [2018], with impressive empirical results.

The VFE approximates the full GP posterior without altering its model
specifications, a major advantage for this approximation technique: from a
philosophical standpoint, disentangling modeling and inferential assump-
tions [Bui et al., 2017] allows for a cleaner interpretation of the model –
the modeling assumption remains unchanged, and the VFE approximation
merely approximates the posterior p(f |y) obtained in the original model.
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3.1.2 Fully independent training conditional

While VFE methods are the go-to alternative in terms of sparse GPs, fully
independent training conditional (FITC) methods [Quiñonero-Candela and
Rasmussen, 2005] exhibit their unique strengths in GP inference. Bauer
and van der Wilk [2016] present a thorough analysis and comparison
between the two approximations.

FITC can be regarded as either an approximation of the GP posterior
[Snelson and Ghahramani, 2005], or the exact inference of a GP model
with a slightly altered effective prior [Quiñonero-Candela and Rasmussen,
2005]. For the latter perspective, FITC assumes an altered prior on f

where instead of imposing the prior p(f) = N (f ;mX,KXX), we impose an
altered prior

p̃FITC(f) ≜ N (f |mX,QXX + diag(KXX −QXX)), (3.10)

where QXX is consistent with the definition in (3.5). We can similarly
derive the conditional distribution p̃FITC(f |u), which stems from the obser-
vation that the altered prior does not change the following covariances as
Cov

(
f(x(i)), f(z(j))

)
= k(x(i), z(j)),Cov

(
f(z(i)), f(z(j))

)
= k(z(i), z(j)).

p̃FITC(f |u) = N
(
f
∣∣mX +KXZK

−1
ZZu,diag(KXX −QXX)

)
. (3.11)

The diagonal conditional distribution yields a likelihood p̃FITC(y) that
similarly factorizes w.r.t. data points

log p̃FITC(u|y) = log p̃FITC(y,u) + logC (3.12)

= log
(
Ep̃FITC(f |u)p(y|f)

)
+ log p(u) + logC (3.13)

=

N∑

i=1

log
(
Ep̃FITC(f (i)|u)p(y

(i)|f (i))
)
+ log p(u) + logC (3.14)

=

N∑

i=1

log
(
Ep(f (i)|u)p(y

(i)|f (i))
)
+ log p(u) + logC. (3.15)

It is worth noting that the un-normalized posterior density (3.15) differs
from the optimal VFE approximation q∗ (3.9) only by the location of the
expectation: q∗ places the expectation outside of the logarithm log p(y|f),
while p̃FITC(u|y) (3.15) places the expectation within the logarithm.

While we obtain the posterior in the FITC approximation by altering
the effective prior and the discrepancy between the FITC posterior and
(3.9) suggests that FITC posterior does not minimize the KL divergence
to the full posterior, FITC exhibits more desirable empirical properties
in sampling-based sparse GP inference. An especially notable example
is illustrated in the sampling-based DGP implemented by Havasi et al.
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[2018]1: the MCMC sampling extracts samples from p̃FITC(u|y) (3.15), a
departure from the q∗ derived in the paper; correcting the implementation
in favor of q∗ degrades its predictive performance. This counterintuitive
empirical result suggests a closer look at FITC and reevaluation of its
effectiveness.

3.2 Fully Bayesian treatment of inducing inputs

This section sums up the main contribution of Publication III, which
proposes a fully Bayesian framework that involves the posterior inference
of inducing inputs, i.e., the placement of the inducing points Z, beyond
maximum likelihood point estimates. Along with Bayesian inference for the
kernel hyperparameters, we propose BSGP, a fully Bayesian specification
and inference of GPs and DGPs.

While the original VFE framework optimizes the inducing inputs [Titsias,
2009], a Bayesian treatment of inducing inputs has been proposed and
discussed: specifically, Hensman et al. [2015a] posit an argument against
imposing a prior on Z; and Bui et al. [2017] mention that the inducing in-
puts require no prior specification as they are automatically regularized as
a member of the variational parameters. We demonstrate in Section 3.2.1
that the two arguments present an incomplete picture unfavorable to the
Bayesian treatment of Z, while a prior for Z does not necessarily invalidate
the basic principles of VI. Secondly, we address in Section 3.2.3 the suitable
approximate posterior from which parameters should be sampled.

The BSGP framework extends the MCMC sampling of sparse GPs from
only the inducing outputs u to all parameters and hyperparameters includ-
ing the kernel parameters θ and the inducing input Z, which we denote
the set as Ψ ≜ {θ,Z,u}: p(Ψ) = p(θ)p(Z)p(u|θ,Z). While the Bayesian
inference for kernel parameters has been explored in conjuction with GP
models [Murray and Adams, 2010, Filippone et al., 2013, Hensman et al.,
2015a], inferring a posterior of Z remains disputed.

3.2.1 Revisiting arguments against Bayesian inducing inputs

The selection of inducing inputs Z remains an important question in ap-
proximate inference of GPs: the original SVGP literature Titsias [2009]
optimizes the inducing inputs along with other model hyperparameters,
which later becomes the standard practice in pseudo-input GP and DGP
models. Building on this standard practice, Matthews et al. [2016] outline
the theory in favor of point estimates of inducing inputs. However, reaffirm-
ing the legitimacy of point estimates does not invalidate the grounds for
Bayesian inducing inputs, as inferring a posterior distribution of inducing

1https://github.com/cambridge-mlg/sghmc_dgp
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inputs can be analogously legitimate.
Hensman et al. [2015a] argue that a Bayesian treatment of Z brings no

practical benefits, and hence point estimates of Z are sufficient. To sum-
marize the reasoning, we could set both the prior p(Z) and the variational
posterior q(Z) to be Dirac deltas δẐ that gives the maximum likelihood
solution. However, the argument does not conform to the rules of VI, and
instead falls into the logical trap of “hitting a moving target” in the min-
imization of KL divergence [Matthews et al., 2016]. We could adjust the
argument to invalidate the Bayesian inference of an arbitrary parameter θ,
as we could disregard prior, obtain a maximum likelihood estimate θ̂, and
showcase that a Dirac delta prior centered on θ̂, i.e., p(θ) = δθ̂ automatically
minimizes a KL divergence of zero. Variational inference is predicated on
the one-sided minimization of divergences between variational approxima-
tion and the target distribution, and retrofitting the target distribution
towards the variational approximation for the sake of KL minimization
defeats the purpose.

Bui et al. [2017] present an interesting unifying framework of both
VFE and FITC using power expectation propagation (PEP), as well as
an additional argument that placing priors over the inducing inputs Z is
unnecessary, as they are variational parameters, hence their optimization
is automatically regularized through minimization of the KL. While this
argument is certainly true for parameters in the variational approximation,
we could augment the variational approximation family to account for non-
Dirac marginal distribution for Z. Namely, we could consider a more
general form of the variational approximation, as compared to (3.6)

Qf,Z = {p (f ̸=u|Z,u) q(u,Z)} . (3.16)

When considering this modified variational approximation family, it is clear
that point estimates of the inducing inputs gives Dirac’s delta distributions
as q(Z), which accounts for a subset of all possible approximations.

3.2.2 The Bayesian sparse Gaussian process (BSGP) and its
approximate posteriors

As we have established a reason to treat inducing inputs Z in a probabilistic
fashion, we can derive un-normalized distributions from which Z can be
inferred, which we denote as Bayesian sparse Gaussian process (BSGP).
Sparse GP models take the following set of (hyper)parameters: kernel
parameters θ, inducing inputs Z and inducing variables u; BSGP deviates
from standard practice and impose Bayesian principles on all three set of
parameters Ψ = {θ,Z,u}: p(Ψ) = p(θ)p(Z)p(u|θ,Z).

Despite the extended set of inferred parameters, the (approximate) pos-
teriors take similar forms with one crucial difference:

1. VFE minimizes the process KL divergence [Hensman et al., 2015a,
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Matthews et al., 2016] between q(f ̸=u,Ψ) = p(f ̸=u|Ψ)q(Ψ) and p (f ̸=u,Ψ|D).
The optimal q(Ψ) takes the following un-normalized logdensity:

log q∗(Ψ) = Ep(f |Ψ) log p(y|f) + log p(Ψ) + logZ. (3.17)

2. FITC alters the GP prior using (3.10), which yields an exact form of the
posterior similar to (3.15):

log p̃FITC(Ψ|y) = log
(
Ep̃FITC(f |Ψ)p(y|f)

)
+ log p(Ψ) + logC. (3.18)

Both (3.17) and (3.18) are suitable for stochastic gradient MCMC samplers,
as the likelihood p(y|f) factorizes across data points; we can also extend
the framework to deep Gaussian processes [Damianou and Lawrence,
2013], as we can obtain Monte Carlo estimates for the expectation terms in
question; we also note that sampling-based approximations of the Ψ poste-
rior automatically account for what is called “compositional uncertainty”
[Ustyuzhaninov et al., 2020] in the inference of DGPs, as we do not assume
a mean-field factorized structure in the (approximate) posterior of Ψ.

Choosing the prior p(Z): there exist multiple alternative to decide a prior
on the inducing inputs Z. In practice, we opt for the simplest choice of
prior distributions of independent Gaussians: pN (Z) =

∏M
i=1N

(
z(i);0, I

)
,

which works best empirically when combined with the FITC target dis-
tribution (3.18). More complex prior alternatives exist, and we focus on
prior densities inspired by point processes: e.g., (i) determinantal point
process (DPP) [Lavancier et al., 2015] with densities proportional to the
determinant of the kernel matrix pD(Z) ∝ detKZZ; and (ii) the Strauss
process [Strauss, 1975, Daley et al., 2003] which penalizes the number
of pairs of distinct inducing inputs within a distance threshold r. While
simpler is better in our empirical assessments, the prior choice of inducing
inputs at large remains an open problem. One potential interpretation of
simple multivariate Gaussians overperforming its alternatives in BSGP-
FITC is that FITC sparse GPs benefit from the stacking/overlapping of
inducing inputs [Bauer and van der Wilk, 2016].

3.2.3 VFE versus FITC: why FITC suits BSGP

One crucial question that persists in the free-form inference of sparse
GPs is the selection of posterior approximations: i.e., sampling from q∗(Ψ)

(3.17) or p̃FITC(Ψ|y) (3.18). At first glance, it would seem that q∗ is the
superior choice as SVGP is the norm of closed-form variational inference
of sparse GPs, and that VFE is more grounded in theory as q∗ is the one
distribution that minimizes the process KL divergence, so by definition
p̃FITC(Ψ|y) yields a larger KL. However, theoretical arguments for applying
VFE approximation seem hindered by empirical evidence: in both BSGP
and variationally sparse DGPs [Havasi et al., 2018], replacing the FITC
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objective (eqs. (3.15) and (3.18)) with that of VFE (eqs. (3.9) and (3.17))
deteriorates the model’s predictive performance.

Hyperparameter optimization remains one central issue undergirding
the VFE approximation. In both Gaussian and free-form variational distri-
butions for q(u), model hyperparameters θ are optimized by maximizing
the ELBO jointly with variational parameters. While ELBO maximization
is a suitable proxy when the likelihood p(y|θ) is too expensive to compute,
the difference in terms of θ between l.h.s. and r.h.s. of (3.8) remains un-
known. Indeed, as observed by Bauer and van der Wilk [2016], the ELBO
selects biased hyperparameters that favor more smooth sample paths from
the GP prior. While such biases can act as “extra regularization” [Titsias,
2009], favoring priors with unreasonably smooth sample paths can be
a hindrance when the variational approximation q(u) is not longer the
bottleneck, i.e., in the case of variationally sparse GPs [Hensman et al.,
2015a, Havasi et al., 2018] and in BSGPs. The fully Bayesian specification
of the FITC approximation, however, does not share the same issue, while
simultaneously alleviates the drawbacks of the original FITC identified
by Bauer and van der Wilk [2016]: both the overfitting of inducing inputs
and the reliance on local optima can be resolved by considering inducing
inputs on varied locations.

Despite the philosophically troublesome nature of FITC, it displays an
advantage over VFE in terms of predictive distributions. The VFE approxi-
mation shares the same predictive distribution as the earlier deterministic
training conditional (DTC) approximation [Seeger et al., 2003], which has
been shown to be less accurate than FITC in approximating the likelihood
log p(y). The more accurate predictive distribution afforded by FITC fares
better in the scenario of the BSGP.

3.3 Retrospective critiques of BSGP

While the BSGP introduces an empirically sound framework of a fully
Bayesian GP model, it does not come without any drawbacks. This section
retrospectively takes a more critical look at the theoretical foundation of
the BSGP, and suggests some future directions of addressing the problems.

Firstly, BSGP approximates full GPs by altering modeling assumptions,
which leads to a separation with GPs taking the same hyperparameters.
Perhaps most crucially, BSGP re-blurs the line between modeling and
inferential assumptions proposed by Bui et al. [2017], a paper that did
not come to our attention in the process of writing Publication III. Instead
of only modifying the inferential assumptions, BSGP with the FITC ap-
proximation (3.18) essentially treats the approximate GP as a generative
model: while FITC leads to more impressive empirical results, we do not
have a proper distance measure between the approximation and the true
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posterior, as opposed to how VFE can be theoretically quantified by the KL
divergence.

Secondly, the ablation study of Publication III is somewhat incomplete
without considering alternative works that already combine FITC approxi-
mation with DGPs. An important additional frame of reference for BSGP
is the inference of DGPs using approximate expectation propagation (EP)
[Bui et al., 2016], which connects closely to BSGP as their method of-
fers an additional “control variable” by considering FITC with inducing
inputs point estimates. A more thorough comparison against Bui et al.
[2016] would have helped shed light on separating the effect of FITC from
Bayesian inducing inputs.

3.4 Open questions on scalable sparse GPs

This section discusses, in retrospect of Publication III, open questions
regarding scalable approximation of GP models.

3.4.1 The practical value of function-space variational inference

In this section, we impart a degree of skepticism about the minimization
of KL divergence in an infinite-dimensional setting. While we applaud the
contributions from previous works that extend VI to function spaces, we
posit that minimizing the KL divergence is overly restrictive, especially
under an infinite-dimensional setting.

The VFE approximation (eqs. (3.9) and (3.17)) stems from the perspective
of variational inference in the function space, as it optimally minimizes the
process KL divergence KL [q(f) ∥ p(f |y)] [Matthews et al., 2016]. However,
the discrepancy in predictive performances between VFE and FITC seems
to cast doubt on the practical value of function-space VI for GP inference.
From our point of view, we argue that the absolute continuity dictated by
the definition of the KL divergence becomes a critical bottleneck for infinite-
dimensional VI. To demonstrate the insufficiency of the KL divergence, we
go back to its definition using probability measures µ and η:

KL [µ ∥ η] =





∫
Ω log

{
dµ
dη

}
dµ, µ≪ η,

∞, otherwise.
(3.19)

where dµ
dη is the Radon-Nikodym derivative, and µ ≪ η denotes µ being

absolutely continuous w.r.t. η.
Due to the altering of modeling assumptions, analyzing the KL between

FITC and the real posterior is largely pointless. As VFE optimally min-
imizes the process KL divergence, one can argue that the FITC objec-
tive (eqs. (3.15) and (3.18)) yields a larger KL. Indeed, FITC alters the
conditional distribution p(f ̸=u|u), thus violating the absolute continuity

41



Revisiting inducing points in sparse Gaussian processes

restriction: in other words, despite the practical benefits of FITC, it has
infinite KL divergence w.r.t. the posterior. We can similarly demonstrate
the infinite KL for many other efforts to scale up GPs, especially methods
that focus on direct approximation of the kernel matrices, e.g., structured
kernel interpolation [Wilson and Nickisch, 2015].

When we focus on sparse approximations of GPs with finite values of
process KL divergence, it would seem that in principle, we cannot do
better than VFE. The notion of “sparsity” implies the need to specify a
conditional distribution q(f ̸=u|u) that extrapolates a finite set of values u to
the entirety of f(x). However, the absolute continuity (3.19) dictates that
q(f ̸=u|u) has to be identical to the prior p(f ̸=u|u), and any slight deviation
of this extrapolation leads to infinity. While we can, e.g., obtain a better
estimate of the covariance matrix via FITC, the process KL divergence
disregards such improvements.

The above arguments point to the direction of a reconsideration of the
function-space VI: we need a better discrepancy measure for the approxi-
mate inference of infinite-dimensional objects. As an interesting precursor,
Bui et al. [2017] have proposed an illuminating theoretical analyses of
FITC approximations without violating modeling assumptions, which is
tentamount to applying a novel, albeit implicit, discrepancy measure. This
line of inquiry leads us to the following open question

The success of the FITC approximation suggests potential benefits of violating
absolute continuity as dictated by the KL divergence. Can we find better discrep-
ancy measures that relax this constraint, and analyze sparse approximations of
GPs in a renewed framework?

3.4.2 Sparse GPs for pattern discovery

The modeling and inference of GPs have been the center of discussion for
much of this thesis, however, many more open questions surround the
application of GPs as a nonparametric Bayesian framework for pattern
discovery.

While the capacity of GP models scales with the number of data points,
however, their scalable approximations are often paradoxically restrictive
in their capacity: similar to the location of inducing inputs, it is similarly
beneficial to impose a prior on the number of pseudo-inputs. Publication III
loosens the restrictions of a fixed set of pseudo-inputs, but still limits the
number of pseudo-inputs, henceforth capping the “rank” of the reproducing
kernel Hilbert space (RKHS). The number of the inducing points is treated
as a hyperparameter, the arguments for Bayesian treatment of inducing
inputs similarly apply to their cardinality. Consequently, it is preferable to
apply a framework with a flexible capacity – namely, a point process prior

42



Revisiting inducing points in sparse Gaussian processes

on pseudo-inputs that yields posteriors with variable numbers of inducing
points. Jang et al. [2017] propose an appealing framework that transforms
a Lévy process into the spectral density of a flexible stationary kernel: as
opposed to parametric spectral kernels, the Lévy process prior on spectral
densities yields a nonparametric alternative where the number of spectral
components can also be inferred. Uhrenholt et al. [2021] propose a similar
idea with point process prior on inducing inputs, but their locations are
restricted as subsets of the data points. In summary, we pose the following
research question:

In the inference of sparse GPs, the number of the inducing inputs caps the
complexity of the variational posterior, and has to be determined as a hyperpa-
rameter. Can we design flexible kernels for GPs compatible with a Lévy-like
process prior on the inducing inputs and values, yielding a sparse GP model
with a flexible rank?

Concluding remarks: This chapter discusses sparse GPs with pseudo-
inputs, presents an argument for a Bayesian treatment of inducing inputs
in Section 3.2, as well as discussion in retrospect about the pros and cons
of our proposed BSGP framework in Section 3.3 and directions for future
works in both the approximation of GP posteriors and expressive scalable
GP models with flexible capacity in Section 3.4.
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4. Particle-based deterministic
emulation of Markov chain Monte
Carlo

This chapter focuses on a commonly encountered problem in Bayesian
statistics, namely the evaluation of continuous un-normalized distributions.
The density of an un-normalized distribution, denoted as π, is known up to
an intractable normalization constant Z. Namely,

π(x) =
π′(x)

Z
, Z =

∫

X
π′(x)dx. (4.1)

The application of the Bayes’ rule often results in the characterization
of un-normalized distributions in the inference of posterior distribution
p(θ|D) ∝ p(D|θ)p(θ). Noting that the gradient of the log-likelihood (often
denoted as “scores”) does not depend on the normalization constant, myriad
works focus on extracting samples from π via the simulation of dynamical
systems, such as diffusion processes [Ma et al., 2015] and interacting
particle systems (IPSs) [Liu and Wang, 2016]. Figure 4.1 conceptually
demonstrates the effects of different ways to characterize un-normalized
densities, including VI, MCMC and particle-based variational inference
(ParVI) sampling, i.e., the simulation of an interacting particle system
(IPS).

Despite their differences in mechanics, previous works [Jordan et al.,
1998, Liu, 2017, Liu et al., 2019a, Chewi et al., 2020] have drawn upon

(a) (b) (c)

q(x) (x) (x)

random x

π(x)

deterministic samples

Figure 4.1. A demonstration of the mechanisms of different approximate inference tactics.
Variational inference, as shown in (a), approximates the target distribution π
using parametric distributions q ∈ Q minimizing the KL divergence, which
introduces bias when π /∈ Q. In (b), Markov chain Monte Carlo draws
random samples from approximately the target π, which can be used for
Monte Carlo estimation, but the intrisic randomness of the Markov chain, the
correlation between samples and the asymptotic convergence leads to biases;
(c) demonstrates the samples drawn deterministically via SVGD, yielding
more flexibility compared to VI, and higher sample qualities compared to
MCMC dynamics due to its simulation of repulsive dynamics.
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the duality between Langevin diffusion [Welling and Teh, 2011] and Stein
variational gradient descent [Liu and Wang, 2016], two algorithms repre-
sentative of the two categories of dynamical systems. To summarize, LD
encodes a gradient flow in the Wasserstein space of probability measures
that minimizes the KL divergence [Jordan et al., 1998], and SVGD projects
this gradient flow onto an reproducing kernel Hilbert space [Liu et al.,
2019a], transforming a stochastic diffusion process into a deterministic in-
teracting particle system. Publication IV draws upon this existing duality
between LD and SVGD, and sets out to answer the following question:

Can we find deterministic interacting particle systems that extract higher-
quality samples corresponding to all diffusion-based MCMC procedures, and
how do they correlate with the connection shared by LD and SVGD?

Publication IV answers the question in the affirmative by applying the
analogous “kernelization” trick on all diffusion-based MCMC sampling
algorithms [Ma et al., 2015], or MCMC dynamics, leading to a generaliza-
tion of SVGD that deterministically transforms a set of particle samples
towards π while emulating the trajectory of the corresponding MCMC dy-
namics. This chapter summarizes the main contribution of Publication IV
as follows: Section 4.1 presents the related work connecting Langevin diffu-
sion [Welling and Teh, 2011] to Stein variational gradient descent [Liu and
Wang, 2016]; Section 4.2 delineates the approach adopted in Publication IV
that extends the connection to all diffusion-based sampling algorithms,
and proposes a generalization of SVGD that emulates MCMC sampling.
In addition to summarizing the main contributions of Publication IV, we
discuss in Section 4.3 the remaining open questions regarding the practical
applicability and theories of ParVI methods.

4.1 LD and SVGD: a duality

While many solutions exist for the extraction of samples from un-normalized
distributions, most popular of which include Metropolis-Hastings [Metropo-
lis et al., 1953, Hastings, 1970] and Hamiltonian Monte Carlo [Neal, 2011],
we focus in this chapter on dynamics-based inference of un-normalized
target densities in RD. This section presents an overview of the previous
works that connect Langevin diffusion [Welling and Teh, 2011] to Stein
variational gradient descent [Liu and Wang, 2016] by analyzing their
Fokker-Planck equations.
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4.1.1 De-randomizing the Langevin diffusion

Langevin diffusion [Neal, 2011, Welling and Teh, 2011] is an Itô diffusion
process in the form of

dxt = ∇ log π(xt)dt+
√
2IdWt, (4.2)

where Wt is a D-dimensional Wiener process. The marginal distribution of
sample paths of this diffusion process converges to the target distribution
π as t → ∞. One approach to informally showcase the convergence is
to derive the Fokker-Planck equation (FPE) of this diffusion process, a
partial differential equation (PDE) that describes the time evolution of the
marginal density of the particle xt. Denoting the marginal density of xt at
time t as ρt, the FPE of this diffusion process follows the form

∂ρt(x)

∂t︸ ︷︷ ︸
≜ρ̇t(x)

= −
D∑

i=1

∂ρt(x)
∂ log π(x)

∂xi

∂xi
︸ ︷︷ ︸
≜∇·(ρt(x)∇ log π(x))

+

D∑

i=1

∂2ρt(x)

∂x2
i︸ ︷︷ ︸

≜∇∇:(ρt(x)I)

. (4.3)

Dyadic notations help to simplify the expression. If ρt = π, the right hand
side of (4.3) equals 0, which intuitively illustrates that π is the stationary
distribution of this diffusion process. As we assume ρt to have support on
the entire RD, we write (4.3) in an alternative form:

ρ̇t(x) = ∇ · (ρt(x)∇ log π(x)) +∇∇ : (ρt(x)I)

= −∇ · (ρt(x)∇ log π(x)) +∇ · (∇ · (ρt(x)I))

= −∇ · (ρt(x)∇ log π(x)−∇ρt(x))

= −∇ ·
(
ρt(x)

(
∇ log π(x)− ∇ρt(x)

ρt(x)

))

= −∇ · (ρt(x) (∇ log π(x)−∇ log ρt(x))) ,

which corresponds to the FPE of an ordinary differential equation (ODE)
in the form of

ẋt = ∇ log π(xt)−∇ log ρt(xt). (4.4)

Comparing (4.2) to (4.4), we can see that when particles x0 are initialized
using the same ρ0, their evolution of marginal densities (ρt) coincide. We
henceforth denote (4.4) as a “de-randomized” LD.

While LD can ostensibly be replaced with a deterministic dynamical
system, (4.4) is intractable, as an explicit solution to the FPE is required.
Bayesian sampling using interacting particle systems [Liu and Wang,
2016, Chen et al., 2018, Liu et al., 2019a,b], also known as particle-
based variational inference (ParVI), offers a way to sample from the de-
randomized ODE (4.4) by tracking the trajectories from multiple initial-

izations
{
x
(j)
0

}N
j=1

and approximating ∇ log ρt(x), which takes into account
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the location of all particles, i.e., a deterministic interacting particle system.
While tracking multiple paths does not eliminate the need to approximate
∇ log ρt(x), more reliable estimates can be obtained now that we can treat{
x
(j)
t

}N
j=1

as random samples from ρt.

4.1.2 Deriving an interacting particle system through
kernelization

SVGD [Liu and Wang, 2016] is of particular interest in this discussion.
While myriad alternatives [Chen et al., 2018, Liu et al., 2019a,b] estimate
∇ log ρt explicitly, SVGD avoids this estimation by applying Stein’s identity
[Stein, 1972] and a variation of (4.4), with the help of a kernel function
k(·, ·). The kernel used in this scenario needs to be integrally strictly
positive definite (ISPD) [Fukumizu et al., 2009, Sriperumbudur et al.,
2010, Duncan et al., 2019], which is defined as follows.

Definition 4.1.1 (integrally strictly positive definite kernel). A positive
definite kernel k is integrally strictly positive definite if for all nonzero
finite signed Borel measure ρ, we have

∫

RD

∫

RD

k(x,y)dρ(x)dρ(y) > 0. (4.5)

Equipped with an ISPD kernel, we project the r.h.s. of (4.4) using the
following projection operator Kρ:

Kρf =

∫
k(·,y)f(y)dρ(y) = Ey∼ρk(·,y)f(y), (4.6)

leading to a modified version of (4.4):

ẋt = Kρt∇ log
π(xt)

ρt(xt)
(4.7)

= Ey∼ρtk(x,y)∇ log π(y)− Ey∼ρtk(x,y)∇ log ρt(y)︸ ︷︷ ︸
(*)

. (4.8)

While (*) still involves the intractable ρt, we can derive an equivalent form
using integration by parts, or more generally, weak derivative of measures
[Nicolaescu, 2020].

Ey∼ρ [k(x,y)∇ log ρ(y)] =

∫
ρ(y)k(x,y)∇ log ρ(y)dy

=

∫
k(x,y)∇ρ(y)dy

= −
∫

∇2k(x,y)ρ(y)dy = −Ey∼ρ [∇2k(x,y)] ,

(4.9)
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where ∇2k(·, ·) denotes the gradient w.r.t. the second argument of the
function k(·, ·). Therefore, (4.7) takes an equivalent form w.r.t. expectation
of ρt, yet no explicit term regarding ∇ log ρt, as

ẋt = Ey∼ρt [k(xt,y)∇ log π(y) +∇2k(xt,y)] . (4.10)

As multiple particle samples
{
x
(j)
t

}N
j=1

are tracked, we can estimate Eρtf

using Monte Carlo samples as ρt ≈ ρ̂t =
1
N

∑N
j=1 δx(j)

t
, coinciding with the

particle updates of SVGD [Liu and Wang, 2016].
Apart from internalizing the estimation of scores, the term within the ex-

pectation in (4.10) is known as the Langevin Stein operator (LSO) [Gorham
et al., 2019] Sπ:

Sπf(y) = f(y)∇ log π(y) +∇f(y) = 1

π(y)
∇ · (π(y)f(y)). (4.11)

The introduction of Sπ simplifies the form of SVGD into

ẋt = EρtSπk(xt, ·). (4.12)

4.2 Extending the duality with the diffusion Stein operator

We illustrate in this section the key finding of Publication IV, that the
two-step approach of de-randomizing (Section 4.1.1) and kernelizing (Sec-
tion 4.1.2) Itô diffusion processes applies to all diffusion-based MCMC
samplers [Ma et al., 2015].

To summarize, diffusion-based MCMC takes into account diffusion pro-
cesses in the following form:

dxt = f(xt)dt+
√
2A(xt)dWt. (4.13)

Ma et al. [2015] characterize all Itô diffusions converging to a stationary
distribution of π using two matrix-valued functions, a positive-semidefinite
drift matrix A(·), and a skew-symmetric curl matrix C(·). The drift coeffi-
cient in (4.13) takes the form

f(x) = ((A(x) +C(x))∇ log π(x) +∇ · (A(x) +C(x))) . (4.14)

(4.14) greatly simplifies the design of Itô diffusion processes suitable for
MCMC sampling, as the combinations of A and C constitute all potential
candidates, the simplest of which include LD with A = I,C = 0. We denote
(4.14) as MCMC dynamics.
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4.2.1 Step I: de-randomize MCMC dynamics by finding
equivalent ODE dynamics

We can observe the effects of different diffusion and curl matrices, as well
as prove π as its stationary distribution, by deriving its FPE

ρ̇t = −∇ · (ρt ((A+C)∇ log π +∇ · (A+C))) +∇∇ : (ρtA) . (4.15)

The derivation of equivalent ODEs sharing the same density evolution
stems from one key observation: for an arbitrary density ρ and skew-
symmetric matrix-valued function C′(·), we have ∇∇ : (ρC′) = 0.

∇∇ : (ρC′) =
∑

1≤i,j≤D

∂ρ(x)C′
ij(x)

∂xi∂xj

=
∑

1≤i<j≤D

∂ρ(x)C′
ij(x)

∂xi∂xj
+
∂ρ(x)C′

ji(x)

∂xi∂xj

=
∑

1≤i<j≤D

∂ρ(x)C′
ij(x)

∂xi∂xj
−
∂ρ(x)C′

ij(x)

∂xi∂xj
= 0.

Therefore, we can obtain one alternative version of (4.15) by adding ∇∇ :

(ρtC)

ρ̇t = −∇ · (ρt ((A+C)∇ log π +∇ · (A+C))) +∇∇ : (ρt(A+C))

= −∇ · (ρt ((A+C)∇ log π +∇ · (A+C))) +∇ · (∇ · (ρt(A+C))

= −∇ · (ρt ((A+C)∇ log π +∇ · (A+C)−∇ · (A+C)− (A+C)∇ log ρt))

= −∇ · (ρt ((A+C)∇ log π − (A+C)∇ log ρt)) .

Therefore, we obtain the FPE of an ODE taking a similar form as (4.4),

ẋt = (A(xt) +C(xt))∇ log
π(xt)

ρt(xt)
. (4.16)

Liu et al. [2019b] derived a similar form of (4.16), and proposed a ParVI
scheme with estimation of the term ∇ log ρt.

4.2.2 Step II: internalize the intractability through kernelization

We can similarly “kernelize” the r.h.s. of (4.16) by applying the projection
operator Kρ and applying weak derivative of measures

Kρ(A(·) +C(·))∇ log ρ(·) =
∫
k(x, ·)(A(·) +C(·))∇ log ρ(·)dρ

=

∫
k(x, ·)(A(·) +C(·))∇ρ(·)d·
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= −
∫

∇ · (k(x, ·)(A(·) +C(·)))dρ

= −Eρ(A+C)∇2k(x, ·)− Eρ∇ · (A+C)k(x, ·).
(4.17)

Combining (4.17), we obtain a system adaptable to interacting particle
systems

ẋt = Kρ(A+C)∇ log
π

ρt
(xt)

= Eρ [k(xt, ·) ((A+C)∇ log π +∇ · (A+C)) + (A+C)∇2k(xt, ·)]

= Eρ


 k(xt, ·)f(·)︸ ︷︷ ︸

weighted MCMC drift term

+(A+C)∇2k(xt, ·)︸ ︷︷ ︸
repulsive force


 . (4.18)

The result (4.18) retains the same structure as SVGD, but generalizes
the formula to accept MCMC-like parametrizations. In Publication IV, we
denote (4.18) as generalize SVGD.

The duality between MCMC dynamics (4.14) and generalized Stein vari-
ational gradient descent (GSVGD) extends beyond this derivation. We
can similarly rewrite (4.18) as the effect of a linear operator SA,C

π defined
below:

SA,C
π f =

1

π
∇ · (π(A+C)f) . (4.19)

And the GSVGD particle updates retain the a similar form

ẋt = EρtSA,C
π k(xt, ·) (4.20)

The operator SA,C
π is denoted as the diffusion Stein operator (DSO) by

Gorham et al. [2019]: Similar to LSOs, DSO maps functions satisfying
mild conditions to functions of expectation zero under π, i.e., EπSA,C

π f = 0.

4.2.3 Connections to previous works

Various theories to derive and interpret SVGD generalize into GSVGD
with some slight modification. This section gives a few examples of GSVGD
interpretations.

Liu et al. [2019b] propose that deterministic dynamics (4.16) can be seen
as a fiber-gradient Hamiltonian flow, i.e., a combination of a gradient flow
and a Hamiltonian flow in the Wasserstein space. The kernelization step
employed by GSVGD suggests that the interpretation holds in a slightly
modified Wasserstein space, namely, the Stein-Wasserstein metric [Liu,
2017, Duncan et al., 2019]. Formally, the Stein-Wasserstein metric aug-
ments the tangent bundle of P(RD) with the inner product defined by the
RKHS H, defined as follows in a style similar to that of the 2-Wasserstein
distance by Benamou and Brenier [2000]
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Definition 4.2.1 (Stein-Wasserstein distance). The Stein-Wasserstein met-
ric WH(·, ·) can be defined as follows

W 2
H(ρ0, ρ1) ≜ min

ρ∈P(RD)×[0,1],

Ψt∈Kρt∇C∞
c (RD)

HD

{∫ 1

0
∥Ψt∥2HD dt, s.t. ρ̇t +∇ · (ρtΨt) = 0

}
,

where ∇C∞
c (RD) denotes the gradients of all smooth functions defined on

RD, and S̄HD denotes the closure of set S w.r.t. the RKHS of D-dimensional
vector-valued functions.

Given a vector field in the Wasserstein space ρ̇t +∇ · (ρtv(ρt)) = 0, the
Stein-Wasserstein metric alters the vector field into ρ̇t+∇·(ρtKρtv(ρt)) = 0,
yielding the GSVGD particle updates. Therefore, the GSVGD similarly
shares the interpretation of the fiber-gradient Hamiltonian flow [Liu et al.,
2019b].

GSVGD particle updates also connects to alternative interpretations of
SVGD, namely a direct approximation of (4.16) in the RKHS [Liu et al.,
2019a] and a step of functional gradient descent in the RKHS [Liu and
Wang, 2016] as an incremental transformation.

4.3 Open questions in a ParVI approach to Bayesian sampling

While replacing MCMC sampling with ParVI demonstrates potential in
extracting high-quality samples from an un-normalized target distribu-
tions, there exists many open problems regarding ParVI in both theoretical
and empirical respects. This section sums up specific open questions with
respect to the ParVI sampling paradigm.

As is the case with other kernel machines, kernel choice is a central
question in ParVI samplers, but no comprehensive study on the topic has
been conducted, apart from some studies on targeted subproblems caused
by kernel selection [Liu and Wang, 2018, Liu et al., 2019a, Duncan et al.,
2019, Wang and Li, 2022]. In the implementation used in Publication IV,
the SE kernel with lengthscales chosen by the median method is selected,
which conforms to most works in choosing kernels for ParVIs. However,
SE kernels are known to cause trouble as the particle samples extracted
by SVGD do not even estimate the moments of Gaussian distributions
accurately [Liu and Wang, 2018], and do not weakly converge to the target
measure [Gorham and Mackey, 2015]. While Publication IV and this
chapter do not discuss the kernel selection issue in detail, we admit that
the applicability of ParVI samplers hinges upon better-informed studies
on the topic.

Here are other interesting research questions for ParVI algorithms:

1. The original implementation by Liu and Wang [2016] applies AdaGrad
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Langevin diffusion
dxt = ∇ log π(xt)dt +

√
2dWt.

MCMC dynamics
dxt = 1

π
∇ · (π(A + C))

︸ ︷︷ ︸
drift term:f(xt)

dt +
√

2A︸︷︷︸
diffusion

dWt.

SVGD
dxt
dt

= Ex′∼ρt k(xt, x′)∇ log π(x′) + ∇2k(xt, x′).

G-SVGD
dxt
dt

= Eρt k(xt, ·)f(·) + (A + C)∇2k(xt, ·)︸ ︷︷ ︸
diffusion Stein operator::T A,C

π k(xt,·)

.

Equivalent ODE
dxt
dt

= (A + C)∇ log π(xt)
ρt(xt) .

sharing

density evolutions

project to RKHS

discretization

Denote ρt = ρ(x, t) as marginal density of xt:

ρ̇t = ∂ρ(x,t)
∂t = ∇ ·

(
ρt(A + C)∇ log π

ρt

)
.

Projection operator: Kρtf(x) =
∫

f(x′)k(x, x′)dρt(x′)
Kρt

(A + C)∇ log π(xt)
ρt(xt) = Eρt

T A,C
π k(xt, ·).

Figure 4.2. An illustration of the process of “de-randomizing” MCMC dynamics, along
with examples of their respective sampling procedures. As shown in the left
column, LD and a more general example of MCMC diffusion processes tempo-
rally extracts approximate random samples, while the specific dynamics are
determined by the parametrization. ParVI simulates a deterministic system
guided via particle interaction. Despite the differences in mechanism, notable
similarities exist in the trajectories guided by the same parametrization.

in combination of SVGD, but SVGD with adaptive gradients no longer cor-
responds to the discretization of an interacting particle system: we would
see AdaGrad as a proxy for faster convergence to the equilibrium, but
the specific mechanism of this combination is unclear, and “accelerating”
arbitrary diffusion and curl matrices is problematic. Can we establish
theoretical arguments for employing adaptive gradient techniques (or an
extension of burn-in process for MCMCs) for ParVI samplers?

2. The diffusion Stein operator represents one of many vector fields sharing
the same FPE as MCMC dynamics: adding a divergence-free vector field
to (4.18) results in one instance of such vector fields. GSVGD stands
out from other alternatives in its convergence to 0 as ρt = π, as well
as its direct connection to DSO. Other de-randomizations of MCMC
dynamics generate “perpetually moving” systems, which renders the
determination of convergence harder but also extracts more samples.
Are there practical benefits in considering those alternative vector fields
especially in expectation of more samples?

3. The original GSVGD emulates the MCMC dynamics sharing the same
diffusion and curl matrices, but an efficient MCMC sampler might not
necessarily lead to an efficient deterministic ParVI variant. While we
have demonstrated a connection between MCMC dynamics and ParVI
and suggested using the GSVGD in replacement of MCMC samplers with
the same parametrizations, the specific nuances of of this connection,
especially the interplay between kernel choice and the specific type of
diffusion and curl matrices, require further study.

Concluding remarks: This chapter summarizes the main contributions
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of Publication IV, a deterministic particle-based approach to emulate the
sample paths of MCMC diffusion processes. We sum up this chapter by
presenting Figure 4.2, which demonstrates how the mechanisms of MCMC
dynamics and ParVI sampling differ, and how the theoretical connection
between the two is drawn.
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5. Conclusion

While this thesis traverses across several interconnected topics of discus-
sion, an overarching theme in methodology persists: that is, to strengthen
solutions to nonparametric Bayesian tasks with the application of struc-
tured kernels. We conclude in this chapter by revisiting the research
questions, our contributions and the future questions pertinent to the
discussion of this thesis.

Chapter 2 sums up Publications I and II, which set out to find GP co-
variance kernels for the discovery and interpretation of nonstationary
semiperiodic patterns. Publication I draws from the theories of harmo-
nizable processes and their Fourier transforms, and constructs paramet-
ric harmonizable mixture kernels that generalizes the spectral mixture
kernels [Wilson and Adams, 2013] to a nonstationary setting. Publica-
tion II extends further to nonparametric kernels by considering expressive
complex-valued basis functions. We extend spectral kernels to account for
nonstationary data, while retaining a similar notion of interpretability via
spectral density.

Chapter 3 offers a summary of Publication III, which challenges the
common wisdom of tracking only maximum likelihood estimates of the
pseudo-inputs in sparse GP models. We show through the characterization
of the KL divergence between stochastic processes that better approximate
posterior inference of the pseudo-inputs extends potential variational ap-
proximations to allow for better approximation of the GP posterior process.

Publication IV, as summarized in Chapter 4, showcases a duality between
diffusion-based MCMC samplers and a novel class of deterministic particle-
based samplers. We demonstrate through the analysis of the Fokker-Planck
equation, that the evolution of marginal distributions of a diffusion process
can be emulated by a deterministic system of interacting particle samples,
thus extending the theory of the existing duality [Liu et al., 2019a] between
Langevin diffusion and SVGD to include all diffusion samplers.

We believe that our contribution to the toolbox of kernel machines help
strengthen the applicability of Bayesian nonparametrics. Our proposition
of novel nonstationary spectral kernels expands the extrapolative capacity
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of interpretable GP models to nonstationary patterns; our renewed outlook
on sparse GP models provides more flexibility without sacrificing scalabil-
ity; our discovery of a broader class of particle samplers help demystify
the relationships between diffusion- and particle-based samplers. While
generality is often favored over specialization in our experimental settings,
we think that our quest of searching for more interpretable and efficient
nonparametric alternatives brings closer the application of nonparamtric
Bayesian methods to pattern discovery in the real world.
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