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Abstract
Modern technical capabilities and systems have resulted in an abundance of data. A signiﬁ cant
p ort ion of all t hat d at a is of t e mp oral nat u re . He nce , it be come s imp e rat ive t o d e sig n e f f e ct ive and
efﬁcient algorithms, and solutions that enable searching and analysing large databases of temporal
data. This thesis contains several contributions related to the broad scientiﬁ c ﬁ eld of temporaldata analysis.
First, we present a distance function for pairs of event-interval sequences, together with proofs
of important properties, such as that the function is a metric, and a lower-bounding function. An
embedding-based indexing method is proposed for searching through large databases of eventinterval sequences, under this distance function.
S e c o nd , w e s t u d y t h e p ro b l e m o f s u b s e qu e nc e s e a rc h f o r e ve nt - i nt e rva l s e qu e nc e s . Th i s i nc l u d e s
hardness results, an exact worst-case exponential-time algorithm, two upper bounds and a scheme
for approximation algorithms. In addition, an equivalence is established between graphs and eventinterval sequences. This equivalence allows to derive hardness results for several problems of
event-interval sequences. Most importantly, it raises the question which techniques, results, and
methods from each of the ﬁ elds of graph mining and temporal data mining can be applied to the
other that would advance the current state of the art.
Third, for the problem of subsequence search, we propose an indexing method based on
decomposing event-interval sequences into 2-interval patterns. The proposed indexing method is
benchmarked against other approaches. In addition, we examine different variations of the
problem and propose exact algorithms for solving them.
Fourth, we describe a complete system that enables the clustering of a stream of graphs. The
graphs are clustered into groups based on their distances, via approximating the graph edit
distance. The proposed clustering algorithm achieves a good clustering with few graph
comparisons. The effectiveness and usefulness of the systems is demonstrated by clustering
function call-graphs of binary executable ﬁ les for the purpose of malware detection.
Finally, we solve the problem of summarising temporal networks. We assume that networks
operate in certain modes and that the total sequence of interactions can be modelled as a series of
transitions be tw e e n the se mode s. We p rove hardne ss re sults and provide he uristic p roce dure s for
ﬁ n d i n g a p p ro x i m a t e s o l u t i o n s . We d e m o n s t ra t e t h e qu a l i t y o f o u r m e t h o d s vi a b e n c h m a rki n g a n d
performing case-studies on datasets taken from sports and social networks.
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1. Introduction

1.1

Motivation and Scope

The “data + computation = information” approach has been the cornerstone of modern computing, and advances are evident in all of the equation’s factors [Ackoff, 1989, Hennessy and Patterson, 2011]. The abundance of data combined with a wide range of computational devices have
resulted in a plethora of information sources. In the scientiﬁc ﬁeld of
Data Mining the goal is to further process information in order to extract
knowledge [Fayyad et al., 1996].
In recent years, novel technologies have enabled the production and
storage of data, in volumes of several orders of magnitude more than before. Billions of devices world-wide create data on a daily basis. For example, most modern mobile phone devices (“smartphones”) contain a series
of sensors. The typical list includes a multi-touch touchscreen display, microphones, GPS (Global Positioning System) receiver, barometer, motion
coprocessor, gyroscope, accelerometer, digital compass, proximity sensor
and ambient light sensor. These sensors’ input is actively monitored and
recorded to the storage unit.
Similar to Moore’s Law1 for transistors, Kryder’s rate describes the rate
of increase of storage density on magnetic hard disks. From 1956 to 2005,
in 40 years, the information-storage density per square inch for commercial hard disks went from 2 000 bits to 100 billion bits (gigabits); an increase by a factor of 50 million [Kryder and Kim, 2009].
From data we seek information and ﬁnally knowledge. We aim to ﬁnd
what we do not already know, or to conﬁrm what we believe. The essence
1 Moore’s Law is not a real law, neither in the legal nor pure form, but merely an

observation combined with a prediction for the mid-term future.
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of Data Mining is to search deep into the data in order to discover truths.
Depending at the data and the task at hand, these truths can be about
humanity’s fundamental and existential issues such as our universe and
its creation [Szalay et al., 2000], the formation and operation of modern
communities [Scott, 2012], the race towards beating cancer [Rhodes et al.,
2004], crime and criminals [Phua et al., 2010], and other seemingly unimportant issues such as why we get fat [Christakis and Fowler, 2007].
The vast amounts of available data and their pervasiveness have emphatically demonstrated the need for ever-better methods for analysing
them. The ﬁeld of Data Mining, or Knowledge Discovery from Data,
has emerged and has become a central aspect of current Information and
Communications technology (ICT).
Overall, in this dissertation we will study the subjects of “data”, “computation”, and “knowledge”. We will provide an overview of certain types
of data. Then, we will discuss aspects of computation, before describing
what constitutes knowledge.
In this dissertation we focus on temporal data. In the simplest deﬁnition, temporal data are simply data annotated with timestamps. Informally, combining the raw data values with their timestamps allows to
narrate an on-going or past scenario. In Chapter 2 we explain how different types of temporal data, or more speciﬁcally different types of temporal
data structures, encapsulate different scenarios.
In Publications I to V, we applied our methods to datasets from various ﬁelds including Computer Security and malware (malicious software),
transcriptions of American Sign Language (ASL), network- and robotsensor data, health informatics, online social networks, and sports.
This thesis views the problem of discovering knowledge from temporal
data as the resultant of two component problems: Search and Summarisation. In Search, we want to discover whether and where in our data
we can ﬁnd a particular pattern. While it is very simple to describe the
required outcome of Search, it is certainly not trivial to perform Search
over large datasets in a practical and efﬁcient manner.
In Summarisation we assume to know nothing, or very little, about the
data, and we want to change this by learning (discovering) a summary.
There are different ways to summarise a dataset, from computing simple
statistical values to more complicated constructs. The goal differs depending on the application, the user, and the circumstances. Many summarisation techniques have been formalised as problems and a few of them
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have received a great deal of attention from the scientiﬁc community; in
Chapter 6 we present the most common summarisation problems and algorithms.
Finally, the term “computation” does not refer to an abstract or arbitrary operation. Instead, it is a precise and meticulous process that “materialises” the search for a solution. Both hardware and software work in
orchestra in order to execute the appropriate algorithm. The algorithm
is the key aspect of any computation. The scientiﬁc community is in constant pursuit of discovering faster, cheaper, and better algorithms. In
Chapters 3 and 5 we provide an overview of the relevant algorithms for
Search.

1.2

Contributions of this thesis

This thesis contains contributions to the academic ﬁeld of analysis of temporal data. The contributions have been formerly published in the form
of peer-reviewed manuscripts in scientiﬁc journals and conferences; appended Publications I to V. The following list contains a brief overview of
these contributions (not necessarily in chronological order).
• A study on the problem of ﬁnding the longest common sub-pattern
between pairs of event-interval sequences. This includes a formal
deﬁnition of the problem and a proof that it belongs to the class of
NP-complete problems. An exact worst-case exponential-time algorithm, a set of approximation algorithms, and two upper bounds are
presented and benchmarked in Publication III.
• In Publication II we study the problem of subsequence search for
event-interval sequences. This includes a formal deﬁnition of the
problem and proof that it belongs to the class of NP-complete problems. An exact worst-case exponential algorithm is presented for
solving the problem, together with extensions for handling variations of the original problem. An indexing method is proposed for
performing quick exact subsequence searches in databases.
• In Publication V we propose the ﬁrst distance function for eventinterval sequences that is a metric, a linear-time lower bound, and
an indexing scheme based on embeddings for fast search in large
databases.
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• A complete running system that clusters data streams, whose elements are labelled directed graphs, is presented in Publication I.
The workings of the system include an approximation algorithm for
the Graph Edit Distance (GED), a lower bound for the GED, and a
clustering algorithm that requires few pairwise comparisons. We apply our system to clustering graphs that represent binary executable
ﬁles, for the purpose of both automated and assisted manual malware classiﬁcation. The system has been running in the premises of
a world-leading Data Security corporation.
• In Publication V we study the problem of summarising temporal networks. Based on the assumption that temporal networks operate in
a set of recurring modes, the goal is to summarize the whole network activity using a small set of summary graphs. The problem
is shown to belong to the class of NP-hard problems, and several
heuristics and approximation algorithms are benchmarked in terms
of performance. The suitability of the heuristics are demonstrated
on datasets taken from sports and social media.
• A connection between graphs and event-interval sequences is established in Publication III. Conditions are deﬁned that allow graphs
to be represented as event-interval sequences, and vice versa. The
direct result is proofs for the hardness of speciﬁc problems of eventinterval sequences. The indirect result is the open question that
asks which techniques, results, and methods from each of the ﬁelds
of graph mining and temporal data mining can be applied to the
other that would advance the current state of the art.

1.3

Organisation of the thesis

This thesis follows the “publication-based dissertation” format of Aalto
University. Due to that, the aim of the following chapters is twofold.
First, to provide the necessary background in order for a reader with basic knowledge of Computer Science and mathematics to comprehend the
appended publications and to appreciate their contributions. Second, to
summarise the state of the relevant scientiﬁc ﬁelds.
In particular, Chapter 2 provides an overview of the different types of
temporal data. In Chapter 3 we describe the different approaches to
comparing instances of data. In Chapter 4 we introduce the process of

18

Introduction

Search, while in Chapter 5 we provide an overview of the existing techniques for searching efﬁciently within a large dataset. We study the most
common summarisation problems in Chapter 6. Chapter 7 provides a
brief overview of all the techniques and evaluation methodologies used
in the appended peer-reviewed publications. Finally, Chapter 8 concludes
the dissertation and provides several remaining open problems related to
temporal data.
The publications that comprise this thesis are appended in chronological
order of publication.
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2. Types of Temporal Data

This chapter contains a brief overview of some basic data structures or
types of temporal data. The list is not meant to be exhaustive, but aims
to provide the necessary background for the remaining chapters and the
publications.

2.1

Time series

The time series is the most common temporal data structure. It contains
information about the evolution of the value of a single variable over
time. Multi-dimensional, or multi-variate time series are a generalisation where we monitor multiple variables over the same period. While
multi-dimensional time series can reveal unexpected and changing dependencies between variables [Shokoohi-Yekta et al., 2015], from a datastructure perspective, multi-dimensional time series are a collection of individual time series. Hence for the remainder of this section we consider
the 1-dimensional case.
The duration during which we monitor the variable is the time series’
length. For each time point corresponds a single value; this is the value of
the time series at that time-point.
The above description of a time series resembles that of a function. This
is due to the fact that a time series simply contains the values of a single variable as a function of time. Thus, the value of the time series S
at time-point t is denoted by S(t); though, for simplicity St is used, too.
In addition, time series are typically visualised with a line chart. An example is depicted in Figure 2.1. It depicts the value of the Nasdaq Stock
Exchange Index from January 2010 to April 2016.
The important aspect of time series is the natural ordering of the values.
In other words, the data values are not simply a bundled collection of
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Figure 2.1. An example of a time series. It depicts the values of the Nasdaq Stock Exchange Index during the period January 2011 to July 2016. Source: Google
Finance.

a variable’s values, but instead, combine the aspect of time in order to
provide more information. For the example of Figure 2.1, we observe that
the values are higher in later years than in earlier years. In addition,
we easily notice that while there is a clear trend, the time series does not
increase monotonically.
The time series is the most fundamental temporal data structure. It
is used in a plethora of applications including, but not limited to, health
informatics and electrocardiography (ECG or EKG) [Ivanov et al., 1996,
Sternickel, 2002], ﬁnance and stock markets [Nelson and Plosser, 1982],
meteorology [Grinsted et al., 2004], geology [Claerbout, 1985], mechanical
telemetry [Jönsson and Eklundh, 2004]. As a result, the vast majority
of existing scientiﬁc work on temporal data analysis addresses problems
related to time series [Brockwell and Davis, 2013, Box et al., 2015].

2.2

Event Sequences & Episodes

(Univariate) time series capture the value over time of only a single variable. Hence, they fail to capture situations where a number of different
events co-occur. A more suitable data structure for capturing such information is the event sequence. As the name suggests, it denotes a sequence
of events. Assuming that Σ is the set (universe) of all events, we provided
the following deﬁnitions.
Deﬁnition 2.1. An event is a tuple of the form (E, t), where E ∈ Σ is the
event type, or its label, and t is the time-point of its occurrence.
Deﬁnition 2.2. An event sequence S is an ordered collection of events,
S = {(E1 , t1 ), (E2 , t2 ), . . . , (En , tn )}.
The value of the n-th event’s time-point is the length of the event sequence, while n, the number of events, is the size of the sequence.
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In the simplest form of event sequences at most one event occurs at any
time-point. Deﬁnition 2.2 does not make any distinction. Hence, if for two
events (Ei , ti ) and (Ej , tj ) it holds that ti = tj for i = j, then these events
are occurring at the same time-point.
{A}

{A, B}

{B}

{C}

{C}

{A, C}

t0

t1

t2

t3

t4

t5

Figure 2.2. Example of an event-sequence with length 6. Σ = {A, B, C}; 3 types of events
occur 8 times in total. At time-points t1 and t5 certain events co-occur.

When analysing event-sequences, we often want to know how various
events relate in terms of relative occurrence. We might not care about
the total order between all events. Additionally, we would like to be able
to tolerate and avoid certain events. This has led to the deﬁnition of the
episode [Mannila et al., 1997, Das et al., 1997a]. Next, we provide an
example of a real-life scenario where the above requirements are evident,
and the visual representation of the corresponding episode.
Assume we would like to summarize the process of a human dressing
oneself below the waist. The necessary events include putting on the following items: shoes, socks, trousers, and underwear. In the usual case,
it does not matter if socks are worn before the trousers, or vice versa.
However, both need to be put on before the shoes. Additionally, underwear must be worn before the trousers but can be worn before or after
the socks. In addition, while the human was putting on the clothes, an
irrelevant event occurred, such as answering the phone.
The above procedure, and the way it has been described, leads to a set
of constraints between clothing items. However these limitations are not
the complete set of all possible constraints between clothing items. The
constraints result to the episode that is visualised in Figure 2.3.
Deﬁnition 2.3. An episode is a partially-ordered set of events. In particular, an episode is described by a triple (V, ≤, l), where V is the set of
vertices, ≤ is the partial order on V , and l : V → E is the labelling function
that maps vertices to event-types.
An episode a = (V, ≤, l) occurs in an event-sequence S = {(E1 , t1 ), (E2 , t2 ),
. . . , (En , tn )} if there exists an injective mapping h : V → {1, . . . , n} from
vertices of α to events of S such that l(x) = Eh(x) for all x ∈ V , and for
all x, y ∈ V with x = y and x ≤ y we have th(x) < th(y) . Finally, the size
|a| of an episode a = (V, ≤, l) is equal to |V |. For more deﬁnitions related
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underwear
trousers
shoes
socks
Figure 2.3. Example of an episode with 4 events. The episode describes the process of a
human putting on some clothes.

to episodes, we refer the interested reader to the work by Mannila et al.
[1997].

2.3

Event-Interval Sequence

The deﬁnition of events and event sequences in Section 2.2 assume that
events are instantaneous. In real life, this is not always the case. Instead,
many events have a duration. Consider the events noted in your daily
calendar. Let Σ = {E1 , . . . , Em } be an alphabet of m event labels. An
event that occurs over a time interval deﬁnes an event-interval and an
ordered multiset of event-intervals deﬁnes an event-interval sequence.
Deﬁnition 2.4. (event-interval) An event-interval is deﬁned as a triple
S = (E, ts , te ), where S.E ∈ Σ and S.ts , S.te correspond to the start and end
time of S, respectively. In general, S.ts ≤ S.te , where the equality holds
when the event is instantaneous.
In the related literature, the terms event-interval and temporal-interval
event (or simply interval and temporal interval for brevity respectively)
are used interchangeably to refer to the same thing: an event with duration. In other words, an event that is continuously active over an interval
of time.
Deﬁnition 2.5. (e-sequence) A sequence of event-intervals, or eventinterval sequence, or e-sequence, S = {S1 , . . . , Sn } is an ordered multiset
of n event-intervals. The temporal order of the event-intervals in S is
ascending based on their start time and in the case of ties it is descending
based on their end time. If ties still exist, the event-intervals are sorted
alphabetically.
The length of an e-sequence S is deﬁned as the number of event-intervals
in the e-sequence (denoted as |S|). For example, the event-interval se-
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quence shown in Figure 2.4 has length |S| = 5, and is encoded as:
S = {(A, 1, 10), (B, 5, 13), (C, 17, 30), (A, 20, 26), (D, 24, 30)}.

Figure 2.4. Example of a sequence with 5 event-intervals.

It becomes apparent that in an e-sequence there exist temporal relations
between the event-intervals, depending on their start- and end-points.
Allen’s algebra deﬁnes 13 relations, that form 6 pairs of inverse relations, and the remaining is the ‘equal’ relation [Allen, 1983]. In Publications II, III, V we keep only one relation out of every pair. Hence, given
two event-intervals A and B, we consider the following seven relations
(shown in Figure 2.5): before(A,B), meets(A,B), equal(A,B), overlaps(A,B),
contains(A,B), startedby(A,B), ﬁnishedby(A,B). We denote as R(A, B) the
temporal relation between A and B. We deﬁne the set of valid temporal relations between two event-intervals as I = {meets, equal, overlaps,
contains, started-by, f inished-by, bef ore}, with |I| = 7.
When the absolute time values are not important, but only the relations
between the event-intervals, we may use the arrangement of temporal
intervals [Papapetrou et al., 2009]. To get an arrangement of temporal
intervals from an e-sequence, one has simply to discard the absolute time
values and retain the set of interval-relations.
Deﬁnition 2.6. (arrangement) An arrangement A = {E, R} of length n
consists of a sequence of event labels E, with |E| = n, and a set of relations
R = {R(E1 , E2 ), R(E1 , E3 ), . . . , R(En−1 , En )}, where each R(Ei , Ej ) ∈ I
denotes the temporal relation between Ei and Ej , for i = 1, . . . , n − 1 and
j = i + 1, . . . , n.
Existing similarity measures on symbolic sequences or time series are
not directly applicable to e-sequences. It has been demonstrated and argued in several existing works, e.g. by Kostakis et al. [2011a], Papapetrou
et al. [2009], that event-interval sequences cannot be directly mapped to
discrete event sequences without loss of temporal information; especially
when temporal relations such as overlaps or contains are allowed between
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Figure 2.5. The seven temporal relations between pairs of event-intervals that

are considered in this dissertation.

Figure 2.6. Example of an arrangement of length three and size three. The arrangement
(on the right) is extracted from the e-sequence (on the left) by removing the
time stamps and by taking into account only the temporal relations between
the event-intervals.

event-intervals sharing the same label.
One could, for example, convert a sequence of event-intervals to a sequence of instantaneous events by only considering the start and end
points of each interval, and associating each of the two points with the
event label that corresponds to that interval. Then, the solution to the
problem would reduce to applying an existing distance or similarity measure for sequence matching, such as the Levenshtein distance [Levenshtein, 1966]. The aforementioned solution, although simple, is not correct, as it may lead to a e-sequences appearing to be the same while they
are not.
Consider the two examples shown in Figure 2.7. In these examples, each
event-interval sequence consists of three event-intervals with the same
label. In the ﬁrst case (Figure 2.7(a)), each event-interval is fully contained within the other (in terms of duration), while in the second case
(Figure 2.7(b)) each event-interval overlaps with all the previous. Obviously, the mapping for both event-interval sequences is the same, i.e.,
{As , As , As , Ae , Ae , Ae }. This suggests that traditional methods for discrete event sequences may fail to capture the inherent temporal structure
of event-interval sequences, and more important, they may produce arbitrarily bad results especially as the number of event labels increases.
This has also been extensively discussed by Patel et al. [2008]. Thus, it is
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Figure 2.7. An example where mapping event-interval sequences to discrete

event sequences may cause ambiguities.

necessary to use methods tailored speciﬁcally for event-interval sequences.
In order to determine the temporal relation of two event-intervals, based
on Allen’s algebra, we need to know all four start- and end-points. However, Mörchen and Fradkin [2010] argue that intervals are not robust to
noise since only a minor difference in the duration of one of the intervals can alter the relation, for example between contains, ﬁnished-by,
overalls. Hence, they propose the use of semi-intervals. Semi-intervals
are extracted by mapping event-interval sequence to sequences of symbolic events by only considering the start- and end-points; this approach
is identical to the one described by Figure 2.7.
In our presentation so far, the assumption has been that in event-interval
sequences each interval corresponds to an event that has a duration.
Recent work, however, has focused on creating event-interval sequences
from time series or symbolic sequences in a process called temporal abstraction [Mörchen and Ultsch, 2005]. Suppose we are monitoring the
blood-glucose levels of a patient. We can map the wide range of numerical values into 3 categories, “low”, “medium”, and “high”, and replace all
contiguous measurements in the same category with an event-interval;
alternatively, we could create event-intervals for “increasing”, “decreasing”’, and “stable” segments. This approach has been shown to provide
beneﬁts for the task of classiﬁcation in Health Informatics; for more details, we refer the reader to the recent work by Moskovitch and Shahar
[2015b].

2.4

Graphs

In this section we provide a deﬁnition of the relational graph, or simply
graph. In the usual case, graphs are static and contain no temporal aspect. However, the deﬁnition is necessary for the other deﬁnitions in the
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Figure 2.8. Example of an undirected graph with 5 vertices and 7 edges.

next sections.
The general concept of the relational graph is that a set of entities are
represented as the set of vertices in the graph while the existence of a
relation among pairs of vertices is depicted as an edge that connects them.
A graph G = (VG , EG ) consists of a set of vertices, VG , and a set of edges,
EG , with EG ⊆ VG × VG ; for simplicity, in the remaining of this dissertation, VG and EG will be written simply as V and E when the identiﬁer of
the graph is clear by the context. In directed graphs, the edges are ordered
pairs; (u, v) ∈ E is different than (v, u) ∈ E. The degree of a vertex is the
number of its adjacent edges. For directed graphs, the outdegree d+ (u) of
a vertex u is the number of its outgoing edges |{(u, v) ∈ E | v ∈ V }|, while
its indegree d− (u) is the number of its incoming edges. The number of
vertices in graph G, |V |, is the order of G, while the number of edges, |E|,
is the size of G.
The two most common data structures for representing graphs are the
adjacency matrix and the edge list. The adjacency matrix, as the name
suggests, is a |V | × |V | binary matrix. The value of cell (i, j) is 1 if the edge
(ui , uj ) exists, and 0 otherwise. In the scenario of graphs with weighted
edges, the value of the cell (i, j) would denote the edge’s weight. The beneﬁt of the adjacency matrix is that looking up for speciﬁc edges requires
O(1) (constant) time. Retrieving all the edges requires O(|V |2 ) time.
The adjacency list is a an array of singly-connected linked lists. For each
vertex ui , the i-th cell of the array contains a linked list whose elements
are all vertex-labels uj such that the edge (ui , uj ) ∈ G. Figure 2.9 depicts
an example of an adjacency list. The beneﬁt of the adjacency list is that
all edges in the graph can be retrieved in Θ(|E|) time, and for each vertex
ui its neighbours can be enumerated in Θ(d(ui )) time.
In Publication III we have demonstrated a connection between graphs
and event-interval sequences. This is a set of procedures that allow graphs
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Figure 2.9. The adjacency list representation of the undirected graph in Figure 2.8

to be represented as event-interval sequences, and vice versa. The consequences include proofs of hardness results for certain problems of eventinterval sequences. Additionally, it calls for examining what known algorithms and techniques from each of the research ﬁelds of graph mining
and e-sequence mining can be applied to the other.

2.5

Temporal Networks

Graphs are a suitable way to represent relations between a set of entities.
However, in their basic form, they are limited to representing whether
the relations exist or not. They are inappropriate for representing any
temporal aspect of these relations.
Consider, for example, the set of all telephone numbers. In a graph, the
vertices correspond to the phone numbers, and edges between numbers
exist if these two numbers have been participating in the same call. When
studying the activity of the network over a large period of time, the fact
that an edge exists does not provide much information. Did the call occur
by accident, or is it a regular habit of the phone owners? Hence, when
working with graphs, it often becomes necessary to incorporate the aspect
of time. A suitable data structure for this purpose is the temporal network;
also known as dynamic network, or dynamic graph [Kuhn and Oshman,
2011].
A temporal network H = (V, E) consists of a set of vertices V and a sequence of time-stamped edges E = {(e1 , t1 ), . . . , (e , t )}, where ei ∈ V × V .
Edges can appear several times and multiple edges can share the same
time stamps. For notational simplicity, we will assume that time stamps
are all integers. Equivalently, a temporal network can be seen as a sequence of static graphs, G1 , G2 , . . . , Gn ; they are “snapshots” of the temporal network taken at regular time intervals.
Given a temporal network H = (V, E), we deﬁne a topology graph π(H) =
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(V, F ), where F consists of edges, without time stamps, occurring at least
once in E. π(H) is the projection of the temporal network. We will always
refer to networks without time stamps as graphs.
Given a temporal network H = (V, E) with  edges, over its total time
span [1, n], and two time stamps a < b, we deﬁne a segment H[a, b] =
(V, F) by only keeping the edges within the time interval [a, b], that is,
F = {(e, t) ∈ E | a ≤ t ≤ b}. The deﬁnition of projection π(H[a, b]) extends
to segments.
In Publication IV we study the problem of summarising a temporal network. The assumption is that the network operates in a set of distinct and
recurring modes. Hence, these modes, and in particular their projections,
can be used as summaries for the network’s activity.

2.6

Data Streams

In many real-life applications, we do not know or have the whole dataset
when beginning our computations. Instead, data are received continuously as time goes on. For example, messages on social media are produced at every second, deployed sensors in a sensor network return a
value at regular time intervals, traders in stock exchanges submit bids
and transactions continuously. This setting is known as a data stream
and corresponding methods fall in the main category of data stream processing [Babcock et al., 2002].
In general, the data elements in a stream are assumed to be of the same
type. However, the type of data can be any known arithmetic type or even
a whole data structure. For example, it is possible to have a stream where
each data element is the next value of a time series, a set of interactions
in a temporal network, or even a whole graph (Publication I).
In data stream processing, it is assumed that the recipient has no control over the order of the arriving data. Most importantly, the stream is
of unbounded size and it cannot be stored in its entireness permanently.
As a result, most of the data elements are discarded as soon as they are
processed upon arrival.
The rate of arrival of data items in the stream may be constant. In
other cases, the stream alternates between situations with many, few, or
no elements. In the latter case, the data arrive in bursts and the streams
is said to be bursty [Kleinberg, 2003a].
Algorithms that apply to data streams are called online algorithms [Man-
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asse et al., 1990, Sleator and Tarjan, 1985]. Their main difference to ‘ofﬂine’ algorithms is that they are not able to randomly access the whole
dataset. As a result, the solutions achieved by online algorithms are suboptimal compared to their ofﬂine counterparts. In most practical applications, there exists a trade-off between paying the cost for more computational resources (main memory) and achieving better results.
Online algorithms are evaluated with respect to their ofﬂine counterparts. The evaluation measure is called competitive ratio; Equation 2.1.
For a given minimisation problem, an online algorithm’s competitive ratio is the maximum ratio of its solution’s cost to the cost of the ofﬂine
algorithm’s solution, over all the problem’s instances.

Competitive_Ratio = max
x

Online_Algorithm(x)
Opt(x)

(2.1)

For example, in the memory paging problem [Achlioptas et al., 2000,
Tanenbaum and Woodhull, 1987], the cost of a solution is the number of
memory misses; the number of times a page was fetched to the cache from
the slower memory. An online algorithm only sees a single request at a
time. An ofﬂine algorithm would know all requests in advance.
It is often necessary to know what is the minimum competitive ratio
that can be achieved by any online algorithm. The competitive ratio of a
problem is the minimum ratio over all online algorithms. However, Koutsoupias and Papadimitriou [2000] argue that the competitive analysis of
an online algorithm, while assuming no knowledge of the distribution of
the problem instances, contains limitations. First, it often provides little
practical insights, since many algorithms would appear equally bad. Second, the achieved upper bounds can be too pessimistic and fail to capture
the strengths of the algorithm. They propose two ways to circumvent the
above weaknesses.
In Publication I we study the problem of clustering graphs that are arrive as a stream. One of the key challenges is to discover an informative
clustering of the graphs while retaining as few graphs as possible, and
performing as few pairwise graph comparisons as possible.

2.7

Spatiotemporal Data

Modern technological advancements allow to capture with great precision and to record the position not only of various objects, animals, and
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humans [Block et al., 2011, Liu et al., 2013], but also other types of activity, such as neural activity [Rolston et al., 2007] and solar activity [Posselt et al., 2012], The combination of the spatial data together with their
timestamps has been described in literature as spatiotemproal data [Diggle, 2013]. Instances of spatiotemporal data include the moving trajectories of objects [Vlachos et al., 2002], hotspots and evolution of epidemic
outbreaks [Riley, 2007], or the change in size and nature of various areas [Espinoza Villar et al., 2009].
This thesis does not deal with spatiotemporal data, hence there is no
other mention in the following chapters. The category of spatiotemporal
data is only mentioned here for reasons of completeness.
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In the process of analysing large datasets, a central component is the task
of comparing pairs of data elements (in this chapter we will use the terms
data elements and data objects interchangeably). Given two data elements, we need to know the extent to which they are similar or different.
This enables, for example, searching in a database for a known motif (pattern), or ﬁnding common existing motifs among the data. The task of comparing data elements requires the capability to effectively and efﬁciently
quantify their similarity, or dissimilarity.

3.1

Distance Functions

Distance functions, or distance measures, are a proxy for the human concept of dissimilarity. They quantify the difference, or dissimilarity, of data
elements. Intuitively, more similar data elements are “close” and hence
should yield a lower value for the distance function. Similarly, data objects that differ signiﬁcantly should be “far apart”, thus yielding a higher
value for the distance function.
A distance function d is required to satisfy the following properties:
1. Non negativity; d(x, y) ≥ 0, for any x, y.
2. Identity of indiscernibles; d(x, y) = 0 ⇐⇒ x = y.
3. Symmetry; d(x, y) = d(y, x).
It is desirable for a distance function to satisfy an additional property,
the triangle inequality: d(x, z) ≤ d(x, y) + d(y, z), for any x, y, z. If all the
above properties are satisﬁed, the distance function is called a metric.
If a distance function fails to satisfy the identity of indiscernibles, then
two data elements, although being different, would appear to be identical;
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Figure 2.7 depicts such an example. If all other properties hold, the nonnegativity property is implied.
When a distance function’s input objects are arbitrarily large, the value
returned can be misleading to a human. For example, the phrase “the
distance of two time series is 10”, d(x, y) = 10 (for now we do not care
about the speciﬁcs of the distance function d) could mean two opposite
scenarios. If the two time series are very short (less than 20 time-points
long), then the two time series differ signiﬁcantly. On the other hand, if
the two time series are very long (in the order of thousands of time-points)
a difference of “only 10” would suggest that they are actually very similar.
To circumvent this situation, the value of a distance function is normalised to take on values from a ﬁxed interval; the function’s image is
restricted. Typically the values are normalised by the length (or the size)
of the data object; dnorm (x, y) =

d(x,y)
max {|x|,|y|} .

Alternatively, the value can

be normalised by the maximum possible distance value; dnorm (x, y) =
d(x,y)
maxp,q d(p,q) .

In both cases, if X is the space of data objects, dnorm : X ×X →

[0, 1].
A distance function is different than the algorithm that computes it. In
other words, the distance function is the problem that needs to be solved.
An algorithm is the method that computes the distance function. Consequently, distance functions can be classiﬁed into complexity classes.

3.2

Notable Distance Functions and Computational Issues

For time series, two common distance functions are the Euclidean Distance (ED) and the Dynamic Time Warping (DTW) [Sakoe and Chiba,
1971]. ED compares point-to-point two time series of equal length and
 
counts the sum of squared difference in values; ED(S, T ) = i |Si − Ti |2 .
Instead, DTW ﬁnds the optimal matching between time-points by allowing warps in time; a time-point in any time series may be matched to
more than one time-points in the other time series. This makes DTW
suitable for comparing time series that do not have the same length (i.e.
same number of time-points). For computing ED it sufﬁces to simultaneously scan in a linear manner the two time series. For the case of DTW, it
is necessary to apply Dynamic Programming [Bellman, 1952, Keogh and
Pazzani, 2000].
Both ED and DTW serve as the basis of other more complicated distance
functions. For example the Complexity Invariant Distance (CID) for time
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series [Batista et al., 2014], and the Derivative Dynamic Time Warping
(DDTW) and its weighted version (WDDTW) [Keogh and Pazzani, 2001,
Jeong et al., 2011], are modiﬁed versions of ED and DTW respectively.
All mentioned variants retain the same asymptotical time-complexity as
their originating counterpart.
For event-interval sequences, we have already discussed how mapping
them to symbolic sequences violates the identity of indiscernibles. The
 
same property is violated if one simply compares the sets of all |S|
2 and
|T |
temporal relations between event-intervals, for two event-interval
2
sequences S and T [Kostakis et al., 2011b]. Publication V provided the
ﬁrst metric distance function, Artemis, and a polynomial-time algorithm
to compute it. Artemis requires O(n3 ) time, where n = max{|S|, |T |}.
Other proposed distance functions violate the identity of indiscernibles [Kostakis
et al., 2011b, Kotsifakos et al., 2013].
For graphs, Publication I describes efﬁcient methods for approximating
the Graph Edit Distance (GED) of two graphs. GED is the minimum possible cost induced by performing basic graph edit operations on one graph
in order to acquire the other. The basic graph edit operation considered in
that publication are: edge addition or deletion, vertex addition or deletion,
and vertex relabelling. These operations are ‘reversible’, hence it does not
matter which of the two graphs is the one operated upon. In other words,
GED is symmetric.
In the general case, GED is in the class of N P -complete problems [Kinable and Kostakis, 2011, Garey and Johnson, 1979] and unless P = N P
there exist no polynomial-time algorithm that computes it. Due to that,
the system described in Publication I employs a tailored version of Simulated Annealing (SA) [Kirkpatrick et al., 1983]. SA performs local search
[Johnson et al., 1988] by considering perturbations of a current solution
in order to discover the optimal solution.

3.3

Similarity Functions

Contrary to distance functions, similarity functions quantify the similarity of two data elements. Intuitively, both types of functions aim to capture
the same notion. Technically, they are related in an inverse manner.
A distance function d takes value 0 if the two objects are identical. The
more they differ, the higher the distance. If the function is normalised,
the distance is at most 1. If X is the space of data objects, then for a
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(normalised) similarity function s, it holds s : X × X → [0, 1]. s would
take value 1 if the two objects are identical. The value of s is lower if the
objects differ.
We can obtain a similarity function from a normalised distance function
simply by deﬁning s(x, y) = 1 − dnorm (x, y). Alternatively, from a nonnormalised distance function, we can obtain s by setting s(x, y) = e−

d(x,y)
σ

,

where σ is a decay parameter, σ > 0. The larger the value of σ, the slower
s decays to 0.
Next we present several notable similarity functions for pairs of data
objects. For sets A and B the Jaccard coefﬁcient measures their overlap,
J(A, B) =

|A∩B|
|A∪B|

[Levandowsky and Winter, 1971]. For strings, or symbolic

sequences, the longest common substring and the longest common subsequence (LCS) provide different forms of commonalities [Cormen et al.,
2001]; the ﬁrst returns contiguous segments. Analogous problems apply
to temporal sequences: For time series the latter is known as the Longest
Common SubSequence (LCSS) [Das et al., 1997b, Vlachos et al., 2003].
For event-interval sequences, the Longest Common SubPattern (LCSP)
was deﬁned in Publication III; Figure 3.1 depicts a toy example. Finally,
for graphs the analogous to LCS is the Maximum Common Subgraph
(MCS) [Garey and Johnson, 1979]; Kinable and Kostakis [2011] study the
connection of MCS to the GED. All the aforementioned problems can be
computed in polynomial time, except for LCSP of event-interval sequences
and MCS of graphs that belong to the class of N P -complete problems.

A
B

S

C

A

T

A
B
C

Figure 3.1. Event-interval sequence S is a subsequence of event-interval sequence T .
Equivalently, the longest common sub-pattern (LCSP) of S and T is identical
to S; LCSP (S, T ) = 3. Figure taken from Publication III.
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It is a recurring problem, given a set of data D, and a data element of
particular interest, say Q, to ﬁnd the elements in the dataset D that are
similar to Q. Examples include looking up all restaurants based on the
name of a restaurant recommended by friends, or looking for companies
whose stock price has been ﬂuctuating similarly to one we care about.
Such search problems can be generalised into two main classes: k-Nearest
Neighbour search and range search.

4.1

k -Nearest Neighbour Search

In k-Nearest Neighbour (k-NN) search, given a query object Q, we are
interested in ﬁnding the k most similar objects to Q. If k = 1, then we are
searching for the single most similar object; this might be identical to Q,
in which case Q exists in the dataset.
It is necessary to deﬁne a similarity or distance function d that determines when data objects are ‘close’ (similar) or ’far’ (not similar). Given
the distance function d, we are searching for elements closer to Q; hence
the name “neighbours”.
Problem 4.1. (k-Nearest Neighbour Search) Given a distance function d, a query data object Q, and a dataset D, compute the set A, with
A ⊆ D and |A| = k, such that for all X ∈ A, d(Q, X) ≤ d(Q, Y ), for any
Y ∈ D \ A.
The above deﬁnition is applicable for distance functions. When using
similarity functions, the direction of the inequality changes. In this case,
we are interested in ﬁnding the k data objects in D with the highest similarity score to Q.
The k-NN search problem has direct applicability to more complicated
tasks. In k-NN classiﬁcation, the goal is to classify a data object X into
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a predeﬁned classes [Cover and Hart, 1967]. Using k-NN search, X is
assigned the majority class of its k-NN neighbours. Similarly, a recommender system can be built for recommending songs to a listener, based
on songs that are liked by other listeners that are similar to her; this is
known as collaborative ﬁltering [Breese et al., 1998].

4.2

Range Search

In k-Nearest Neighbour Search it is necessary to know, or to provide, the
value for the parameter of number of neighbours, k. However, in certain circumstances, it is not easy or even possible to know in advance the
number of elements in the dataset D that are of interest to us. For example, the university administrator needs to ﬁnd all the doctoral programme
students who have been enrolled for 2 years more than the author of this
dissertation. In this search scenario, the user only knows how much the
answers should differ from Q.
Similarly to k-NN search it is necessary to deﬁne a distance function d.
However, instead of providing a threshold value for the number of neighbours, k, the user needs to provide a value for the range r. This value
denotes the acceptable difference between Q and the samples that are
considered interesting; d(Q, X) ≤ r.
Problem 4.2. (Range search) Given a distance function d, a dataset D,
a query Q and a range value r, return all X ∈ D such that d(Q, X) ≤ r.
Again, the direction of the inequality changes if one uses similarity functions, instead of distance functions.
In range queries, the user needs to know the value for the range r. For
certain tasks, this is not trivial and in many cases it requires domain
expertise from the user.
The task of searching within the database for a speciﬁc pattern, such as
a part of a song, is a special case of range search. The distance function
should return 1 if the pattern does not exists in a sequence, 0 if it exists,
and the range should be any value in the interval (0, 1).
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In k-NN or range queries, for each data object X in our set D, we need to
determine if it should be included in the set that is returned as the answer.
A simple and reliable solution is to compare each and every element X ∈
D to the query Q. For range queries, we add X to the answer if d(X, Q) ≤
r. For k-NN queries we keep a running list of the k-NN discovered up to
that point.
The described approach is known as linear or sequential scan; the pseudocode for range queries is provided in Algorithm 1. It is guaranteed to
provide the correct result but has several drawbacks. The time of searching increases linearly with respect to |D|, the number of elements that
need to be compared to Q.
This is prohibitive for large datasets. Even if computing an instance
of d(X, Q) can be achieved in a millionth (10−6 ) of a second, linear scan
through datasets with billions (109 ) or trillions (1012 ) of elements would
require hours or days respectively. In addition, even with modern computers, such large datasets do not ﬁt in main memory. In this case, linear
scans through the dataset becomes limited by disk-access speeds.
Thus, it becomes necessary to be able to search through large datasets
in sub-linear time with respect to their cardinality. Bellow we describe
the most common approaches.

5.1

Speeding up Linear Scan

Algorithm 1 depicts the pseudocode for linear scan. When considering any
element X, essentially we need to know if d(X, Q) ≤ r; for k-NN search,
r is replaced with the distance between Q and the k-th nearest neighbour
so far. Conversely, if there is any reliable indication that the inequality
does not hold, we may avoid or terminate the computation of the distance
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Algorithm 1: Linear scan pseudocode for range queries.
1
2
3
4
5
6
7
8
9
10

Q ← query object;
r ← range value;
A ← {};
foreach X ∈ D do
if d(X, Q) < r;
then
A ← A ∪ {X}
end
end
return A;

function for that problem instance, and proceed with the next element
in D. This simple but powerful observation is utilised by the methods
described in this section.

5.1.1

Early-abandon techniques

Early-abandon (or early-abandoning) techniques focus on computing the
distance function d in a way that progressively and monotonically transitions from 0 to the actual value d(X, Q); note that d(X, Q) ≥ 0. At any
given time that an early-abandon technique, computing distance function
d, has reached a score greater than r, it aborts the computation of the
instance d(X, Q). Then it proceeds with the next element in D.
If during the computation of d(X, Q) there is no reason to trigger an
early break out of the loop, the computing routine should eventually return the correct value of d(X, Q). At any point during the computation,
the value obtained is a correct, yet partial solution to the problem. This
feature makes early-abandon techniques similar to anytime algorithms
[Boddy and Dean, 1989].
Early-abandon techniques do not require any overhead cost, given that
they compute the distance function as quick as the best known algorithm
for the problem (in practice, the overhead cost are the checks for whether
the threshold has been exceeded, but it is usually trivial compared to the
total cost). However, in the worst case, early-abandon techniques can
be as slow as the original linear scan using the full distance function.
In addition, early-abandon techniques fail to circumvent the problem of
needing to fetch and access the whole dataset, which might reside on disk.
Furthermore, in certain cases, the running-time of the early abandon
technique may be greater than that of the most optimal algorithm for computing d. Then a cost-beneﬁt analysis is needed for deciding the method’s
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use.
The main evaluation measure for an early-abandon technique is its pruning power over linear scans. This is the ratio of the total computations
that were pruned (avoided) due to breaking out of the loop early.
Sakurai et al. [2005] apply EarlyStopping, an early-abandoning technique, to the computation of the DTW distance function. In particular,
in the DP array for computing DTW, any warping paths involving a particular cell are abandoned, and the their computations are pruned, if the
partial score for that cell exceeds the target score.
For distance measures such as the Euclidean Distance, the computation can be performed in the regular manner, and incorporating an earlyabandon check is straight-forward [Keogh et al., 2009]. However, a key
insight is that the order for computing the ED does not need to be sequential. Given additional information, for example knowledge about the
application-domain or about the query, it becomes possible to achieve better speedup values by re-arranging the order of the computations [Rakthanmanon et al., 2013].

5.1.2

Lower bounds

Lower bounds, or lower bounding functions, compute an approximate value
of d, with the aim to avoid computing the more expensive d(X, Q) instance.
A function l (for clarity it is also denoted as LB) is a lower bound of d if
and only if l(X, Y ) ≤ d(X, Y ), for all X, Y . For any pair of valid input
values, the value of the lower bounding function is always less or equal to
that of d for the same input values. Lower bounding functions do not necessarily attempt to compute d in an incomplete manner. They may as well
compute some other value that satisﬁes the above inequality. The main
feature of the lower bounding functions is their reduced time complexity.
The process of pruning distance computations is depicted by Algorithm
2. In line 5, an instance is pruned if l(Q, X) > r, since from the transitivity
property it holds that d(Q, X) > r. For similarity functions, lower bounds
are replaced with upper-bounding functions, while changing the direction
of inequalities.
The main evaluation measures for a lower bound are its pruning power
and its tightness. The pruning power is the percentage of comparisons
using function d that are pruned; the ratio of elements that we do not
need to examine when scanning linearly. The tightness is the mean ratio
LB(X,Y )
d(X,Y ) , ∀X, Y

. Since it is often hard or impossible to derive the mean
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Algorithm 2: Linear scan speed-up using lower bounds, for range
queries.
1
2
3
4
5
6
7
8
9
10
11
12
13

Q ← query object;
r ← range value;
A ← {};
foreach X ∈ D do
if l(X.Q) < r;
then
if d(X.Q) < r;
then
A ← A ∪ {X}
end
end
end
return A;

ratio

LB(X,Y )
d(X,Y )

over all valid X and Y , the pruning power and tightness of a

lower bound are usually examined empirically, and reported for individual
datasets.
Lower bounds can be used to avoid accessing the whole set D, which
might reside on disk. In addition, certain values can be pre-computed
and stored so that succeeding comparisons are performed faster. Storing
those values requires more computer storage space, either in memory or
on disk.
Lower bounds may be used together with early-abandon techniques.
Contrary to early-abandon techniques, multiple lower bounds can be used
consecutively. Recent work by Rakthanmanon et al. [2013] proposes using ﬁrst the computationally cheaper lower bound and if any instance is
not pruned, then apply more expensive lower bounds in order of computational complexity. When two or more lower bounds have the same running
time, the one with the highest pruning power should be used.
The drawback of lower bounds is the induced overhead. Assume that
the lower bound fails to prune any of the comparisons with the more expensive d(X, Q). Then, the total computational cost includes the cost of
the linear scan and the cost of computing l(X, Q) for all X ∈ D. Hence,
lower bounds are beneﬁcial only when their cost is less than the potential
cost of the pruned comparisons.
For similarity functions, upper bounds, or upper-bounding functions, are
used in exactly the same way as lower bounds for distance functions. The
tightness of an upper bound is deﬁned as
[1, ∞), with 1 being the optimal.
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For time-series data, a signiﬁcant number of lower bounds have been
proposed for search under DTW [Adams et al., 2005, Bringmann and Künnemann, 2015, Ding et al., 2008, Sakurai et al., 2005, Zhang and Glass,
2011, Zhu and Shasha, 2003, Zinke and Mayer, 2006] including LBY i [Yi
et al., 1998], LBKim [Kim et al., 2001], LBKeogh [Keogh and Ratanamahatana, 2005], and the improvement to LBKeogh , LBImproved [Lemire, 2009].
Rakthanmanon et al. [2013] provide a brief benchmark of the performance
of several of these techniques.
In Publication V we provide a lower-bound for Artemis, the proposed distance measure for event-interval sequences (see Chapter 3), and in Publication III we benchmark two upper bounds for their longest common
sub-pattern.
In Publication I we introduce GEDLB , a very tight lower bound for the
Graph-Edit Distance. Lower bounds for GED have been proposed for
other variations of graphs, too [Neuhaus et al., 2006, Riesen and Bunke,
2009, Zeng et al., 2009].

5.1.3

Exploiting the triangle inequality

If the distance function d is a metric, as described in Section 3.1, it satisﬁes the triangle inequality. Essentially, the data objects can be viewed
as lying in a geometric space where the triangle inequality applies. We
could then use this geometric property for determining certain bounds
regarding their distances.
Suppose we have a query Q, and objects X and Y are part of the dataset;
X, Y ∈ D. Since the distance function d satisﬁes the triangle inequality,
Equations 5.1 and 5.2 hold.
d(X, Q) ≤ d(X, Y ) + d(Y, Q)

(5.1)

d(X, Y ) ≤ d(X, Q) + d(Y, Q)

(5.2)

|d(X, Q) − d(X, Y )| ≤ d(Y, Q)

(5.3)

Thus, we obtain Equation 5.3, which indicates that if we know the distance between X and Y , and we have already compared X to Q, then
we get an indication, a lower bound, of the distance between Y and Q.
Clearly, we can use this approach in the same manner as the lower bounds
described earlier.
This method has two limitations. First, to avoid computing d(Y, Q) we
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would need to have computed and stored d(X, Q) and, most importantly,
d(X, Y ). This requires not only additional memory, but also time since,
unlike d(X, Q), there was originally no need to compute d(X, Y ). Second,
even if we have pre-computed the distances between all pairs of objects in
the dataset, choosing the appropriate X (when we are comparing Y to Q)
that provides the best upper bound is a non-trivial task.
The ability to pre-process a dataset for speeding up queries falls in the
category of indexing, which is described in Section 5.2. In Publication V
we exploit the triangle inequality, together with early-abandoning, when
searching in an embedding space.

5.2

Indexing

Another category of approaches relies on pre-processing of the dataset D
and creating a new data structure, that enables to perform fast queries.
This approach is known as indexing.
The processing of a dataset before performing any queries provides signiﬁcant advantages. For example, it is possible to perform lookups or
range queries over an array of numerical values in O(log n) time, by using the binary search method [Knuth, 1998], if we have ﬁrst sorted the
values. Unfortunately, for data structures that are more complex than
a single numerical value, binary search is either inapplicable with most
distance functions, or is applicable to a limited number of datasets. Still,
the fundamental idea holds.
Indexing methods are divided into two main categories based on the results they yield: exact and approximate. For any query, the ﬁrst return
the exact set A, for Problems 4.1 and 4.2, while the latter return an approximate answer.
The main evaluation measures for indexing methods are the following:
The query time is the time needed to perform a query and return the results, and the indexing size are the extra memory requirements imposed
by creating, maintaining and using the indexing structure.
For approximate indexing, when the distance function is clearly deﬁned,
the evaluation measure is the value of an error parameter ,  > 0. Assuming X is the true 1-NN, the indexing method returns samples Y ∈ D
so that d(Y, Q) < (1 + )d(X, Q) holds; this is the deﬁnition of the approximate nearest neighbour. Lower values for  indicate that the results are closer to the true 1-NN.
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In addition, recall and precision are important measures where relevance is subjective, or when considering subsequence search queries. If
for a query the indexing method returns a set of elemets B, precision is
deﬁned as the ratio of correct results,

|A∩B|
|B| ,

and recall is deﬁned as the

ratio of elements in A that are retrieved by the query,

|A∩B|
|A| .

In order to address requirements of modern data storage systems, it
is desirable for indexing methods to have the following properties: distributed, to be able to operate over a set of computers that do not necessarily reside in the same physical location; scalability for distributed
conﬁgurations is the ability to utilise more hardware, when available, for
increased performance; fault tolerance, to be able to withstand, identify,
and recover from any unexpected change in the environment; high availability, be available to the user without having to wait.
Ofﬂine computation for creating the index is sacriﬁced in favour of faster
query times. The time for creating the index is often assumed to be insigniﬁcant or insubstantial. However, in practical applications it becomes
prohibitive to use indexing techniques that require all |D|(|D| − 1)/2 pairwise distance computations; such an approach is the Approximating and
Eliminating Search Algorithm [Vidal, 1994].

5.2.1

Notable Indexing Techniques

Indexing methods can be distinguished by the data structure that they
employ, and by the type of data that they apply to. In this section, we
describe the main approaches used by indexing methods, and we mention
several notable indexing methods applied to temporal data.
Tree structures

The tree and variants of tree-like structure are the most

popular approaches for indexing. The tree is built “on top” of the dataset.
Typically, the data elements are at the lower level of the tree; at the leaf
nodes or at another level pointed by the leaf nodes. The intermediate
nodes represent reference values, or some form of aggregated data elements.
The central idea is that by arranging data on a tree-like structure, we
can search for data by traversing the tree starting from the root. The main
beneﬁt is that the time for ﬁnding (the ﬁrst) relevant data depends on the
height of the tree; the tree height is usually logarithmic with respect to the
size of the data. Furthermore, every time we select the child of a node, we
eliminate the need to search in the remaining sections of data. However,
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the latter is not universal, since often we might need to back-track and
continue the tree-traversal.
Typical examples include the B trees and B+ trees, that are applicable
to numerical and other data that can be ordered in one dimension [Ramakrishnan and Gehrke, 2000]. R+ trees [Sellis et al., 1987] and R*
trees [Beckmann et al., 1990] can be seen as their extension to multidimensional objects, such as boxes and polygons.
For data in a low-dimensional space, the kd-tree [Bentley, 1975] recursively splits data in half for each dimension; by choosing the median value
for each dimension. In order to perform 1-NN queries, one has to traverse the tree by comparing coordinate values with the internal nodes.
The results are approximate and the actual result might be in one of
the other partitions. To circumvent this issue, one may choose one of
the samples and split the data based on their proximity, or not, to that
vantage point. This methods is known as Vantage Point tree [Uhlmann,
1991]. For higher dimensions, variants such as the Multi-Vantage point
trees [Bozkaya and Ozsoyoglu, 1997] perform better. Hjaltason and Samet
[2003a] provide an extensive survey of indexing algorithms designed for
search in metric spaces.
One of the main limitations of tree structures is that their performance
degrades in high dimensions; this situation is described in the next chapters as “curse of dimensionality”. A consequence is that, while the query
time might grow logarithmically with respect to the number of elements,
it also grows exponentially with respect to the number of the dimensions [Indyk and Motwani, 1998, Andoni and Indyk, 2006]. In cases of
a very high number of dimensions, these indexing methods provide no
beneﬁts over linear scan. We demonstrated this situation in Publication
V, for 1-NN queries over a database of event-interval sequences, when
event-interval sequences are mapped to vectors.
Another drawback of tree structures is that the addition and removal
of data requires modifying the tree. This results in creating and deletion
of parts of the tree (subtrees). If internal-node deletion is not allowed,
it results to a sparse tree. Consequently, indexing performance degrades
and querying requires more time. To alleviate the latter issue, researchers
have proposed variants of the R-tree such as the M-tree [Ciaccia et al.,
1997] and the Slim Tree [Traina Jr et al., 2000].
Embedding Methods

Embedding-based indexing techniques, or simply

embeddings, make use of geometric spaces [Hjaltason and Samet, 2003b].
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These methods embed data objects from the original space into another;
for example from the space of time series into their frequency domain
[Agrawal et al., 1993a]. More formally, given an original space X and a
distance function d, data are embedded into a space X  with a distance
function d . This is particularly useful if one already knows how to solve
the problem in (X  , d ).
In many cases, when performing similarity queries in the embedding
space, the results have to be reﬁned using the original distance function
d. This is called ﬁlter and reﬁne approach. In the ﬁlter step, a set P of
most similar elements to the query are retrieved using the embedding. In
the reﬁne step, the original distance function d is computed between the
query and every element in P.
An important property of embeddings is the contractiveness property.
An embedding in contractive if d (x, y) ≤ d(x, y), ∀x, y. This allows to perform range queries without any false dismissals; for all x ∈ D such that
d (x, q) > , for some range value , we can be sure that d(x, q) > , hence
any dismissal would have been correct.
For time series, the Generic Multimedia IndexIng method (GEMINI)
[Faloutsos et al., 1994] introduced the idea of reducing the space of time
series to another space of fewer dimensions. Then, one can use a spatial
indexing method, such as R+ trees and R* trees. For example, Agrawal
et al. [1993a] map time series to their frequency domain using to DFT,
and Faloutsos et al. [1994] map time series to rectangles. Then, R*-trees
are used for searching in the new space. Similarly, Keogh and Ratanamahatana [2005] propose a combination of a lower bound for DTW (later
established as LBKeogh ) together with Piecewise Aggregate Approximation (PAA) as an improvement to GEMINI. This provides exact indexing
for time series under DTW. Papapetrou et al. [2011] proposed EBSM, an
embedding-based indexing method for time-series subsequence-matching.
EBSM works for both the constrained and unconstrained versions of DTW.
In Publication V we present EBESM, an embedding-based indexing method
for k-NN search of event-interval sequences. EBESM is a query-sensitive
embedding; the dimensions of the embedding space are selected in an online manner depending on each query. Additionally, EBESM satisﬁes the
contractiveness property.
Hashing

Hashing is the process of transforming a string into a (usually

shorter) code value. This is achieved by using a hashing or hash function.
The hash function is a function from the set of all data elements X onto
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the set of codes.
A straightforward use of hashing for indexing is the hash table (or hash
map) [Cormen et al., 2001]. It supports only queries of the form “is this
record in the set (index)?”; contrary to k-NN and range queries possible
with other indexing techniques.
Bloom ﬁlters are approximate versions of hash tables that employ multiple hash functions [Bloom, 1970]. They provide one-side errors; only the
answer “not in the set” is always correct. Unlike hash tables, Bloom ﬁlters
have ﬁxed length and do not grow in size. The error rate depends on the
size of entries and length of the ﬁlter.
The Distributed Hash Table (DHT) is the extension of the hash table
into more than one computers [Karger et al., 1997]. Values are assigned
into different nodes of a network based on a key-space partitioning scheme.
Locality Sensitive Hashing (LSH) [Indyk and Motwani, 1998, Gionis
et al., 1999] was introduced to allow approximate similarity search in
high-dimensional spaces, based on hashing. The main idea is that by using multiple appropriate hash functions, the query will have higher probability to coincide in most buckets with its neighbours. The idea has been
extended to a plethora of distance functions; including to p-norms [Datar
et al., 2004] and to kernel similarity [Kulis and Grauman, 2012]. Recent
advances by Andoni et al. [2014] provide improved performance with theoretical guarantees.
Other efforts have focused on creating data-dependent hash functions.
These include Restricted Boltzmann Machines [Salakhutdinov and Hinton, 2007], Binary Reconstruction Embedding [Kulis and Darrell, 2009],
Spectral Hashing [Weiss et al., 2009], and Semi-Supervised Hashing [Wang
et al., 2010].
Inverted Index

The inverted index is one of the most popular indexing

methods used in Information Retrieval [Frakes and Baeza-Yates, 1992].
An inverted index consists of a collection of keys, typically words. To each
key corresponds a list of entities, typically documents (their identiﬁcation
codes). A document is listed in all lists corresponding to all the words it
contains. It is then possible to answer in which documents does a given
word appear. To answer conjunctive queries, it sufﬁces to compute the
intersection of the corresponding lists.
One of the beneﬁts of the inverted index is that it can be easily distributed across multiple machine simply by assigning a set of keys to
each machine. This allows the use of storage space and computational
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resources on each machine, but in turn requires a strategy for merging
the results.
The main drawback of the inverted index is its memory requirements. A
key is created for each new word, and the identiﬁcation code of a document
is stored as many times as the words it contains. A simple solution to
both cases is to ﬁlter the keys (words) of the inverted index. However, in
most cases this would limit the valid queries, or would render the index
approximate.
Another drawback is that phrase queries (searching for whole phrases)
are not supported. Despite the possibility for conjunctive queries, there
is no trivial way to incorporate any ordering in the words. A brute-force
approach is to perform post-ﬁltering on the results of a conjunctive query.
However, there are no performance guarantees. To alleviate this problem,
Patil et al. [2011] propose using phrases as keys, and removing phrases
from the document lists if in every occurrence they are the preﬁx of another phrase.
In Publication II we present Relation Index, an indexing method for subsequence search in databases of event-interval sequences. The method relies on an inverted index. The keys are patterns of 2 event-intervals and
their interval-relation. A similar approach was presented in SingleKarmaLego [Moskovitch and Shahar, 2015a].
Other approaches

Finally, unlike all aforementioned indexing techniques,

the UCR_suite is a recently proposed solution for searching through trillions of time series, but avoids preprocessing the dataset altogether [Rakthanmanon et al., 2013]. It does not create any large data structure for
speeding up search. It relies on the consecutive use of lower bounds and
early-abandon techniques. Zoumpatianos et al. [2014] support the thesis
that it is prohibitive to build an index in advance for searching through
billions of sequences. However, they propose building an adaptive index
incrementally.
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6. Summarisation

In an alternative problem setting, we do not want to search through a
large collection of data, but we prefer to acquire its summary. We would
like to produce or learn as little new data as possible that provide the
most information about the original collection.
Summarization of a group of data values can be performed by using
statistics. In other words, we may compute certain numerical values that
provide insights into the dataset in question. These values include the
mean, the median, and the minimum and maximum values. A slightly
more informative approach is to provide a visual representation of the
dataset, in the form of a histogram, a box plot, a scatter plot, etc.
When the elements of the dataset are more complex than single numerical values, more sophisticated techniques are used to provided us with
insights. We discuss the most common techniques from the ﬁeld of Data
Mining in the following sections. Most relevant to this thesis are the clustering and pattern mining techniques.

6.1

Pattern Mining

Pattern mining is the hypernym that refers to processing a dataset in
order to discover patterns that satisfy certain criteria. Unlike the search
problems that were described in Chapter 4, in pattern mining there is no
need for the user to deﬁne a query object Q; the users do not necessarily
know in advance what they are looking for. However, the pattern mining
algorithms usually do employ search as a subroutine.

6.1.1

Frequent-Pattern Mining

When the criterion for mining patterns is the frequency of the pattern in
the dataset, the problem is known as frequent-pattern mining.
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Deﬁnition 6.1. The support of a pattern P in a dataset D is the ratio of
elements in D that contain the pattern P .
The above deﬁnition considers the support of a pattern to be a real number from the interval [0, 1]. Alternative deﬁnitions consider the support to
be an integer that denotes the count of elements in D that contain P .
Problem 6.2. (Frequent-pattern mining) Given a database D with
transactions T1 , T2 , . . . , Tn , and minimum support value s, ﬁnd all patterns P that appear in at least s transactions.
In order to avoid a large number of redundant frequent patterns, most
frequent-pattern mining algorithms produce either maximal or closed frequent patterns.
Deﬁnition 6.3. (Maximal Frequent Pattern) A frequent pattern P is
maximal if there exists no pattern P  such that P ⊂ P  and P  is frequent.
Deﬁnition 6.4. (Closed Frequent Pattern) A frequent pattern P is
closed if there exists no pattern P  , such that P ⊂ P  , with support equal
to the support of P .
The problem of frequent-pattern mining is closely related to that of ﬁnding association rules. Both concepts where proposed within the context
of item transactions (basket data, purchase logs) [Agrawal et al., 1993b].
Hence, they have been originally deﬁned with respect to itemsets. Itemsets represent a set of items and can be viewed as binary vectors.
Deﬁnition 6.5. (Association rule) Given two frequent itemsets, U and
V , with U ∩ V = ∅, a rule of the form U =⇒ V is an association rule with
minimum support s and minimum conﬁdence c, if and only if both of the
following conditions hold:
• the support of the pattern U ∪ V is at least s; U ∪ V is a frequent
pattern.
• the ratio of the support of U ∪ V to the support of U is greater or
equal to c.
The above translates to “if a customer purchases all items in the set U ,
she also buys the items of the set V , with conﬁdence c”. The minimum
support determines the amount of rules that are returned.
The most popular and inﬂuential algorithm for frequent-pattern mining
is the Apriori algorithm [Agrawal and Srikant, 1994]. It relies on the idea
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that for a pattern of length, or size, k to be frequent, then all of its subpatterns of length k-1 must be frequent. Hence, it constructs frequent
patterns in a bottom-up approach.
The above deﬁnitions are not restricted to itemsets. They extend to various types of data, including temporal data and graphs. For temporal data,
sequential pattern mining refers to the scenario where the patterns preserve some form of order. For example, Mannila et al. [1997] study the
problem of ﬁnding frequent episodes in sequences of events.
Prior to this thesis, the vast majority of work in the ﬁeld of Data Mining
related to event-interval sequences dealt with the problem of frequentpattern mining [Batal et al., 2012, Chen et al., 2010, Höppner and Klawonn, 2001, Kam and Fu, 2000, Laxman et al., 2007, Mörchen and Ultsch,
2007, Mörchen and Fradkin, 2010, Papapetrou et al., 2009, Patel et al.,
2008, Villafane et al., 2000, Winarko and Roddick, 2007, Wu and Chen,
2007, 2009]. The goal is to detect those e-sequences (patterns) that are
subsequences of as many e-sequences in the database; for a detailed description of the differences of these methods we refer the reader to the
Related Work section of Publication V. In Publication II we show that
examining whether an e-sequence is a subsequence of another larger esequence is an N P -hard problem. Thus, most of the aforementioned approaches are tailored to searching within e-sequences, or ﬁnding frequent
pattern-sequences, that do not have overlapping event-intervals of the
same label. Actually, for reasons of complexity, many of the aforementioned publications do not even consider all of the interval-relations in
Allen’s algebra. Until this thesis was composed, the best performing technique that fully considers Allen’s relations is KarmaLego [Moskovitch and
Shahar, 2015c].
There exist several drawbacks when mining for frequent patterns. First,
the fact that a pattern is very frequent might provide only trivial insights. For example, we know in advance that {milk, eggs, butter} is probably a frequent pattern in grocery-store purchases. Hence, one can argue that it is not reasonable to apply a very sophisticated and expensive
algorithm for such an obvious answer. Second, there usually exist too
many frequent patterns that are very similar to each other. We would get
itemsets such as {milk, eggs, butter, bread}, {milk, eggs, butter, yogurt},
{milk, eggs, butter, cheese}, etc. Handling the abundance of frequent patterns becomes a separate problem. Third, depending on the use-case, the
patterns that would beneﬁt the user are not necessarily the frequent pat-
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terns in the dataset.

6.1.2

Interesting-Pattern Mining

To circumvent the drawbacks of frequent-pattern mining, a different approach to pattern mining involves ﬁnding patterns that are interesting
for the human. This is known as interesting pattern mining.
Clearly, there is no uniform way to deﬁne what constitutes and interesting pattern. While certain works attempt to make the distinction between
objective and subjective interestingness [Padmanabhan and Tuzhilin, 1998,
Silberschatz and Tuzhilin, 1995], eventually, interestingness can depend
on both the application, the dataset, and the user. So, in order to provide
interesting patterns, researchers have deﬁned several secondary measures.
For example, the algorithm might be driven by the need for diversity
in the results [Hilderman and Hamilton, 2001]. Alternatively, novelty is
ﬁnding patterns that could not have easily been found by what was known
so far [Sahar, 1999]. Actionability in a certain domain is the property allowing the user to perform additional actions in that domain [Ling et al.,
2002]. Finally, if the coverage of the dataset makes the pattern interesting, then the approach is the frequent-pattern mining. The literature on
the topic of interesting-pattern mining is too vast to describe in detail in
this thesis. For a survey of different measures on interestingness for patterns and summaries, we refer the reader to the surveys by Geng and
Hamilton [2006] and by McGarry [2005].

6.1.3

Sequence segmentation

For temporal data, one particular variation of pattern mining is the sequence segmentation problem [Sclove, 1983]. Given a sequence, usually
a time series, the goal is to segment it into a set of contiguous, nonoverlapping (disjoint) segments that cover the whole sequence. The segments should maximise some homogeneity measure, or conversely minimise some error measure.
There exist several formulations of the sequence segmentation problem
[Chung et al., 2004, Kiernan and Terzi, 2009, Lemire, 2007, Tatti, 2013].
However, most formulations generalise to or are equivalent to having one
large sequence that should be segmented.
The segmentation problem variations can also be divided into ofﬂine and
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online segmentation. In the ofﬂine version, the user has knowledge of the
whole sequence in advance [Himberg et al., 2001], while in the online
case, the values arrive in an online fashion [Keogh et al., 2001b, Palpanas
et al., 2004]
In the typical case, given a time series (or any other sequence) S, the
goal is to ﬁnd the k-segmentation M of S, with |M| = k, and μm the
distinctive value of the segment m ∈ M such that the following expression
is minimised:

argmin
M

 

|St − μm |p

1

p

(6.1)

m∈M t∈m

Given a time series with n time points, the optimal solution can be found
in O(n2 k) by using Dynamic Programming. Due to the fact that the complexity of this approach is quadratic with respect to the the length of the
sequence, applying the DP approach becomes prohibitive for very long
sequences. As a result, most research has focused on providing approximation techniques of sub-quadratic complexity.
The approaches can be divided into recursive (top-down), bottom-up, and
sliding window [Keogh et al., 2004]. For example, Terzi and Tsaparas
[2006] propose two recursive approaches: a 3-approximation algorithm
4

5

that requires O(n 3 k 3 ) time, and another that requires O(n log log n) time
but has an O(n log n) approximation ratio. A better algorithm achieves a
segmentation within factor (1 + ) of the optimal, for any  > 0, in time
O(−1 n log n) [Guha et al., 2006].
In Publication IV we study the problem of segmenting the activity of
a temporal network. The assumption is that the network operates in a
set of recurring modes, and the whole activity can be described as a transition between these modes. The goal is to segment the activity into k
segments so that the projections of the segments are most similar to a set
of h “summary” graphs, with k > h. Our problem formulation varies from
the typical segmentation problem, since we aim to ﬁnd both the h summaries and the k segments. The problem has been inspired by the work
of Gionis and Mannila [2003] who study the (k, h)-segmentation problem
in time series. Their goal was to segment the time series into k parts that
can be best summarised using only h real values; again k > h.
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6.2

Clustering

Another form of summarising a dataset is by dividing its elements into
groups, or clusters. Intuitively, elements in the same cluster should be
similar to each other, and very different from the elements in the other
clusters.
The objective of clustering is not unique. In certain cases, one would like
to discover a common structure for groups of data elements and thus gain
insights into how the data are produced. In other cases the goal is simply
to partition the dataset; to divide the dataset into smaller sets. The latter
can be helpful for speeding up tasks such as 1-NN search, since one has
to search only within an object’s cluster.
A resulting instance of assigning the data elements of a dataset D to
a group of clusters C1 , . . . , Ck is also called a clustering C. Each element
might be assigned to a single cluster (exclusive clustering), or to multiple
clusters (overlapping, or non-exclusive clustering). Fuzzy clustering [Gath
and Geva, 1989, Xie and Beni, 1991] is the situation where each data
element is assigned to all clusters, but with a different probability value;
for a given sample, the probabilities for all clusters sums to 1. Fuzzy
clustering can be viewed as the generalisation of both the exclusive and
overlapping cases. Finally, a clustering is complete if all data are assigned
to clusters, and partial if only a strict subset of the dataset is assigned to
clusters.
There are several types of clustering algorithms based on their input.
The ﬁrst type take as input a table, with each row corresponding to an
element in the dataset, and each column corresponds to a feature of the
data. The algorithms belonging to the second type take as input a |D|×|D|
distance matrix. Both types of input demonstrate the need for a proximity
function to be deﬁned. The third type of algorithms takes as input a whole
graph. This special case is known as graph clustering; this problem should
not be confused with the problem solved in Publication I, where the goal
is to cluster data samples that are individual graphs.
Depending on the produced output, clustering algorithms can be divided
into two distinct categories: hierarchical and partitional algorithms.
Partitional clustering

Partitional clustering is perhaps the simplest form

of clustering. It partitions a dataset into clusters; these clusters are usually exclusive (non-overlapping).
The most widely known problem formulation for partitional clustering

56

Summarisation

Figure 6.1. Example of a partitional clustering with 4 clusters. Samples belonging to the
same cluster are depicted with the same colour. The red crosses denote the
centroids of the clusters.

is the k-means clustering [MacQueen, 1967, Berkhin, 2006]. We need
to point out that the term “k-means” is used in the literature for both
the problem and the iterative local search heuristic that approximates
it [Lloyd, 1982].
In k-means clustering, the goal is to partition the n data objects and
group them around k centroids. These centroids are also points in the
space, but they are not necessarily one of the points belonging to the data
objects.
Formally, in the k-means problem, the goal is to ﬁnd k centroids μ =
{μ1 , . . . , μk } that minimise the sum of distances of each point to its closest
centroid; the objective function is given by Equation 6.2:

argmin
μ

k 


||x − μi ||2

(6.2)

i=1 x∈Ci

An example of k-means clustering, for k = 4, is illustrated in Figure
6.1. The algorithm has identiﬁed four cluster centroids that are depicted
as red crosses. Each data sample is assigned to its closest centroid. Data
samples that belong to the same cluster are depicted with the same colour.
For one-dimensional spaces, computing the exact problem solution for
k-means is possible in polynomial time by using Dynamic Programming.
The problem is NP-hard for Euclidean spaces in the general case of dimensions, even for k = 2; Aloise et al. [2009] correct the proof of Drineas
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et al. [2004]. The problem remains hard for any value of clusters k, k ≥ 2,
even in the 2-dimensional plane [Dasgupta and Freund, 2009, Mahajan
et al., 2009].
If in Equation 6.2 the mean function is replaced with the median, the
problem variation is known as k-medians. For k-medians, Arora et al.
[1998] presented a PTAS for points on the plane, and Charikar et al.
[1999] gave a 6 23 -approximation algorithm for the metric Euclidean space.
Kolliopoulos and Rao [1999] provided a randomised approximation scheme
for points in d-dimensional Euclidean space. The asymptotic time complexity is O(21/d n log n log k); this is log-linear for any ﬁxed  and d.
The solutions to the k-means and k-medians problems are points in the
space, that are not necessarily part of the original data. However, these
algorithms are inapplicable when one only has a distance matrix of the
data, or the data are complex structures such as graphs, where there is
no explicit space. For this case, k-medoids is a variant where the returned
cluster-centres are chosen from among the original data objects [Kaufman and Rousseeuw, 2009, Park and Jun, 2009]. Finally, k-modes has
been proposed for categorical data [Huang, 1998], and k-prototypes for
the mixture of numerical and categorical data [Huang, 1997].
Despite its popularity, the k-means approach to clustering suffers from
several limitations. First, it assumes that clusters are spherical. Second, it has trouble with clusters of different sizes. Third, the number of
clusters k should be given as an input parameter. Fourth, it belongs to
the class of NP-hard problems, and the popular heuristic produces lowquality solutions when the original centroids are chosen poorly. Fifth, it
is susceptible to outliers. Since all data points should be assigned to a
cluster, a data point far away from the others can cause the centroid to
“drift” far from the “true” cluster centre so that the objective function is
minimised.
For the issue of performance, several of variants have been proposed.
k-means++ [Arthur and Vassilvitskii, 2007] guarantees solutions within a
factor O(ln k) of the optimal solution; the bound is tight. The improvement
is a careful “seeding”; the selection of initial cluster centres. In particular,
at the initial phase, cluster centres μ2 , . . . , μk are chosen with probability
2
 D(x)
2,
D(x)
x∈D

where D(x) denotes the shortest distance from a data point

to the closest centre already chosen. Ostrovsky et al. [2012] provided
improved results, as well as different seeding strategies, and Matoušek
[2000] provided a polynomial-time approximation scheme (PTAS),
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More importantly, completely different approaches to k-means have been
presented. For example, the density-based spatial clustering of applications with noise (DBSCAN) [Ester et al., 1996] circumvents all aforementioned limitations of k-means. In DBSCAN the user has to provide the
value for the distance threshold  so that two objects are considered “similar”, and should be added to the same cluster. The user also provides the
value for the minP ts parameters. DBSCAN then classiﬁes data objects
into core points, if more than minP ts other objects are within  distance.
If for any data object, no other data object is within  distance, then that
data object is considered an outlier and is not assigned to any cluster. Objects are assigned to the same cluster as their neighbours that are within
 distance.
DBSCAN belongs to the density-based family of clustering algorithms.
It can ﬁnd clusters independently of their shape. However, the fact that
it relies on the density of the data objects, to form the clusters, can prove
problematic in cases where clusters have different densities. A survey on
different density-based approaches is provided by Kriegel et al. [2011].
Finally, an algorithm may operate directly on the input data, when that
are in the form of a matrix. Independent of whether the rows correspond
to data objects and the columns are the coordinates, or whether the input matrix is the distance matrix of the dataset. Algorithms that apply
spectral methods to the matrix are known as spectral clustering [Shi and
Malik, 2000].
Certain approaches map the problem to that of partitioning a graph
and applying graph partitioning algorithms. One approach is to bisect
the graph recursively until k clusters have been formed [Spielman and
Teng, 1996], while another is to directly partition the graph into k clusters [Alpert and Yao, 1995].
Due to the fact that most spectral clustering algorithms reduce the original space to one of fewer dimensions, the approach has many similarities
to that of Dimensionality Reduction (described in Section 6.4).
The methods used in the publications that are appended to this dissertation do not belong to the category of spectral clustering, hence we will not
extend further. We refer the interested reader to the survey by Filippone
et al. [2008].
Hierarchical clustering

creates a hierarchy of the similarity relations be-

tween the elements in the dataset. In practice, it can be viewed as a
conﬁguration of all data in a series nested clusters. This hierarchy is
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a

b

c

d

e

Figure 6.2. Example of a dendrogram for a dataset with 5 data objects, {a, b, c, d, e}. The
nested clusterings are {{a, b}, {{c, d}, e}} “Cutting” the tree “horizontally” at
different levels produces different partitional clusterings.

often in the form of a tree, called a dendrogram; an example is shown
in Figure 6.2. The root of the tree corresponds to a single large cluster
that contains all the data. The leaves of the tree are singleton clusters
of individual data objects. Each intermediate node corresponds to a cluster formed by merging its children(-clusters). By setting a threshold on
the distances between clusters we acquire a partitional clustering. By
altering the value of the distance threshold parameter we achieve different levels of granularity; informally, this can be thought as “cutting” the
dendrogram “horizontally” at different points. Due to this, a hierarchical
clustering provides more information than partitional clusterings.
There exist two approaches for computing hierarchical clusterings: Agglomerative is a the bottom-up approach that initially considers each data
object as a cluster of its own. Then, it proceeds to merge clusters, based
on some criterion, until it is left with only one cluster that encompasses
all data objects.
There exist several strategies for merging clusters in the agglomerative
approach. In general, at each step, the two clusters with smallest proximity are merged. Hence, it is a matter of deﬁning the distance between
clusters. In the MIN case (or, single link), the distance of two clusters, Ci
and Cj , is deﬁned as the minimum distance d(x, y) between any two points
x ∈ Ci and y ∈ Cj . In the MAX case (or, complete link), the distance of two
clusters Ci and Cj , is deﬁned as the maximum distance d(x, y), x ∈ Ci ,
y ∈ Cj . An alternative approach, known as Ward’s method [Ward Jr,
1963] merges the two clusters that produce the minimum total increase

of within-cluster variance; x,y∈Cmerged d(x, y)2 . The above criteria can be
modiﬁed to combine additional information such as a cluster’s size.
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Divisive is the bottom-down approach that initially considers one single cluster with all data objects. Then, based on a certain criterion, it
proceeds to recursively bisect clusters into smaller clusters, until all data
objects belong to individual singleton clusters. This takes n bisections for
n data objects. Unlike agglomerative counterparts, divisive strategies apply a global criterion for deciding their next step. We refer the reader to
work by Zhao et al. [2005] for a list of objective functions used by divisive
algorithms.
Results on document clustering demonstrate that divisive algorithms
produce better hierarchical clusterings compared to agglomerative approaches, both in terms of quality and running time [Zhao and Karypis,
2004].
Graph Clustering

Instead of data in a geometrical space, the input can be

a graph. This is a special case of clustering known as graph clustering. In
graph clustering the task is to group together vertices of the graph, that
share some common attribute or property, based on a certain criterion.
Graph clustering can be seen as a special case of clustering points in a
geometric space; the distances depend on the edges connecting the vertices, and the examined structural criteria. However, most algorithms
approach the problem of graph clustering with tools from Graph Theory. Similarly, the problem bares resemblance to that of graph partitioning [Arora et al., 2009, Ding et al., 2001] When the graph’s vertices represent humans or other entities of similar type, the process is also known as
community detection [Fortunato, 2010]. For a list of different deﬁnitions
of graph clustering and objective functions, and a landscape of the relevant algorithms, we refer the interested reader to the survey by Schaeffer
[2007].
A key aspect of graphs that resemble real-life networks is that they differ from random graphs. Some might have heavy-tailed degree distributions [Faloutsos et al., 1999, Jeong et al., 2000], have a small diameter [Milgram, 1967], be highly clustered [Watts and Strogatz, 1998], or be
well connected [Leskovec et al., 2009]. Time-evolving networks have been
shown to densify and shrink in diameter [Leskovec et al., 2007]. Thus,
algorithms for clustering such networks have been tailored to take into
account these special properties [Lancichinetti et al., 2008].
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6.2.1

Clustering Evaluation

Different algorithms or even different parameter values, result in different clusterings. Thus, choosing the appropriate clustering, or deciding
if a clustering is good enough, requires the methodology and means for
evaluation the quality of a clustering.
When we are not provided with anything other than the clustering, we
need to measure internal features of the clustering. The cohesion, or
compactness, measure applies to single clusters and examines the intra
cluster distances; cohesion(Ci ) = x,y∈Ci d(x, y). The separation measure
applies to pairs of clusters and examines the inter-cluster distances of

samples; separation(Ci , Cj ) = x∈Ci ,y∈Cj d(x, y).
The silhouette coefﬁcient examines the suitability of assigning a speciﬁc
data object to its cluster, and combines cohesion and separation. The silhouette coefﬁcient si for a data object i is deﬁned as: si =

bi −ai
max(ai ,bi ) .

a(i)

is the average distance of i to all other objects in its cluster. bi is the
minimum value over all other clusters of the average distance of i to the
objects in the cluster. The values of the silhouette coefﬁcient are within
[−1, 1]. A negative value indicates that a sample is on average closer to
another cluster than to the one assigned.
Connectivity examines if the nearest neighbours of data objects belong to
the same cluster as the object. The Dunn Index [Dunn, 1973] is computed
as the ratio of the minimum distance between data objects not in the same
cluster, to the largest intra-cluster distance; more is better.
In other cases, we are provided not only with the clustering but with
additional information, such as the class-labels or other distinguishing
features of the ground truth. Then we may apply a series of other external
measures.
Assume that for a cluster Ci , the majority element of the objects’ classlabels appears mi times. Then, the clustering purity for cluster Ci is equal
to

mi
|Ci | .

For a whole clustering, the purity is the weighted average of puri-

ties over all clusters. The clustering purity indicates how well a clustering
algorithm (or the distance function) separates data that belong to differ
ent classes. The entropy H(Ci ) of a cluster is H(Ci ) = − l∈L |Cωil| log2 |Cωil| ,
where L is the set of different class labels, and ωl the number of objects in
Ci with class-label l. For a whole clustering, the entropy is the weighted
average of entropies over all clusters.
Finally, the Rand Index [Rand, 1971] and its variant the Adjusted Rand
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Index [Hubert and Arabie, 1985] quantify the difference of two clusterings (of the same dataset). The Rand Index counts the pairs of objects
that are assigned to the same clusters, a, and the pairs that are assigned
to different clusters, b, in both clusterings. Then the sum is divided by
a+b
. The Rand Index takes values in [0, 1], with 1
(|D|
2 )
signifying perfect agreement. If we view the clustering as a series of deci-

the sum of all pairs;

sions, i.e. the aforementioned values a and b are “true positives” and ”true
negatives” respectively, then we may also apply the precision and recall
measures (as described in Chapter 5).
On a completely different approach, work by Gionis et al. [2007] has
focused on aggregating multiple clusterings that are produced by different
algorithms. The goal is to acquire one single clustering that agrees as
much as possible with all input clusterings.
Despite the vast existing literature and the continuous efforts of researchers to ﬁnd the best clustering algorithm, Kleinberg [2003b] has
demonstrated that there is no clustering function that satisﬁes all 3 of
the following axioms: scale invariance, richness, and consistency.
The scale invariance axiom requires that the produced clustering remains the same under the simultaneous scaling of all the distances. The
richness axiom indicates that for any dataset D and any clustering C of D,
there should be a distance function d on D that produces the partition C.
Finally, the consistency axiom requires that expanding distances between
points in different clusters and shrinking distances between points inside
a cluster should not change the result.

6.2.2

Techniques for temporal Data

A signiﬁcant amount of work on clustering time-series data follows the
typical distance-based approach [Liao, 2005]. Other approaches consider
the use of more sophisticated approaches. For example time series are
represented using shapelets [Zakaria et al., 2012, Ye and Keogh, 2009],
or are viewed after applying the Discrete Wavelet Transform [Mörchen,
2003] or the Haar Wavelet Tranform [Struzik and Siebes, 1999]. Alternatively, an approach may focus on structural data such as trend, seasonality or periodicity [Wang et al., 2006],
One of the most important theoretical results is that by Keogh and Lin
[2005]: Extracting subsequences of time series and clustering those, has
been proven to be meaningless; the output of this approach is independent
of the input.

63

Summarisation

The work in Publication V presented the ﬁrst metric distance measure
for event-interval sequences. This enables the use of distance-based clustering techniques. Similarly, the Longest Common SubPattern of eventinterval sequences, presented in Publication III serves as similarity function and enables the use of similarity-based clustering algorithm.
In Publication I we solved the problem of clustering data streams where
each data object is a whole graph. Previously, the most common problem
setting had been to cluster a stream with each object being an individual
vertex or a subgraph [Aggarwal et al., 2010, Zhao and Yu, 2013], but all
deﬁned over one large graph.

6.3

Anomaly Detection

Anomaly Detection (AD), or Outlier Detection, is the broad term that
refers to ﬁnding elements within a set with one or more characteristics
The task of anomaly detection complements that of clustering.
Applications of Anomaly Detection include Network Intrusion Detection [Denning, 1987], fault detection in machines such as spacecrafts [Fujimaki et al., 2005], credit card fraud detection [Aleskerov et al., 1997],
and Health Informatics applications such as detecting malignant tumours
[Spence et al., 2001].
AD problems can be divided in three main categories: supervised, unsupervised, and semi-supervised. In supervised anomaly detection, we
are provided with two sets of known “anomalies” and “normal” elements.
The task is then to discover the class of other elements. In unsupervised
anomaly detection the goal is to analyse the dataset and discover which
of the elements are anomalies. The semi-supervised scenario is a hybrid
case of the previous two. While several deﬁnitions exist, in the most common the user is only provided only with instances of normal data [Chandola et al., 2009]. However, some researchers argue that the typical AD
setting is the unsupervised variation [Görnitz et al., 2013].
Certain clustering algorithms can be used to perform anomaly detection
simultaneously to the clustering process. For example, in the DBSCAN
algorithmany element may not be assigned to a cluster, if it is determined
to be a noise point. Similarly, the k-means-- algorithm retains a set of l
outliers during its iterative procedure [Chawla and Gionis, 2013].
For temporal data, anomaly detection includes a set of problems that are
unique to this type of data. In particular, apart from searching for outliers
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within a sequential database [Sun et al., 2006], it is very important to
be able to identify outliers within one large sequence, and within a data
stream.
When searching for outliers within one large time series, there are two
main variations of the problem: outliers that are either values, or whole
segments. For the ﬁrst category, identifying, within a time series, deviations from the typical behaviour (range of values) is also termed as novelty
detection [Dasgupta and Forrest, 1996, Basu and Meckesheimer, 2007].
Similarly, change-point detection methods attempt to ﬁnd the points in
a time series when some property changes drastically [Kawahara and
Sugiyama, 2009]. For the latter category Hot SAX attempts to ﬁnd discords, this is unusual subsequences (segments) in a larger time series
[Keogh et al., 2005, Bu et al., 2007].
For data streams the deﬁnition of anomaly can change over time. For
example, when monitoring the health of a patient, the same symptoms
might be an outlier before a heart attack, but not afterwards, and vice
versa. Due to this, many AD algorithms for streams consider a sliding
window, and determine what constitutes anomaly given the current data
in the window [Cao et al., 2014, Subramaniam et al., 2006]. In other
scenarios, there might be a clear trend in the data of the stream but at
some point this trend is interrupted [Aggarwal, 2005].

6.4

Dimensionality Reduction

A set of multi-dimensional data might have some of the features (dimensions) correlated to each other. Other features might not provide any signiﬁcant information since the values are the same. So, in order to gain an
understanding of the underlying structure of the data, we would like to
perform dimensionality reduction. In other words, we want to keep those
dimensions that provide the most information.
Another use of dimensionality reduction is to acquire a low-dimensional
representation of the data in order to avoid the curse of dimensionality in
k-NN queries [Beyer et al., 1999].
Dimensionality reduction methods are divided into two categories: linear, and non-linear approximations of the original data.
Some of the most popular linear methods are Priniciple Component
Analysis (PCA) [Jolliffe, 2002], Multi-dimensional scaling (MDS) [Kruskal,
1964], and Independent Component Analysis (ICA) [Hyvärinen et al., 2004].
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PCA reduces an m-dimensional dataset, by ﬁnding n new orthogonal vectors, called principal components, that describe a new coordinate system.
The principal components are the axes that retain the maximum variance
when the data are projected onto them. MDS reduces the dimensions
while attempting to retain the pairwise distances. Finally, ICA attempts
to ﬁnd a set of fewer dimensions that maximise the statistical independence of the data, when projected on those dimensions.
For the case of non-linear transformations, PCA is extended with the
kernel PCA variation [Schölkopf et al., 1998]. Other techniques such as
Isomap [Tenenbaum et al., 2000] and Locality-Linear Embedding (LLE)
[Roweis and Saul, 2000] can be regarded as deﬁning a graph-based kernel
for kernel PCA.
For time series in particular, four major methods have been proposed,
for the purpose of indexing. The Fourier Transform, and in particular its
discrete version examines the frequency domain of a time series [Cooley
and Tukey, 1965]; signals can be viewed as a combination of a ﬁnite set
of sine (or cosine) waves. The Discrete Haar Wavelet Transform (DWT)
approximates time series as a combination of Haar wavelets [Chan and
Fu, 1999, Chui, 2014]. The Piecewise Aggregation Method (PAA) reduces
a time series into a number of equal-sized frames. Then, the value for
each frame is the mean of its values [Keogh et al., 2001a]. PAA has been
the basis for SAX, another popular approach for discretising time series
[Lin et al., 2003]. Finally, Singular Value Decomposition (SVD) differs
from the rest since it is applied to the whole dataset and not on single
time-series data objects [Korn et al., 1997].

6.5

Visualisation Methods

A visual representation of the data can serve as a summary of the dataset.
Aforementioned summarisation techniques such as the histogram and the
box plot are such examples of visualisation methods. Visualising a part of
or the whole dataset can also facilitate the initial steps of a more sophisticated analysis of an unfamiliar dataset.
The major beneﬁt of visualisation methods is that they utilise the natural visual perception skills of a human. Attributes such as colour, length,
shape and its orientation, and distance are gathered and processed subconsciously via pre-attentive processing [Thorpe et al., 1996]. This allows
the allocation of brain resources for processing more sophisticated con-
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cepts [Riesenhuber and Poggio, 1999]. For example, from Figure 6.1, one
can quickly and easily comprehend that, based on the extracted features,
the elements of the dataset are divided into 4 roughly equal groups and
that the cluster centres are arranged in a 2 × 2 grid-like pattern.
However, visualisation methods are not always suitable. Most importantly, visualisation methods do not scale; their utility is not maintained
as the size of the dataset increases. For example, while it might sufﬁce to
visualise a graph with a few tens or hundreds of vertices, the same does
not hold with graphs with millions of vertices.
In addition, it is not an easy task to create useful and informative visualisations. It is often required by the person creating the visualisation to
have visualisation- and application-domain knowledge.
For the case of graph visualisation, it is necessary not only to decide on
the most suitable graph layout type (how the vertices are ordered on the 2dimensional plane), but also to compute the instance of the graph layout.
Computing certain graph-layout algorithms is computationally intensive.
Battista et al. [1998] provide an overview of the algorithms for visualising
graphs.
In addition, for certain categories of graphs, such as social-network graphs
and web graphs, the graphs ﬁrst need to be analysed in order to discover
the important information that should be presented [Herman et al., 2000,
Henry et al., 2007]. Notable examples include the detection of communities [Fortunato, 2010, Gibson et al., 1998, Newman and Girvan, 2004],
and determining the most important vertices [Brin and Page, 1998, Freeman, 1977, Kleinberg, 1999]
Hence, due to the limitations of visualisation methods and the computational complexity of ﬁnding the information that should be visualised,
one can argue that visualisation techniques are merely a post-processing
facilitation, and not a summarisation category equal to the rest that are
mentioned in this chapter.
In the ﬁeld of event-interval sequences, visualisation methods have recently been proposed for depicting important scenarios. Monroe et al.
[2013] propose the simpliﬁcation of event-interval sequences for facilitating the visualisation of event-interval sequences. Simpliﬁcation operations include merging disjoint or overlapping event-intervals, and substituting interval-labels. Cohort Comparison [Malik et al., 2016] was
proposed for visualising event-interval sequences together with relevant
statistical values, for the purpose of comparing pairs of groups of event-
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interval sequences. Finally, KarmaLegoV is a visualisation tool for presenting the candidate-generation tree when mining frequent pattern under KarmaLego [Moskovitch and Shahar, 2009].
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7. Used methods

In this chapter we provide a brief overview of all the techniques and evaluation methodologies used in Publications I-V. Most algorithms belong to
the category of combinatorial and discrete methods. All terms have been
mentioned, described, or deﬁned in previous chapters of this dissertation.
In Publication I, we use a combinatorial approach to derive GEDLB , the
lower bound for the Graph Edit Distance. Like all lower bounds in this
dissertation, it is evaluated based on its tightness and its pruning power.
The tightness of a lower bound is the average ratio of its value over the
value of the full distance function; LB(x, y)/d(x, y). The pruning power
of a lower bound is the average ratio of comparisons that were pruned
during k-NN or range queries; see Algorithm 1. Additionally, we modiﬁed Simulated Annealing (SA), a local search method, to approximate the
value of the GED. SA is evaluated in terms of running time and tightness


SA(x)/Opt(x) . The Adjusted Rand Index is used to evaluate the quality of the proposed online clustering algorithm; DBSCAN served as the
ofﬂine competitor.
In Publication II, we propose a Dynamic Programming (DP) algorithm
for determining if a query event-interval sequence Q is a subsequence of
another e-sequence. The discussed variants of the problem are also solved
by modifying the aforementioned DP algorithm. Hardness results are derived with reductions from the decision version of the Clique problem.
Additionally, Relation Index (the proposed indexing technique) is a modiﬁed version of the Inverted Index. The evaluation measures are: look-up
time (time needed to return the results of a query) and retrieval precision.
The latter is the average ratio of correct sequences fetched compared to
the number all the fetched sequences. All benchmarked techniques guarantee 100% recall; all relevant (correct) e-sequences are returned.
In Publication III we present a worst-case exponential-time algorithm,
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based on DP, for discovering the longest common sub-pattern of two eventinterval sequences. By modifying the DP algorithm in different ways, we
acquire the guaranteed polynomial-time approximation algorithms. The
algorithms are evaluated in terms of running time and tightness (approximation ratio). Hardness results were derived by reductions from the decision versions of the Clique Problem, and to the optimisation version of
it. The upper bounds are benchmarked and evaluated in terms of tightness, and pruning power under 1-NN queries. Finally, the LCSP similarity function is compared against the Longest Common Subsequence similarity function (LCSS), when e-sequence are mapped to strings, in terms
of 1-NN and 3-NN classiﬁcation accuracy and clustering purity.
In Publication IV we derive hardness results via reduction from the
Hypercube-Segmentation problem and a more elaborate reduction from
3-SAT [Garey and Johnson, 1979, Kleinberg et al., 2004]. We use Dynamic Programming for segmenting the temporal network’s timeline. All
proposed algorithms are combinatorial approximation algorithms. They
are benchmarked in terms of running time and cost of solutions.
Finally, in Publication V we present Artemis and a combinatorial algorithm for computing it. Artemis is benchmarked against other distance measures in terms of running time, 1-NN classiﬁcation accuracy,
and retrieval accuracy under different types of noise. The lower bound
ArtemisLB is evaluated in terms of tightness and pruning power. The proposed embedding-based indexing method is evaluated based on look-up
time and pruning power (full-distance comparisons avoided) under 1-NN
queries.
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Data have gained a central position in the modern world, and Data Mining has emerged as a very active and popular research ﬁeld. A large part
of all produced data are temporal data; data annotated with time-stamps.
This thesis presented advances in the ﬁeld of temporal-data analysis.
These advances have been published in the form of 5 peer-reviewed publications; Publications I-V. The sub-topics include event-interval sequences, data streams and temporal networks. The problems solved fall into
two main categories: search and summarisation.
In particular, due to the scientiﬁc contributions as part of this dissertation, it is now possible to search within large databases of event-interval
sequences. The presented methods address both full-sequence similarity and subsequence search. The methods are applicable to data from
various ﬁelds including transcriptions of American Sign Language (ASL),
patient’s health records, and network- and robot-sensor data.
In addition, we have presented methods for summarising temporal networks, by discovering their recurring activity. This should facilitate the
analysis of several types of temporal networks such as online social networks, infrastructural networks (such as air-transport networks), and
neural and brain networks.
Furthermore, we have presented a full system for clustering data streams
in a practical and efﬁcient manner, when the data objects are graphs. This
system has been used for automated and manual malware detection and
classiﬁcation in the premises of a multinational corporation.

8.1

Open problems

Despite this dissertations’ contributions, a series of open problems still
remain, or are a consequence of the dissertation’s contributions. In the
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remainder of this chapter we provide a brief overview of these problems.
For comparing event-interval sequences, the best method so far requires
cubic time (O(n3 )) with respect to the size of the sequences being compared. Its use becomes prohibitive if the number of event-intervals in
each sequence are in the order of hundreds of thousands or more. Hence,
faster methods are required.
All methods presented in Publications II, III, and V, consider only the
temporal relations between event-intervals, without any consideration for
the intervals’ actual time durations. While this approach offers robustness against any warping or scaling of time, in certain cases we would
also like to take into account the absolute time values. Developing a metric distance function that incorporates both the interval-relations and the
intervals’ durations remains an open problem.
For the subsequence search (Publication II) and the longest common
sub-pattern problems (Publication III), certain problem instances belong
to the N P -complete class. A few other categories of instances have been
demonstrated to be easily solvable (in polynomial time). It remains an
open problem to determine the criteria that make instances computationally hard. Perhaps, a strong result would involve the formulation
of the complexity as a function of a variable other than the total number of event-intervals (see Parametrised Complexity [Downey and Fellows,
2012]). This new variable might be the maximum number of overlapping
event-intervals at any time point or the longest “chain” of overlapping
intervals.
Most importantly, in Publication III we presented an equivalence between graphs and event-interval sequences. A direct consequence is the
ability to solve problems on graphs, such as Clique, by solving other problems on event-interval sequences, and vice versa. Given the strong research interest in graphs and temporal data, the most signiﬁcant question
that arises is how many of the ideas, algorithms, and theoretical results
can be exchanged between those two ﬁelds.
For the temporal-network summarisation, our work in Publication IV
considered every element of network activity (i.e. edge) to be of equal importance. To better satisfy the requirements of different applications, future methods should address a generalised model, with weights for individual edges and/or individual time-points. This would allow to incorporate additional (external) information. Clearly, for the model that we
have studied, we still desire algorithms that provide a better combination
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of running time and performance; for large networks, quadratic-time algorithms become impractical. For the open problems and challenges in
the general ﬁeld of temporal networks, Holme and Saramäki [2012], and
Holme [2015] more recently, have provided an overview.
Finally, for the stream-clustering system in Publication I many of the
techniques are heuristics. These heuristics work very well in practice, but
we have not derived any theoretical guarantees for their performance. For
example, the stream-clustering algorithm achieves a very good clustering
(a high Adjusted Rand Index when compared to DBSCAN) while performing very few graph comparisons, however, there is no study for worst-case
performance. Furthermore, it would be beneﬁcial to further study the
clustering algorithm’s performance under various strategies for selecting
the reference samples in each cluster. For the application studied in Publication I most of the challenges are related to the ﬁeld of Computer Security and not Data Mining. For example, how to remove the packing
and obfuscation layers and produce graphs of higher code-coverage. For
data streams in general, the open problems have recently been detailed
by Krempl et al. [2014].
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Errata

Publication II
The event-interval relations should be renamed from follow, contain, overlap, meet, right-contain, left-contain, match, to before, contains, overlaps,
meets, ﬁnished-by, started-by, equal, respectively.

Publication III
The event-interval relations should be renamed from follow, contain, overlap, meet, right-contain, left-contain, match, to before, contains, overlaps,
meets, ﬁnished-by, started-by, equal, respectively.
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