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1. Introduction

Access control is the process for granting access to resources by checking whether

a certain access request complies with existing policies. An access request is

characterized by the subject, the object and the specifics of the request itself.

Subjects are granted access by virtue of their identities, e.g. specific users or

computer processes, or based on credentials they possess, such as keys. Following

the principle of least privilege [40], access should be granted in the narrowest

possible sense: only specific allowed operations to specific objects. Access control

is intended to ensure that desired security properties are guaranteed, e.g. that

information remains confidential and private when it is intended to, and that

functions and information retain their intended form: their integrity.

In the 1970s, access control came to mean policies on which users were granted

access to information on mainframe computers [40]. Such access control is

typically a three-step process: a subject should be first identified, the identity

claim needs to be verified via authentication and finally access to information

needs to be authorized. Since the 1980s, more focus has been laid on the usability

of access control systems, with the realization that end users may avoid use of

security systems unless they are easy to use. This usability issue has still not

been solved today: e.g. a survey in 2017 found that 28% of smartphone users do

not have any screen lock on their phones [124].

Parts of the access control process can be automated with the intent of increas-

ing usability. Transparent authentication systems independently determine

whether a subject should be authenticated. It is done with the intent of minimiz-

ing explicit user interaction such as typing passwords. Such authentication can

rely on sensing the proximity of a specific radio-equipped device, as in passive

keyless entry systems [50] in automobiles and smart locks [67]. Transparent au-

thentication systems improve usability, but depend on the radio communication

between the devices, and are by default vulnerable to different kind of attacks.

For example in relay attacks, the signal from the prover is artificially relayed

17



Introduction

and boosted, which evades the intended proximity-constraint of transparent

authentication.

Machine learning (ML) provides automated methods for data analysis [116].

Machine learning algorithms are various techniques that extract patterns from

training data, and are used with the purpose of providing predictions for new,

previously unseen data, i.e. test data. They can be applied in various ways to

access control systems. ML models can increase effectiveness of access control

systems by extracting patterns from valid access request data, and later require

presence of such good patterns to allow access requests to proceed. ML methods

can similarly increase efficiency in access control systems like online moderation,

where they are expected to process large quantities of data in a timely fashion.

In such systems a subject (e.g. post) can be denied access to a platform if it

contains content that is prohibited on the platform, e.g. fake or hateful content.

1.1 Motivation

Reasoning about the effectiveness of ML as a component in access control

requires modeling the adversary. The adversaries for traditional components

of access control systems are well understood. For example, the Dolev-Yao

adversary model [25] assumes the adversary is able to control all communication

between two devices communicating over a network. The first part of this

dissertation revisits proposed adversary models in transparent authentication

systems, and investigates robustness against strong adversary models.

During recent years, commodity wearable devices (e.g. smartwatches and

phones) have become increasingly common. These devices often feature sensors

that record physical properties that can be perceived from the device. ML can

be used to make access control reliant on those measurements. If ML is widely

used as a component in access control systems, it is necessary to understand the

ML component with the same level of detail as all other components. The first

research question I address in this dissertation is: Can we design and im-

plement attack-resilient transparent authentication using commodity

hardware? Ideally, security solutions should be designed using current, off-

the-shelf technology to maximize the deployability of such systems. Prototyping

such systems both allows us to evaluate the usability of them, and understand

how resilient they are to strong attackers.

ML-reliant access control is subject to the security-usability tradeoff. Access

control decisions based on ML permit a larger attack surface, as the decision

functions need to be robust enough to tolerate natural (benign) variance in input
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Figure 1.1. Machine learning pipeline.

data. The reliance on patterns derived from data also affects deployability, since

changes from appropriate patterns either means no subject is authenticated

(whereby additional authentication rounds or secondary authentication forms

are required), or that a wrong subject is authenticated (whereby the security of

the system is compromised). This is particularly a concern in systems where the

input data can be manipulated. But in addition to this, ML systems themselves

are specialized functions, which enables new types of attacks.

To understand the threats that ML components face, it is helpful to view the

machine learning pipeline, which depicts a work-flow in creating and using a

machine learning model, as shown in Figure 1.1. Figure 1.1 consists of several

steps. Data Owners contribute to Dataset. ML Model is obtained as a result

of Trainer processing a preprocessed version of Dataset. ML Model can be

later made accessible to Client via Prediction Service Provider API, which

isolates Client from ML Model. This API is the interface Clients see. From the

perspective of any entity in Figure 1.1, any other entity can be an adversary –

potentially malicious, or compomised. Analyzing each potential adversary in this

pipeline, and its objectives, can help in systematically uncovering security and

privacy concerns in ML-based systems. Next, I will enumerate some common

threats in the pipeline. I summarize these by specifying the actor, objective and

means of attack.

1. Model inversion [38]: Client tries to obtain a variant of Dataset by analyz-

ing the internal structure of ML Model.

2. Membership inference [136]: Client tries to obtain confirmation for whether

a specific datapoint in Dataset was used for training ML Model by querying

ML Model.

3. Compromised toolchain [141]: Preprocessor or Trainer try to leak infor-

mation from Dataset through ML Model to a specific Client’ by modifying the

weights of ML Model.
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4. Hyper-parameter theft [118]: Client tries to estimate hyperparameters in

Trainer by making repeated queries to ML Model.

5. Data poisoning [85]: Data Owner influences ML Model by providing ma-

nipulated data to Dataset.

6. Backdoor [45]: Preprocessor influences ML Model to become oversensitive

to chosen pattern in Client ’s input.

7. Model extraction [153]: Client tries to create a “surrogate” of ML Model

by iteratively querying it and training its own model.

8. Model evasion [12]: Client tries to fool ML Model into misclassifying a

particular input by making small alterations to the input.

9. Profiling [107]: Prediction Service Provider API tries to extrapolate infor-

mation about Client by observing Client ’s queries.

The security threats are multilateral as are the mitigation techniques. For

example, by design differential privacy [28] protects against membership infer-

ence and may protect against model inversion attacks [163]. Profiling can be

protected against by using oblivious prediction techniques, such as the ones

we propose in [100]. Out of these attacks, model evasion has the strongest

connection to access control. The second research question I address in this

dissertation is: How vulnerable are image and text machine learning

prediction services to evasion and model extraction? An adversary that

does this can render decision-making ineffective, whereby prediction integrity

can be violated. Such input that evades misclassification on a victim model due

to adversarial manipulations is called adversarial examples in these domains.

Given query access, the adversary may also violate confidentiality assumptions

by constructing a surrogate of the victim model. Such attacks are called model

extraction, model stealing or functionality extraction attacks. The second part of

this dissertation investigates prediction integrity violations on classifiers that

rely on images and text, and model confidentiality violations on image classifiers.
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1.2 Contributions

This dissertation studies the use of machine learning in access control systems.

All papers have been published or submitted for publishing in peer-reviewed

conferences in systems security. I summarize contributions from each problem

area below:

On securing transparent authentication systems with ML In Publication I,

we propose a trajectory-based mechanism to secure authentication in transpar-

ent authentication systems for premise access. The system can be integrated

into existing transparent authentication systems without changing protocol flow.

Our proposed transparent authentication system uses ML to decide whether to

authenticate a transparent authentication request or not. In Publication II, we

prototype and evaluate attacks against a previously proposed transparent deau-

thentication system. The system uses ML to decide whether to deauthenticate a

user. We provide guidelines on how to design secure deauthentication systems.

In Publication III, we extend the use of techniques developed in Publication I

to a vehicle platooning system. The system creates an authenticated session

between two vehicles subject to the vehicles traversing the same trajectory for

an extended period of time. The system uses ML to infer trajectories and to

model a strong adversary.

Deception in image prediction APIs We evaluate existing model extraction

methods in detail in Publication IV. We find that these methods are not reliable

at producing adversarial examples, and propose new, stronger attacks, using the

same adversary model. We then propose a defense that detects all of these at-

tacks, and in many cases does not cause false positives at all. We evaluate a new

adversary model for evading classification on real-life classifiers in Publication

V, and find that our new attack is as reliable as state-of-the-art finite-difference

methods on producing adversarial examples for ImageNet datasets. We show

that our method is capable of mounting much faster (by 2-3 orders of magni-

tude) attacks against Google Vision API compared to previous slower attack

techniques.

Deceptive text detection We systematically evaluate previously proposed text

analysis techniques for hate-speech detection in Publication VI. We find that

existing state-of-the-art hate-speech detectors are highly dataset-dependent:

they do not generalize well outside of the problem domain. We find that simple

word-obfuscation methods systematically cause evasion of hate-speech detection.

We apply one such attack on Google Perspective, a toxicity-detector, and find
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that our modifications systematically evade toxicity-detection capability. We

propose an adversarial use of text datasets in Publication VII: context-specific

fake review generation. We find that our fake reviews are not detected by existing

methods, and need a new type of classifier. We conclude that generic fake-review

detection using machine learning may not be possible, as new review-generation

methods may have high diversity compared to existing ones.

1.3 Outline

This dissertation is based on seven original publications, structured into three

chapters. In each chapter, I present relevant background and summarize each

paper at the end of the chapter. For each paper, I present the problem setting,

insights, solution, main contributions and challenges.

Chapter 2 encompasses Publication I, Publication II and Publication III. I

reviews transparent authentication systems and common attacks against these.

I present the relay attack and discuss defense techniques against it. I then

survey how sensor measurements have been used for access control and present

the use of proprioceptive sensors for access control.

Chapter 3 encompasses Publication IV and Publication V. I review image data,

common preprocessing steps and deep neural networks. I review prediction APIs

and common interfaces clients face. I then present adversarial examples for

evasion. I summarize previous work in model extraction and our contributions

in Publication IV. Lastly, I present black-box evasion against general prediction

APIs and our contributions in Publication V.

Chapter 4 encompasses Publication VI and Publication VII. I review text data

and common preprocessing steps in text analysis. I present generative text

models, and neural machine translation. I discuss what contributes hate speech

and how simple attacks can be used to evade hate-speech detection models.

Lastly, I discuss credible fake restaurant review generation and its detectability.
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2. Resisting Attacks on Transparent
Authentication Systems with Machine
Learning

Transparent authentication systems in general refer to access control systems

where explicit authentication is minimized, with the goal of minimizing the

cognitive burden of users. The access control system independently identifies

and authenticates a user when certain criteria are met. One such criterion is to

recognize the proximity of two specific radio-equipped devices: when the user

brings one of these devices close to the other, the access control system should

proceed with identification and authentication. I depict such a transparent

authentication system in Figure 2.1. One difficult challenge with transparent

authentication systems is that even when protocols are well implemented, relay

attacks can still evade access control. The first part of this dissertation investi-

gates such transparent authentication systems and tries to provide an answer

as to whether machine-learning solutions can provide resilience against relay

attacks.

Figure 2.1. Transparent authentication. User can transparently authenticate to Verifier by
bringing Prover sufficiently close to it. This distance depends on the application
scenario.
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2.1 Transparent authentication systems

Next I will explain transparent authentication systems that I investigated in

three of my publications: Publication I, Publication II and Publication III. These

systems comprises two physical devices that communicate across a wireless

channel (e.g. WiFi, RFID or BLE [24]). One of the devices Prover P is carried or

worn by the user that wishes to be authenticated. The other device Verifier V

is typically part of a station that the user wishes to authenticate to. In these

systems, the wireless channel is used as the primary medium to determine if the

devices are co-located. The user is authenticated in case P and V are co-located,

and P and V engage in some suitable cryptographic entity authentication

protocol. Upon authentication, some action is performed, e.g. a payment is made

or a door is unlocked.

Transparent authentication is today used in contactless payment cards [3],

public transport system cards [123], passive keyless entry and start (PKES)

systems for automobiles [50] and smart homes [51] and smart gates [73]. In

scenarios where transparent authentication is replacing or serving as an alter-

native to physical keys, Prover P is often implemented as a key fob [125], and V

is located at the lock. The communication channel between P and V is typically

wireless and is chosen amongst technologies like BLE, WiFi or RFID, depending

on the communication range dictated by the application scenario.

Typically, Radio Frequency (RF) measurements are used for sensing proximity.

Ideally, measuring the signal strength from P allows V to determine the distance

to P as a radius around the beacon. Proximity verification can then succeed

if the signal strength exceeds a bound, whereby the distance is deduced to be

lower than a distance bound corresponding to the signal strength bound.

2.1.1 Network adversaries

Since P and V communicate over a potentially untrusted wireless channel,

traditional network adversaries need be to taken into account. The Dolev-Yao

adversary model [25] assumes that any unsecured communication over public

channel can be manipulated. In spoofing attacks, the Dolev-Yao adversary A

falsely claims the identity of P and tries to authenticate to V with a wrong de-

vice P ×. Spoofing can be prevented by requiring and verifying a pre-established

security association between P and V , e.g. a shared symmetric secret key, or

public keys. Thus, only valid information is accepted by V . The security asso-

ciation is further used to encrypt and authenticate communication between P

and V to protect against generic man-in-the-middle attacks, where A selectively
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Figure 2.2. Transparent authentication system. Protocol flow shown.

passes and modifies messages between the two entities.

If P and V communicate over a public channel (e.g. WiFi), other entities on

the channel can eavesdrop on encrypted communication between P and V . In a

replay attack, A communicates with V and responds to its messages identically

as P previously did. Replay attacks can be prevented for example with challenge-

response protocols [4] by requiring that P responds in a predictable manner

to V ’s unique and randomly chosen input. With the mentioned precautions,

identities cannot be spoofed in transparent authentication systems and only

authenticated information is passed between P and V .

I detail the high-level system in Figure 2.2. Initial radio-proximity sensing can

be triggered by either party (with the previous security precautions it does not

impact security). Upon this, V sends P a cryptographic challenge. P calculates

the response to this challenge based on the shared security association. Although

the figure shows a scenario with a symmetric key K, asymmetric keys [132] work

just as well.

Then V verifies both the response and that P is proximate. Location verifica-

tion is done through the communication channel. The location verification is in

practise done with receiver signal strength indicator (RSS) [142] measurements

by the V , which is the strength of the received RF signal. It thus represents the

communication channel quality between V and the physical device that relays

messages from V to P . This phenomenon enables the so-called relay attack,

where communication distance between V and P is arbitrarily extended by a

pair of malicious devices.
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2.1.2 Relay attack

I illustrate the relay attack in Figure 2.3. In relay attacks, V and P are honest,

i.e. behave correctly according to the protocol. However, their communication

range is extended by devices D1 and D2. These devices are commonly called

leech and ghost [22]. Proximity verification through the communication medium

fails since V and P only can measure the RSS to the device either one directly

communicates with.

Due to the value of the stolen item, relay attacks on cars have become the

most well-known attack scenario. Relay attacks on cars are often carried out by

two accomplices. One person holds device D1 close to the front car door (V ), and

one person with D2 walks close to the suspected location of the victim (P ). Once

the prover device is found, the attack can be carried out in seconds [77]. The

price of performing relay attacks has dropped significantly in recent years. In

2011, Francillon et al. [37] demonstrated relay attacks on PKES vehicles with

equipment that cost up to 1000 USD. In 2016, researchers from the German

General Automobility Club ADAC demonstrated the attack with equipment

that cost 225 USD, and in 2017, the price of this equipment dropped to just 22

USD [79]. The increased attack performance of relay attacks can be seen as a

consequence of high-value assets being protected by transparent authentication

technology.

Relay attacks are a serious concern in vehicle transparent authentication

systems. While transparent authentication systems have become increasingly

more popular on affordable consumer vehicles, security against relay attacks

is still an issue. In 2019, ADAC found that 230 keyless car models out of 237

available on the market could be easily unlocked and started with relay attacks.

Among these were four out of five most popular new cars in the UK [77]. The

number of car thefts in the UK have increased by 49% in five years; this increase

is directly attributed to relay attacks against keyless cars [65]. At the same time

that relay attacks become increasingly easy to perform, more vehicle models are

equipped with transparent authentication systems than before.

The fundamental problem of the relay attack is that the access control decision

is done based on sensed RSS, which in itself is an untrusted signal. The attack

cannot be defended against simply by changing protocol; additional hardware

use is required. Defenses are either based on detecting abnormal delays in

signal propagation (light-speed) or detecting anomalous circumstances of access

control. Today, there are several methods that provide protection against relay

attacks:
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Figure 2.3. Relay attack on transparent authentication systems. The adversary control
devices D1 and D2, which are connected with a high-speed connection. The messages
between V and P are relayed over D1 and D2.

• Distance bounding protocols [13] measure the delay in sending/receiving

messages between P and V and calculate an upper bound on the distance.

Transparent authentication is allowed if the calculated distance is below a

threshold.

• Ambient context comparison methods [22, 47] compare P ’s and V ’s sensory

data. Transparent authentication is allowed if the devices measure same or

almost same ambience.

• Mutual proximity consent requires V to do RSS proximity check and P to do a

proximity verification through independent sensors. Transparent authentica-

tion is allowed if both devices independently ascertain proximity to the other

device.

Each method has its limitation. Distance bounding is very sensitive to small

delays in signal propagation: a 1 nanosecond delay causes the upper bound

for the distance to increase by 15 centimeters [126]. To compare, typically

network delays are measured in milliseconds, which is 6-7 orders of magnitude

greater. In practice, this means that both P and V need to have specialized

hardware that supports extremely low-latency communication. If deployed

correctly, distance bounding provides the best security guarantees available for

protecting against relay attacks. Although such hardware is available1, it is still

not widely deployed in commodity devices.

Ambient context comparison relies on either hand-picked, or machine learning-

1https://3db-access.com/technology, last accessed 21-05-2019
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based, rules to decide upon acceptable degrees of similarity between each device’s

sensed context. The usability of these methods are dependent on the sensors

used to measure the environment and which deployment environment is used.

These methods fundamentally rely on external ambience measurements, which

are manipulable by adversaries [139]. I will discuss limitations and known

attacks against what I consider the most common sensor types in Section 2.2.

In contrast, mutual proximity consent uses a prover-side normality model,

which by default rejects transparent authentication when P does not recog-

nize the context. Since the method does not rely on a comparison between

P ’s and V ’s ambient context, these methods can be implemented with sensors

that measure changes in P ’s internal state instantaneously [131] or over an

extended time (proprioceptive sensors2, cf. 2.2.3). Proprioceptive sensors do not

rely on external measurements, and therefore cannot be manipulated by adver-

saries in control of the ambient context [139]. The first part of this dissertation

investigates how the idea of mutual consent can be implemented for transpar-

ent authentication. In Publication I, we propose a mutual proximity consent

scheme for transparent authentication systems, STASH. I summarize STASH

in Section 2.3.1. In Publication II, we analyze the security of a transparent

deauthentication system ZEBRA [109], and propose that proximity verification

should be done continuously to assure mutual consent is reached. I summarize

ZEBRA and our contributions in Section 2.3.2. In Publication III, we discuss a

mutual consent scheme (Get-in-line) that can be deployed in vehicle-to-vehicle

(V2V) communication to allow smart platooning in future cities. I summarize

our contributions in Section 2.3.3. But first, I will discuss sensors, and why we

investigate accelerometer and gyroscope sensors in particular.

2.2 Sensors

Sensors are devices that measure physical inputs in their environment and

express these as measurements [69]. Sensors necessarily either measure the

external environment (e.g. luminosity, RF beacons or magnets) or some internal

state (e.g. gyroscope and accelerometer). These sensors are called exteroceptive3

and proprioceptive sensors, respectively. Sensors that measure content and qual-

ity of radio frequencies are naturally exteroceptive sensors, but so are sensors

that measure qualities of the environment. Next, I will briefly summarize what

sensor categories have been used for measuring the context of prover/verifier

2https://www.merriam-webster.com/dictionary/proprioceptive
3https://www.merriam-webster.com/dictionary/exteroceptive
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devices. I will mention the advantages of each sensory category, but also chal-

lenges and known attacks targeting these sensors. At a fundamental level, all

these sensor measurements are used to determine prover/verifier co-location,

which can be used for access control decisions.

2.2.1 Radio Frequency beacons

In addition to measuring the signal strength between prover/verifier devices, RF

beacons are used to localize devices within a frame of reference. In transparent

authentication, absolute localization need not be necessary; instead, prover/veri-

fier co-location implies that they should sense the same radio environment.

RF localization techniques can make use of several ambient access points (APs).

RF beacon localization can be divided into two classes: range-free techniques

and range-dependent methods. Range-free methods create location estimates

based on presence/absence of wireless APs. Range-dependent methods estimate

distances to ambient APs.

WiFi Access Points Time-of-flight measurements are used in RF distance

bounding, but it requires specialized hardware to support nanosecond-level time

measurements [15]. Therefore, receiver signal strength (RSS) measurements

or range-free methods are used in practice [157]. Given the possibility to care-

fully place WiFi APs, RSS measurements have been shown to be effective in

localization [15].

In consumer environments, the end user may not control the placement of APs

and has limited control over the quality of location estimation. Further, RSS

measurement values are known to be unreliable at low attenuation levels [15].

WiFi multipathing occurs when signals are reflected from large surfaces, such

as walls [99] and can lead to unexpected changes in RSS measurements given

just a few centimeter dislocation [158]. Human movement and obstacles further

attenuate signals [162]. Some authors also report that RSS is not a consistent

metric even under ideal scenarios [121].

Ambient WiFi APs have been used to resist relay attacks. Varhavsky et

al. [158] showed that transparent authentication can be improved with ambient

WiFi AP sensing if both prover P and verifier V are equipped with very similar

hardware. In their setting, two laptops were acting as P and V . The authors

stated that different hardware in devices can cause systematic differences in

RSS measurements. Miettinen et al. [111] used a range-free method to de-

termine if a smartphone is in a familiar context to automatically choose the

difficulty of logging into the device. Truong et al. [154] considered transparent
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authentication for devices with different hardware, and used sensor fusion with

WiFi AP, Bluetooth, GPS and microphone measurements to determine device

co-location. The authors showed that an adversary that can manipulate the am-

bient context can fool co-location based on a single sensor modality. All methods

require several seconds to sense the ambient WiFi APs (5 seconds in [158] and

30 seconds in [154]). Truong et al. [154] reported that Bluetooth sensing took 12

seconds in their experiments. Due to susceptibility of evasion and sensing delays,

the use of ambient sensing of WiFi APs or Bluetooth devices seems difficult to

integrate seamlessly into transparent authentication without impacting user

experience, and is perhaps better suited for automated device pairing, as in

Miettinen et al. [110, 112], where a security association between devices is

established over time. Another limiting factor is that RSS measurements has

been deprecated in the most widely deployed smartphone OS, Android, starting

with API level Q smartphones4.

GPS Global Positioning Satellites is a military/commercial satellite system

that provides free-of-charge outdoors localization with a resolution of 15 meters.

GPS satellites orbit Earth at predefined trajectories at predefined distances

from each other. All satellites emit beacons simultaneously. GPS chips record

the time-of-arrival of these beacons and calculate location estimates through

nanosecond timing delays. GPS beacons are low-powered and require line-of-

sight to satellites: location estimates are poor inside buildings and forests. [140]

Ma and Nitesh [105] suggest the use of GPS to secure RFID card reads against

relay attacks. They raise concerns about the so-called cold-start problem, where

the GPS receiver has lost track of its previous location and needs to re-establish

connection with satellites, which raises localization delays from 2 seconds to 35

seconds in their experiments. GPS beacon are thus best suited for delay-tolerant

access control decisions outdoors.

Combining GPS with localization via two or more WiFi APs enables localization

inside buildings, such as in Google maps [27]. In their patent application [27],

they state that location information can be used for access control decisions. As

an external signal, GPS is susceptible to jamming and spoofing attacks [151].

For transparent authentication, jamming causes false rejects, while spoofing can

cause false accepts. Open source projects for cheap software-defined radios [161]

have lowered the cost of GPS spoofing equipment to as low as 300 USD at the

time of writing.

Although GPS data is very valuable, authenticity of the message should not

4https://developer.android.com/reference/android/telephony/SignalStrength, last ac-
cessed 15-04-2019
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be completely trusted. During the last few years, GPS spoofing has become

increasingly commonplace. The Android app Pokemon Go is increasingly under

spoofing attacks, where players install custom “fake GPS” apps to circumvent

location-based access control [74]. The Russian government has been found

to actively spoof GPS location data on ships and airplanes travelling close to

strategically important locations [64]. As was the case with relay attacks, GPS

spoofing technology is likely to become increasingly cheaper and widespread if

high-value assets are protected with GPS-based access control decisions.

2.2.2 Other exteroceptive sensors

Physical sensors Shrestha et al. [138] explored the use of physical sensors

(temperature, carbon monoxide, altitude, humidity) to detect co-location. They

found that a few seconds of measurement were enough to determine co-location

amongst several different rooms. They later found that these sensor measure-

ments were manipulable by an adversary in control of the ambient context [139].

Thus, these sensors do not seem to provide reliable methods of resisting relay

attacks.

In fact, Shepherd et al. [135] present a pessimistic view that ambient context

comparison is not suitable for preventing relay attacks for NFC payments with

current Android smartphones. They evaluated all sensors available on off-the-

shelf smartphones in 2016. Shepherd et al. conclude that data collection for

RF beacons and physical sensors sample the environment too slowly to enable

timely payments: they argue that 500ms delay is tolerable in this application,

and that instantaneous measurements of sensors (accelerometer, gyroscope,

magnetometer, light, sound) present too little information to discriminate the

context, and in fact do not provide sufficient protection against relay attacks.

Microphones Karapanos et al. [91] evaluated the use of 3 seconds of audio

to detemine co-location of two devices. Their application scenario is to pro-

vide a transparent second authentication factor to website logins, such that

time-synchronized audio recordings are triggered once the server receives an

authentication attempt from a user. The system is demonstrated to have very

low error rates in benign scenarios. It is perhaps not directly applicable to all

transparent authentication systems due to the sensing delay (compare Shepherd

et al. [135], previous paragraph). The authors found that the access control sys-

tem can be evaded if the auditory environment is closely similar in both devices’

environments, e.g. if both devices listen to the same TV broadcast in the same

city area. Truong et al. [155] propose and build a system based on audible chirps,
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which are used to create location signatures through room impulse responses.

They found that their system can resist evasion through context manipulation

without sacrificing usability.

2.2.3 Proprioceptive sensors

As I described in the previous subsections, exteroceptive sensors can be employed

effectively to prevent relay attacks in benign scenarios. However, it has been

shown that a sufficiently powerful adversary can successfully manipulate the

inputs of these sensors. Thus, exteroceptive sensors only provide one additional

layer that needs to be evaded in a relay attack. Furthermore, exteroceptive

sensor measurements cause delays in transparent authentication systems, and

may be power-intensive, which further limit the deployability of such schemes.

On the other hand, micro-electromechanical system (MEMS) sensors are

nowadays widely deployed on smartphones. These systems often provide low-

sensitivity 3-axis gyroscope and 3-axis accelerometer measurements for a device,

which are collectively called inertial measurement units (IMU) [86]. Accelerome-

ters measure the instantaneous acceleration5, the rate of velocity increment of a

device. Gyroscopes measure the instantaneous angular velocity6, the rate of the

rotation angle of the device. They are used to measure the device’s orientation

and heading direction. In conjunction with exteroceptive sensors, these have

been used to accurately localize smartphone users. Such localization could be

used to provide access control decisions, but is subject to the same evasion

attacks that affect exteroceptive sensors.

Dead reckoning A position estimate can be calculated with the help of a

known previous location and proprioceptive sensor measurements. Such relative

localization is called dead reckoning7. In contrast to localization, dead reckoning

is significantly harder. In principle, a location estimate for a device can be

derived with classical physics laws: by double integration of accelerometer data

with regards to time, and single integration of gyroscope data, to derive the

heading. However, all sensors suffer from errors that arise from systematic

(i.e. predictable) sources, and random sources that arise from imperfections in

the manufacturing process [140]. Although systematic errors are predictable,

they require device-specific measurements of errors in controlled environments

(calibration), which may not be possible for all devices and environments.

MEMS technology is very cheap, and can therefore be found in almost all

5https://www.merriam-webster.com/dictionary/acceleration, meaning 2.
6https://www.merriam-webster.com/dictionary/angular%20velocity
7https://www.merriam-webster.com/dictionary/dead%20reckoning, meaning 1
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smartphones. MEMS gyroscope and accelerometer are, however, also the lowest

quality sensors available on the market, i.e. they have large measurement errors.

Integrating errors from measurements cause compounding errors. For dead

reckoning applications, the errors can be prohibitive. In a recent paper, Yan et

al. [167] found that such location estimation caused an error of 172 meters on a

154 meter closed-loop track, when the device was held in hand. Their analysis

showed that the large location error was due to a missed turn [167]. This

long-term error effect on localization is called compounding error, and occurs

naturally as a result of integrating with errors [34]. So far, successful dead

reckoning applications either require a priori knowledge of device placement,

whereby systematic errors can be effectively eliminated. For example, Jimenez et

al. [86] presented a method of dead reckoning based on IMUs from a smart shoe.

Yan et al. [167] perform dead reckoning by double integration over machine-

learning corrected accelerometer measurements, but they too require a priori

knowledge of where the device is positioned on a user’s body, as well as knowledge

of device type and user.

Event sequence comparison Access control systems that rely on dead reck-

oning derive location estimates that are compared to a reference location, where

authorization is acceptable. However, due to compounding errors, dead reck-

oning is poorly suited for access control systems. Mare et al. [109] proposed to

analyze a sequence of events derived by training a machine learning classifier to

recognize activities from IMUs in wrist-worn watches. Their system, Zero-effort

Bilateral Recurring Authentication (ZEBRA) simultaneously records keyboard

and mouse activities and compares these to event sequences from a wrist-worn

watch. The approach of analyzing an event sequence for access control sys-

tem has several benefits. Event sequences are compared token-by-token, which

eliminates the compounding errors that can arise from dead reckoning. Access

control can be done solely based on IMU measurements, which is resilient to a

context-manipulating adversary [139]. The drawback of such systems is that

they are application-specific: a natural choice for a reference event sequence

may not be available for each application.

2.3 Contributions

In this section, I summarize my contributions to transparent authentication in

Publication I, Publication II and Publication III. All systems in these papers

compare event sequences for security. Section 2.3.1 discusses Publication I,
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where event sequences from prover’s IMU are used to authenticate subjects

to verifiers. The reference event sequence is a list of known good trajectories.

The resulting system STASH is summarized in Section 2.3.1. Section 2.3.2

discusses Publication II, where we replicate, analyze the security, and suggest

improvements to ZEBRA, a previously proposed transparent deauthentication

system. ZEBRA compares an event sequence derived from IMU measurements

of a wrist-worn device to a reference event sequence, generated in real-time from

keyboard interactions. Section 2.3.3 presents Publication III, where we propose

a system for continuous authentication (authentication and deauthentication)

for urban vehicle platoons. The subjects are vehicles that wish to establish

a session with other vehicles. The reference event sequence is generated by

another vehicle in the platoon.

2.3.1 Authentication

I briefly summarized transparent authentication in Section 2.1, presented the

issue with relay attacks in Section 2.1.2 and the problem of relying on exte-

roceptive sensors in Section 2.2. In Publication I, we study the use of only

proprioceptive sensors to prevent relay attacks. By design, such a system should

resist an adversary that can manipulate the ambient context [139]. However, as

discussed in Section 2.2.3 such a system necessarily limits the deployability of

the system.

Problem setting In Publication I, we investigate transparent authentication

in a premise access control setting, such as access control at automated gates.

Such systems are used for example for access control at Vuosaari Harbour in

the Port of Helsinki [73], which handles goods transport to the capital region.

Quotation:

Vehicles that have been granted an access permit will be identified automatically at

the gate by their registration plate or the electronic RFID remote identifier placed in

the vehicle. If the vehicle cannot be identified, it will be directed to Port Info (V8) for

manual identification.

As illustrated in Figure 2.4, consider for instance a freight truck (subject)

arriving in Port of Helsinki. The truck carries a prover device (RFID remote

identifier). The truck arrives at Quay B and follows the highlighted trajectory to

Gate A. Once it reaches Gate A, a verifier device senses the proximity of prover

and transparent authentication can proceed (as in Figure 2.2). Relay attacks
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Figure 2.4. Premise access control. An example of a vehicle that enters Helsinki at Quay
B and moves towards Gate A along a specific trajectory. Adapted from Port of
Helsinki [73].

risk that any vehicle can enter Helsinki, without presenting proofs of identity.

Insights In premise access control settings like in Figure 2.4, prover P travels

along a specific trajectory towards verifier V . This specific trajectory can be used

as a prerequisite for valid authentications. P can expect that V should only

send a challenge if P has been following such a trajectory just prior to receiving

the challenge. Proceeding with transparent authentication in other cases risks

the possibility that a relay attack may be under way.

As I discussed in Section 2.2, measurements generated with IMU sensors are

not manipulable by Dolev-Yao adversaries. Practically, event sequences can

be constructed from such measurements. In order to fulfill the requirement

of not causing additional user effort, P needs to record IMU measurements

continuously, so that a trajectory is ready at the time that an access control

decision needs to be made. For example, Czeskis [22] proposes pre-recorded

hand gestures to prevent relay attacks against RFID tags. However, it causes

additional usage overhead (waving P in hand). Such behavior is not always

possible, e.g. when arriving to V with a bicycle, or if P is fixed to a vehicle.

However, as discussed in Section 2.2.3, IMUs on commodity devices are based

on MEMS technology. The solution thus needs to take into account systematic

and random sources of errors, and compensate these.

As is the case in Port of Helsinki [73], failures in transparent authentication

are typically resolved by explicit authentication. In scenarios like smart homes
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Figure 2.5. Transparent authentication with STASH. Protocol flow.

or passive keyless entry systems in vehicles, explicit authentication can be

handled e.g. by a button press on a key fob. In these scenarios, failures do not

necessarily cause significant overhead to the user. Nevertheless, the popularity

of transparent authentication in practice suggests that frequent failures (false

negatives) will impact such popularity negatively.

Solution In Publication I, we propose STASH for such a scenario. Our system

STASH modifies the protocol flow described in Figure 2.5 by requiring that the

prover calculates a normality check before allowing the calculation of the re-

sponse to proceed. The modified protocol flow is shown in Figure 2.5. Publication

I summarizes this system in detail.

In STASH, we identify two activity events (movement, M or stationary, S)

and two turn events on devices (left turns, L and right turns, R). Movement is

classified continuously, every second using a logistic regression algorithm [116].

To avoid random errors in classification, movement measurements are smoothed

with a hidden markov model [116]. Turns are identified as they occur, and are

quantized in 15◦ values. Finally, movement and turn sequences are merged.

In STASH, candidate paths are continually generated. These are compared

against known good reference paths when a challenge is received from V (step 2

in Figure 2.5). We measure the similarity of these paths with the Needleman-

Wunsch algorithm, a classical algorithm for sequence alignment in bioinformat-

ics [117]. The trajectory calculation can be done efficiently on smartphones. In

Publication I, we measured that the overhead imposed by STASH is less than

0.7% of total battery usage in an office setting.

In Publication I, we tested STASH in a controlled environment. Longer paths

were more distinctive, and resulted in both better false accept rates and false

reject rates. For example, a five minute path with five repetitions resulted in

average in approximately 2.3% – 5.0% false reject rates and 1.8% – 3.1% false
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accept rates.

Advantages and main contribution STASH is designed to be easy to integrate

into existing transparent authentication systems. For any given transparent

authentication system, only the prover device needs to be updated by:

• integrating an internal memory of acceptable reference paths, and

• generating new candidate paths with internal IMUs

• comparing these locally before allowing transparent authentication to proceed

We designed STASH to work both with several examples and only one example

of a reference path. Having more examples of the reference path does not impact

the speed of calculation, because the most representative example (medoid) is

selected to represent all reference path examples. If there are more reference

path examples, the STASH relies more and more on the medoid.

As we discuss in Section V (Publication I), STASH completely protects against

relay attacks when prover is immobile. The energy usage of STASH is also very

small. For these reasons, STASH-like systems can have practical use cases in

the future.

Challenges A trajectory-dependent system like STASH requires a previously

known, good reference path to verifier V . Causing changes in the candidate

path by taking an alternative route to the stationary verifier will result in a

different path, which will cause a failed authentication. This in itself is perhaps

not a significant usage problem, as such failure to detect a trajectory can be

explained e.g. graphically to the user. If STASH does not permit transparent

authentication, the user can still explicitly authenticate to the verifier. In a

vehicle, this simply amounts to a button press.

STASH was developed on a smartphone, where the gravity direction is a

software sensor (low-pass filter on accelerometer data). Turn detection in STASH

requires determination of the gravity direction to do accurate calculation of turns.

The filtering causes a delay in measurements, which limits the accuracy of turn

detection when the orientation changes, which in turn limits the deployability in

practise. In Publication I, we tested the applicability of STASH in a controlled

environment: P was strapped to a bicycle that was led along by a walking

person. In retrospect, completing the tests on a vehicle would have been a more

compelling test case. We evaluated the vehicle scenario in Publication III.

STASH is dependent on measuring the normal behavior of the subject. An

37



Resisting Attacks on Transparent Authentication Systems with Machine Learning

Figure 2.6. Lunchtime attack. 1: User A has an authenticated Session A. 2: User A walks
away, but does not deauthenticate Session A. User B continues using Session A. 3:
User B walks away. User A returns to Session A.

adversary can cause failed authentication by interfering with the subject’s

behaviour. As such, the false reject rate can be high in real-life deployment

of STASH, and possibly presents the most significant deployment challenge.

Deploying STASH in environments where the prover device cannot arbitrarily

move (e.g. vehicle) can eliminate many of the deployment concerns.

2.3.2 Deauthentication

Deauthenticating is deciding to close a previously authenticated session. The

problem of deauthentication refers to the difficulty of automatically deciding

when to do so. If the authentication system is difficult to use, users may avoid

deauthenticating (e.g. logging off) in order to avoid having to authenticate again.

For example, Mare et al. [109] report that nurses routinely avoid to log off in

multi-user environments in order to avoid authenticating again. Some auto-

mated systems have been developed. One common approach is to deauthenticate

a session if it has been inactive for a certain interval of time. The choice of

when to deauthenticate presents a security/usability tradeoff: a too short in-

terval may cause irritation to the user (lower usability) and a too long interval

increases the attack surface. These so-called lunchtime attacks [29] occur when

a person nearby accesses a device with an authenticated session still active.

Deauthentication is particularly a problem in multi-user environments, where

sensitive data is handled. I illustrate the lunchtime attack in Figure 2.6, where

User A steps away from the computer, and User B intercepts Session A. User

B steps away from the computer before User A returns to Session A. Ideally,

an authentication system should be able to immediately detect that someone

other than User A interacts with the computer, and promptly deauthenticate its

session.
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Figure 2.7. Overview on ZEBRA. User A has Session A on multi-user Terminal (Verifier).
User A is equipped with Bracelet (Prover), which records IMU measurements.
Bracelet continually sends IMU measurements to Terminal. 1: Terminal reacts to
mouse/keyboard activity. 2: Terminal classifies IMU measurements from Bracelet
to derived events. 3: Terminal compares these to ground truth events observed at
Terminal. 4: Terminal deauthenticates Session A if these derived/ground truth
events differ more than a threshold.

For example, in the hospital setting, several nurses have access to a common

terminal. It is used for routine operations such as writing down observations

about each patient, and what medication has been given. This behavior risks

that lunchtime attacks occur by either malicious adversaries or other personnel

without malicious intents (innocent adversary). Nurses handle sensitive infor-

mation. Lunchtime attacks risk that patient information may be compromised,

e.g. read or modified, by unintended parties.

ZEBRA Mare et al. [109] designed ZEBRA for a multi-user environment, such

as hospitals and factory floors, where traditional proximity-based deauthenti-

cation is unreliable [109]. In such environments, walls or temporary obstructs

can momentarily cause the signal between the prover and verifier to drop. Thus,

RSS-based proximity detection is impractical, as it causes poor usability.

ZEBRA is illustrated in Figure 2.7. The system consists of Terminal, which

maintains an authenticated Session A for User A. ZEBRA requires that each

user is equipped with a personal smart Bracelet, which records IMU measure-

ments and communicates with Terminal over radio. In ZEBRA, two streams

of events are recorded simultaneously. One stream of events is recorded at

Terminal, another is predicted via IMU measurements recorded at Bracelet.

Deauthentication occurs when Terminal compares the two streams of events

and determines that they deviate beyond an acceptable threshold.

Mare et al. [109] evaluated the usability/security of ZEBRA in several tests.

In their setup, the correct and authenticated user was called victim. One of

their tests was intended to capture the best capabilities of a malicious adversary,

39



Resisting Attacks on Transparent Authentication Systems with Machine Learning

Figure 2.8. Attack on ZEBRA. Malicious Adversary mimics Victim’s behavior to avoid deau-
thenticating. Victim is using a different terminal, while Bracelet maintains a session
with Adversary’s terminal.

whose goal was to avoid deauthentication as long as possible. In this setup,

both the victim and adversary were filling in a web form. The adversary was

positioned so that it had clear visual view of the victim’s screen. Mare et al. [109]

recruited 20 novel users to mimic the behavior of the victim (researcher), using

a different terminal. I show the attack scenario in Figure 2.8. The test subjects

were instructed to “mimic the victim user’s mouse-hand movements to the best

of their abilities” (quote, [109]). Mare et al. [109] aided the adversary with

cues such as informing the adversary when they were typing, and made sure

the adversary was able to see the mouse cursor movement. Mare et al. [109]

intended this evaluation to give a strong advantage to the adversary. They found

that ZEBRA deauthenticated all attackers within 11 seconds, when using a

strict decision threshold. With a more lenient decision threshold, all attackers

were deauthenticated within 50 seconds of use.

Insights The evaluation of the malicious adversary by Mare et al. [109] was

conducted with the assumption that the adversary needs to mimic all behavior

that the victim is doing. Mare et al. [109] found that such a naïve adversary

was effectively detected by ZEBRA. However, as we point out in Publication II,

Mare et al. [109] designed ZEBRA to only compare interactions when terminal

interactions (keyboard/mouse) are detected.

An opportunistic adversary can misuse this design choice to interact with

Terminal selectively. Whenever the adversary does not interact with Terminal,

it will just continue to remain logged in. An opportunistic adversary can choose

to interact with Terminal, when it judges that ground truth and derived event

sequences are most likely to be classified similarly. To confirm this suspicion, it
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is necessary to either test their implementation of ZEBRA, or to reimplement

ZEBRA from scratch and test the attack on this implementation.

Solution Prior to writing Publication II, we contacted Mare et al. [109] on

whether it was possible to obtain source code on their implementation. They

did not provide the code, so we implemented ZEBRA from scratch. Mare et

al. [109] implemented ZEBRA on a Shimmer device [133] as Bracelet. It is a

high-performance IMU that collects 500 measurements of 3-axis accelerometer

and gyroscope measurements each second (500 Hz). The current version costs

499 euros per bracelet.

In Publication II, we first implement ZEBRA with commodity hardware to

see the method’s generalizability. We tested three different devices as Bracelet :

Samsung Galaxy Gear [75], LG Watch G [68] and LG Watch G R (a round variant

of the previous watch). None of these watches are actively produced anymore,

however the initial sales prices for these phones ranged between 200 and 300

euros [150, 148, 80]. In Publication II, we then tested ZEBRA in ordinary usage,

and found it produced similar performance as in Mare et al. [109]. We thus

concluded that the implementation of ZEBRA was correct.

We then tested ZEBRA with more realistic “malicious adversaries”. To contrast

with Mare et al. [109], our adversaries were played by researchers that knew

how ZEBRA functions. In addition to the variant Mare et al. [109] tested (which

we called all-activity naïve adversary), we also considered:

• opportunistic keyboard-only: adversary mimics only keyboard, opportunisti-

cally.

• opportunistic all-activity: adversary mimics all activities, opportunistically.

• audio-only opportunistic keyboard-only: adversary does not have a clear view

on the victim, mimics only keyboard, opportunistically.

In Publication II, we tested each attack 20 times, with 4 different attack

variants. We found that all variants of opportunistic adversaries had a chance to

avoid detection of up to 10 minutes. Opportunistic keyboard-only was the most

successful: more than 40% of the attacks succeeded in remaining logged in for

the full duration of the test (10 minutes). We thus succeeded in demostrating

that opportunistic adversaries can circumvent ZEBRA.

We then considered several mitigations against opportunistic adversaries. The

fundamental problem of ZEBRA is that comparisons for deauthentication is done
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based on Terminal inputs, which is in control of the adversary. We propose that

Bracelet data too, should be able to initiate comparisons. We propose several

more mitigations, and discuss the effect of these, in Publication II.

Main contribution Our replication of ZEBRA in Publication II, and consecu-

tive security evaluation not only identified a subtle design flaw in zero-effort

deauthentication system, but also discussed the generalizability of the approach.

The reproducibility crisis in science [144] often refers to a lack of replication

studies in scientific literature. Our successful replication of ZEBRA showed

that the system designed by Mare et al. [109] is reproducible, even without

adhering to the exact device types used in their version. We did also find some

improvements to their design. For instance, in our real-time implementation

of ZEBRA, Bracelet classifies activities and sends these to Terminal. We found

that this was an efficient way of improving energy efficiency of Bracelet.

In Publication II, we showed that adversary-resilient transparent deauthen-

tication is difficult. The original malicious adversary evaluation by Mare et

al. [109] evaluated an adversary that knew very little about the system they

attacked: the users were new to ZEBRA, and did not presumably understand

what events in ZEBRA were subject to classification. For example, the adver-

saries were requested to mimic mouse cursor movements; these are not actually

used to classify events in ZEBRA. The adversary that they evaluated is charac-

teristically similar to a black-box adversary: it has little to no understanding of

how ZEBRA works in actuality. The fundamental reason that our attacks are

much more successful is that we assume that the adversary understands how

ZEBRA works. This knowledge can be obtained though reading their research

paper, or by obtaining an implementation of ZEBRA. Resistance against stronger

adversaries is desirable in system security [20]. We think our demonstration of

the weaknesses in ZEBRA nudged the security community in the direction of

demanding more security guarantees from transparent authentication systems.

Challenges Correctly identifying event streams from the IMU bracelet is a

crucial aspect of a functioning ZEBRA implementation. If the machine learning

system is inaccurate at identifying events, benign users will experience low

usability, as the system may incorrectly determine to deauthenticate users. We

found such behavior with Samsung Gear. However, the implementation with

LG’s G Watch and G Watch R behaved reliably. I calculated that this effect

occurred because of the lower sampling rate in Samsung Gear (20 Hz), which

resulted in too few samples to calculate some of the required statistics. For

this reason, only LG’s G Watch and G Watch R were used in the experiments.

I discuss this aspect in more detail in Publication II Section VII (Discussion:

42



Resisting Attacks on Transparent Authentication Systems with Machine Learning

Sampling Rates).

The security is entirely built around the concept that the compared stream of

events from the terminal and bracelet will have behavioral or timing errors that

cause comparisons to fail, which the attack does not allow to occur. In Publication

II, we proposed several alternatives to improve the security of ZEBRA. Among

the alternatives, we proposed to measure keyboard/bracelet differences at all

times as a method of defending against the attack. However, choosing to do so

has a usability penalty that the original ZEBRA authors specifically wanted to

avoid. Usability penalties may be avoided, if the machine learning algorithm

correctly recognizes all possible events outside of terminal use. However, such

a machine learning algorithm is unfeasible to derive due to the no free lunch

theorem [63], which states that there is no method of deriving an algorithm that

correctly generalizes to all possible events without a priori knowledge of those

events.

An approach like ZEBRA has significant benefits for deauthenticating users

in a timely fashion. However, there are also unexpected security risks with

proliferation of new technology. For example, Beltramelli and Risi [8] found

that IMU data from bracelet IMUs could be used to derive PIN-codes typed at

ATMs. Sarkisyan et al. [130] found that IMU data from smartwatches could

be used to predict typed PIN-codes on smartphones. Liu et al. [101] found that

typed words on QWERTY-keyboards could be detected with such data. Indeed,

Ernst and Ernst [30] suggest that the proliferation of the smartwatch technology

has been significantly hindered by the perceived privacy risks of the technology.

Because of such concerns, smartwatch-based security solutions seem unlikely to

be widely deployed until privacy concerns are satisfactorily addressed.

2.3.3 Continuous authentication

Continuous authentication requires both initial authentication and ongoing

system to verify whether deauthentication should occur.

Problem setting Vehicular ad-hoc networks (VANETs) are local networks

formed by vehicles travelling in close proximity [48]. VANETs are an essential

part in future autonomous driving systems. VANETs are used to exchange

e.g. sensory information between vehicles in a neighborhood. This allows co-

operative maneouvers, e.g. vehicles travelling closer to each other, which in turn

enables increases throughput on roads. A study conducted in 1997 found that

such communication could increase throughput to 2.5-fold [48]. Autonomous

driving is also thought to increase safety of travel, since human errors can be

43



Resisting Attacks on Transparent Authentication Systems with Machine Learning

eliminated [48].

VANETs includes both vehicle-to-vehicle (V2V) and vehicle-to-infrastructure

(V2I) communication. During V2I communication, vehicles exchange informa-

tion with road-side units (RSUs), during which the location of the vehicle is

broadcast. This broadcast can be used to track vehicles over an extended period

of time. Several solutions exist in VANET location privacy [128, 129, 104, 14].

For example, pseudonym schemes assume that each vehicle can use several

identities in communication, which makes tracking more difficult, as the tracker

needs to know how to link these various identities to track a single vehicle.

Platooning refers to formation and dissolving of vehicle groups travelling in

the same direction. A platoon is lead by a lead vehicle, LV, and one or more

following vehicles, FVs, drive behind LV. We can call vehicles that desire to join

platoons candidate vehicles CV. There are several benefits in platoons: FVs can

gain access to some privileged information in the platoon and do not necessarily

drive themselves [9]. Thus drivers in FVs can be relieved to do other tasks.

Platooning can be formed for vehicles travelling in the same direction, e.g. by

determining the end location of route (e.g. GPS coordinate). However, such

communication can lead to loss of location privacy and it does not reveal whether

the vehicles are actually co-present.

Insights Vehicles follow road networks in platoons. Further, vehicles are

equipped with GPS in VANETs. This allows representation of the vehicle’s

locations on a map. Intuitively, the trajectories that two vehicles in a platoon

follow, are the same. CVs should only join such platoons that are actually

intending to travel along the same route as CV. A privacy-preserving trajectory

comparison can ensure that only vehicles that agree on the route join a platoon.

However, this alone still does not solve the ongoing route verification.

A trajectory recognition system like STASH (Publication I) can provide an

ongoing trajectory comparison component between two vehicles in a platoon.

Some design choices in STASH are unsuited for a platoon. STASH assumes the

parties are trusted and have already established a cryptographic association. In

a platoon scenario, the other party can potentially be malicious, e.g. with the

intent of extracting travel destinations from the other party it is communicating

with. In order to prevent such leakage, trajectories need to be compared in a

privacy-preserving way. In STASH, trajectories are compared only internally in

Prover P , thereby no information on the nature of the trajectory leaves it.

We learnt from Publication II that the adversary can be both innocent and

malicious. An innocent adversary does not try to circumvent the system. From

Publication II we learn that an on-going trajectory comparison between vehicles
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needs to be mutual and continuous to protect against a malicious adversary.

Trajectories cannot be compared e.g. once every turn, since this information

leaks timing information. A malicious adversary can use such information to

pin-point plausible junctions on a map, which allows localization of a vehicle that

engages in such communication. For these considerations, the communication

needs to be periodic.

Solution In Publication III, we propose a system that fulfills these require-

ments. Get-in-line consists of two phases: an intent comparison system and

an ongoing co-presence verification system. Phase 1 compares the intended

ideal trajectory towards the target location in a privacy-preserving manner and

discontinues the protocol if the trajectories mismatch. Phase 2 (ongoing co-

presence verification protocol) compares the trajectories once every second, and

will deauthenticate the following vehicle if the trajectories mismatch sufficiently.

Because vehicles are assumed to follow roads on maps, any number of artifial

vehicles can be simulated along the map. Thus, it is relatively easier to model

false accept rates (FAR) through map data, both against innocent and malicious

adversaries. An innocent adversary has a negligible chance of succeeding in

the intended trajectory comparison (phase 1). Intuitively, FARs for malicious

adversaries decreased exponentially with longer routes compared. The actual

numbers depend on the branching factor of the map, and the assumed mobility

model of vehicles. In Publication III, we found that for all four cities we compared,

no false accepts were found after 800 meters long trajectories.

In Publication III, we tested Get-in-line with field data gathered from Oxford.

It was implemented using a variant of the STASH on Android phones. The test

revealed that the approach is feasible: we reached 10% false reject rate at 5%

false accept rate. Further analysis revealed that false rejects were caused by

amplitude differences in turns (e.g. different turning speeds) and different turn

timings (traffic lights). The first problem is an artifact of poor quality gyroscopes

on smartphones and can be remedied with better hardware. The second problem

can be remedied e.g. by co-ordinating city-level traffic (e.g. letting a traffic light

pass a platoon at once).

Advantages and main contribution Get-in-line is designed to be resilient to

malicious adversaries that actively try to defeat the location privacy of individual

vehicles in the platoon. Due to availability of Openstreetmap [46] data, we

could model a very strong adversary that uses Bayesian Localization [137] to

determine the most likely location of a victim vehicle on a map. The localization

result assumes perfect knowledge of the initial location, heading and travel speed

on a vehicle. In reality, e.g. travel speed information may not be available for
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the adversary. The adversary model we used can therefore provide guarantees

on the system’s worst case behavior with a strong manipulating adversary.

Challenges The field trial in Publication III was evaluated with field data,

which was later time-synchronized in a laboratory environment. In a real-life

deployment, communication drops etc. can cause bigger false rejects than we

experienced in this paper.

Get-in-line requires that all participating vehicles are equipped with the

same software, e.g. to support protocols and an up-to-date map. In a real-life

deployment, different vehicle providers do not necessarily have agreements

on these. Practical deployment can therefore be limited, e.g. for one vehicle

company.
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Images are digitally represented with picture elements, pixels, arranged in a two-

dimensional grid. Pixels denote discrete quantities of gray values or colors [41].

The spatial resolution of an image is often represented by how many row-wise

× column-wise pixels are used to represent an image. Most people are familiar

with “full HD resolution”, which refers to 1920 pixels in width w times 1080

pixels in height h. In addition to pixels, images are associated with a number of

color channels c. The most common representation is RGB, in which each pixel

is represented with three values, denoting the luminosity of red, green and blue

channels in the image. For gray-scale images, only one color channel is used.

Pixel values are quantized and typically obtain values between 0 (minimum

value – black) and 2b −1 (maximum value – white), where b is the number of

bits used in the encoding. Thus the total number of bits required for storing

an image is w ·h · c · k. I will use the 8-bit, i.e. 256 color levels, representation

throughout this chapter for clarity.

Individual images x are often represented as three-dimensional matrices, as

in Statement 3.1:

x ∈ Dw×h×c, (3.1)

where D = {0, . . . ,255}, and w, h and c are defined as before. Figure 3.1 depicts

one such matrix. One such image datum thus has whc integer values associated

with it. Typically, the first element of the matrix x0,0,0 represents the top-left

Figure 3.1. An example of image in matrix format.
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Figure 3.2. An example of image preprocessing pipeline. This pipeline is used for the
classifier ResNet-101 [49] in PyTorch [122] .

red channel value in the image. Next, I will describe common machine learning

models used for image data analysis and evasion attacks against these models.

I will focus on classification algorithms.

3.1 Machine learning for image classification

Higher resolution images contain more details, but are computationally heavier

to process. For machine learning applications, variable sized images are typically

down-sampled to a specific resolution. The correct resolution is dependent on the

granularity of details required for the task. In general-purpose classifiers, 224×
224 or 299×299 are common resolutions [119]. In some tasks, such as traffic sign

recognition, much smaller resolutions (e.g. 32×32 in [120]) can be used without

impacting classification quality. Other operations such as various cropping

operations, color balance adjustments and data range adjustments are also

applied in image preprocessing. To give an example, I summarize one example of

a preprocessing step in the ResNet-101 [49] model in the PyTorch [122] library

in Figure 3.2.

Once images are preprocessed, they are arranged in datasets, which can be

representated as four-dimensional arrays, where the three dimensional image

datum Dw×h×c from Statement 3.1 is arranged as follows:

D ∈ Dn×w×h×c, (3.2)

where n the number of samples of image data in the dataset D.

For classification tasks, each image datum x of D is associated with a label l.

The dataset D and associated labels L are collectively called a labeled dataset.

Training is an iterative process, where a model M is updated, by evaluating

how well the labeled dataset (D,L ) fits it. This goodness-of-fit [116] is evaluated

with a performance criteria, such as the classification accuracy, which measures

how often M is capable of assigning the correct label to a sample of the dataset.

The dataset is often divided in three parts: train Dtrain, validation Dval and test

data Dtest. The machine learning model is adjusted to increase the classification
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accuracy on Dtrain. Training is done over several epochs, during which all of the

training data is evaluated once. Machine learning aims to derive a model that

performs well on Dtest, while only being subject to training on Dtrain.

Training requires choosing values of hyperparameters, such as the optimization

algorithm, learning rate and number of epochs, which are typically chosen based

on expert opinion or through a cross-validation search (CV-Search). During

CV-Search, the solution quality is evaluated on Dval. These evaluations are used

to choose hyperparameters that (hopefully) lead to a model that would perform

well when evaluated on Dtest.

In the 1990s and 2000s, it was common to apply a dimensionality reduction

step to the images to reduce the computational burden of vision algorithms.

In this methodology, the dataset is first reshaped from Dn×w×h×c to Dn×whc,

i.e. a dataset of n whc-dimensional feature vectors, on which traditionally

machine learning algorithms such as neural networks and nearest neighbor

classifiers are applied. The problem with this approach is that many machine

learning classifiers scale poorly with the dimensionality of data, which has

motivated the search for methods that can extract a significantly smaller, z-

dimensional representation of the whc-dimensional feature vector [41], where

z � whc. The problems associated with high dimensionality are called the curse

of dimensionality [84]. In one of my other works [89], I compare methods of

finding such z-dimensional representations and provide a simple method of

producing such a transformation of data. The drawback of these methods is that

they do not operate end-to-end: the z-dimensional representation may not be

the optimal representation of the data for the machine learning algorithm.

Neural network classifiers present a method of doing such end-to-end learning.

The networks typically start with random feature vectors, but gradually learn

by adapting the feature vector representations to the classification task and

gradually achieve better classification results.

3.1.1 Deep Neural Networks

Neural networks are arranged in pairs of linear matrix operations (matrix

multiplication and addition), and non-linear transformations, which are applied

element-wise. Such a pair is often called a layer. A deep neural network (DNN)

has at least two such layers [42]. Equation 3.3 shows an m-layer DNN applied

on an image x:

F(x)= fm ◦ fm−1 ◦ . . . f2 ◦ f1 ◦x, (3.3)
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where each layer f i(z) is expressed as σi(wT
i z+bi). Neural networks learn

by optimization: all parameter weights wT
i and bias terms bi are adjusted

gradually, with the purpose of finding parameter combinations that result in

smaller errors on the training set. Here σi is a non-linear transformation that

is typically chosen to be differentiable, to ease optimization. The most typical

non-linear transformation is Rectified Linear Unit, ReLU:

ReLU(xi jk)= xi jk if xi jk > 0 else 0, (3.4)

which sets the output to zero if its input is negative.

The design of a neural network is called an architecture. As a distinction, a

DNN with trained parameters is referred to as model, whereas an architecture

is a high-level depiction of the model (without parameter weights). Certain

architectures have designated names: a one layer neural network is often called

logistic regression or softmax and a two-layer neural network is called a multi-

layer perceptron (MLP). Networks with more layers have been found to be able

to learn better feature vector representations [42].

Convolutional neural networks (convnets) were proposed already in 1989 [97],

but were found to be computationally intensive to train. Since then, advances

in optimization theory, hardware, and datasets, have made it possible to train

very deep convolutional neural networks. Convnets became the standard for

image-based machine learning models only since 2012, when AlexNet, a deep

convnet won an annual general-purpose image classification contest [94]. These

deep convnets required more training than previous neural networks. AlexNet

required “five to six days” to train using two GPUs in 2012 [94]. In the late

2010s, deep convnets are considered the state-of-the-art in image classification

tasks and are almost synonymous with DNNs in the image domain. Several

alternative architecture choices for deep convnets have been proposed. I refer to

such general purpose image DNNs as ImageNet models.

These ImageNet models have been found to learn very effective feature vec-

tors [93]. In transfer learning, weights and biases of ImageNet DNNs are used as

initial values, while training for a secondary task, such as traffic sign recognition

or bird species recognition. In this context, ImageNet DNNs are referred to as

pre-trained models. For instance, Kornblith et al. [93] found that pre-trained

models that perform better on the original ImageNet task also systematically

yield better classification accuracies on the secondary tasks. Nowadays, tens or

hundreds of pre-trained models are available for download on the Internet. For

example, the PyTorch official model repository has 23 variants of pre-trained
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(b) Evasion attack.

Figure 3.3. Toy example of evasion attack. Colors denote decision boundaries. A data point
(black) is modified to become misclassied (red).

ImageNet models publicly available for download1.

Model evasion Complete access to a machine learning model M is called white-

box access. This allows an adversary to calculate minimal perturbations ε to

an image x that cause M to misclassify x+ ε. The data sample x+ ε is said to

evade M [12]. Model evasion is the art of finding such perturbations ε that

cause input data x to evade M. Model evasion violates a model’s prediction

integrity. Figure 3.3 shows a multi-layer perceptron [116] classifier M with

two-dimensional toy data. Figure 3.3b shows perturbation ε = [+0.25,−0.25]

applied on a data sample x. Data sample x′ = x+ ε evades classification by M.

Evasion can be both targeted and non-targeted. The latter refers to random

misclassifications, whereas the first is a specific misclassification.

The perturbed image x′ = x+ε is called an adversarial example, if it evades M,

while ε is considered (perceptually) small. For images, several different metrics

have been considered for adversarial example creation [134]. Typically, the

size of an adversarial example is bounded with an Lp-norm [134]:
∥∥x′ − x

∥∥
p ≤ ε.

Norms bound how many/much pixels can be altered:

• L∞:
∥∥x′ − x

∥∥
∞ ≤ ε bounds the maximum perturbation size of pixels. It is

calculated individually: all pixels can be modified ±ε from original values.√
x2

i, j,k ≤ ε ∀i, j,k

• L0:
∥∥x′ − x

∥∥
0 ≤ ε bounds the number of pixels altered to be less or equal to ε.

There is no constraint on the size of the modifications.
1https://pytorch.org/docs/stable/torchvision/models.html, May 15th 2019
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(a) Original image x. Classified as

French bulldog with probability

99.66%.

(b) Adversarial example x′. Classi-

fied as Grand Piano with probabil-

ity 100.00%.

Figure 3.4. Example of an ordinary and adversarial example for ResNet-101. The adver-
sarial example is at L∞-distance 5% from the original image.

• Lp (for 0< p <∞): L0:
∥∥x′ − x

∥∥
p ≤ ε lie somewhere in-between the two:

– L1:
∥∥x′ − x

∥∥
1 =∑w

j=1
∑h

i=1
∑c

k=1

√
(x′i, j,k − xi, j,k)2 ≤ ε constrains the sum of

absolute pixel-wise modifications.

– L2:
∥∥x′ − x

∥∥
2 =

√∑w
j=1

∑h
i=1

∑c
k=1(x′i, j,k − xi, j,k)2 ≤ ε constrains the Euclidean

distance.

Partly because of its easy mathematical interpretation, L∞ is often used in

research papers. Figure 3.4a shows an image of a French bulldog. The DNN

classifier ResNet-101 [49] correctly identifies the image with 99.66% probability

of being a French bulldog. Figure 3.4b shows an adversarial example with a

perturbation of size ε= 5% (L∞). ResNet-101 identifies the image to be a grand

piano with 100.00% probability.

3.1.2 Prediction APIs

Data is increasingly seen as a commodity that enables training of specialized

machine learning models. Model owners can consider models to be valuable

business assets that need to be protected. Therefore, theft of machine learning

models is a serious concern. Partly to protect the confidentiality, and partly due

to easy deployment, models are increasingly deployed in isolated environments,

such as in the cloud or in local isolation. Figure 3.5 shows a Prediction API

for such an isolation. There are three entities in the figure: Model, Service
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Figure 3.5. Essential components of a Prediction API. Client sends a query to Service
Provider, which mediates access to Model. Model predicts class of Client’s query and
sends the response to Service Provider, which further relays the response to Client.
An optional barrier is shown.

Provider (SP) and Client. Client sends requests to SP with the intent to receive

predictions from Model. SP provides predictions from Model to Client. SP

mediates the access that Client has, and decides the level of granularity that it

provides to Client. Consider a prediction API providing classification among C

classes. There are four common choices of prediction APIs (in order of decreasing

granularity):

• Logits APIl(x) = {l0, . . . , lC}. Each item l i is the log-probability that Model

assigns to input image x for class i among the C classes.

• Probabilities APIp(x)= {p0, . . . , pC}, such that
∑C

i=1 pi = 1 and 0≤ pi ≤ 1 ∀i ∈
{1, . . . ,C}. Each item pi is the probability that Model assigns to input image x

for class i among the C classes. APIp(x) can be constructed from APIl(x).

• Top-k responses APIk(x)= {p0, . . . , pC}, such that the k highest probabilities

pi and class ids i among {p0, . . . , pC} are returned. Others are set to zero.

APIk(x) can be constructed from APIp(x).

• Label-only APIL (x)= i, i ∈ {1, . . . ,C}, where i is the index i that has the high-

est probability among p1, . . . , pC. APIL (x) can be constructed from APIk(x).

APIl(x) is not used in practice, because it reveals internal properties of Model,

and does not provide intuitive results to Client. Returning APIp(x) becomes

excessive when C is large. Prediction APIs predominantly return APIk(x).

Google Cloud Vision2 returns between top-1 and top-30, while Clarifai currently

returns top-203. Amazon Rekognition4 and IBM Watson Visual Recognition5

2https://cloud.google.com/vision/
3https://clarifai.com/demo
4https://aws.amazon.com/rekognition/faqs/
5https://www.ibm.com/watson/services/visual-recognition/
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similarly returns variable top-k results.

Each prediction API also provides methods of training custom models. In

addition to these, Apache PredictionIO6 and BigML7 provide customers the

ability to train and deploy models in the cloud. Algorithmia8 is a ecosystem for

ML models, where clients can use microservices of models. Clients are billed

based on total runtime. Rakuten9 provides a marketplace for prediction APIs.

Privacy Prediction APIs can be disadvantageous to the client, since the client

does not necessarily trust SP to handle the data correctly. Oblivious machine

learning predictions are techniques that provide the functionality of the pre-

diction API, while simultaneously providing guarantees that SP does not learn

Client’s input, while Client does not learn the weights of Model. In one of our

other works [100], we propose transformation techiques that can transform any

common neural network into an oblivious variant with negligible loss in accuracy.

Oblivious neural network technology is currently experiencing rapid develop-

ment. MiniONN (2017, [100]) was found to be 300 times faster to evaluate than

the previous state-of-the-art, CryptoNets (2016, [39]). In 2018, Gazelle [90]

reached 20-30 times efficiency improvements compared to MiniONN. In 2019,

EPIC [106] further claims improvements in efficiency of up to 700 times over

Gazelle, but are limited in their support of neural network architectures. Deci-

sion trees too can be made oblivious [170]. Oblivious machine learning solutions

may thus become increasingly more likely to be deployed in future.

Black-box evasion Isolating Model from Client by definition protects against

white-box adversaries. However, black-box attacks can still be carried out. Pa-

pernot et al. [120] demonstrated that adversarial examples developed against

one model can be adversarial against another model as well. Carlini et al. [16]

showed that larger perturbations yields stronger attacks, i.e. they evade tar-

get models more often. Therefore, one must always mention the norm when

mentioning evasion rate.

In 2016, Liu et al. [102] found that adversarial examples created with ensem-

bles of pre-trained models transfer more easily. They found that adversarial

examples created with large perturbations also frequently fooled a real-life clas-

sifier Clarifai. However, they found that it came at the cost of visible alterations

in the image. Kurakin et al. [96] found that iterative variants of FGSM were

less transferable than the (ordinary) single-step FGSM [43]. They consequently

6http://predictionio.apache.org/
7https://bigml.com/api/
8https://algorithmia.com/
9https://english.api.rakuten.net/
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recommended the usage of single-step attacks for transferability. In 2018, Dong

et al. [26] found that iterative variants of FGSM were more transferable, if they

used a momentum term to accumulate gradient updates.

3.2 DNN Model Extraction

In Publication IV, we investigate DNN model extraction attacks against black-

box prediction APIs. I present a summary of my work on model extraction in

this section.

Problem Setting The prevalence of prediction APIs and their monetary value

have sparked research interest in model extraction attacks [103]. Model ex-

traction can harm the business advantage that a model owner has. In these

attacks, a malicious client constructs a surrogate model by first querying the

target API with data samples and then using the (sample, response)-pair to

train its own surrogate model. Lowd and Meek [103] introduce the idea of model

extraction. Tramer et al. [153] improve these results. They found that simple

neural networks like logistic regression and MLP could effectively be stolen

when the attacker can query a very large number of random points. They only

used artificially created, synthetic samples in the attack. They introduce two

quality criteria for attack success: RU-agreement and test-agreement. These

measure how well the surrogate model replicates the target model when query-

ing uniformly random data and held-out test data (respectively), which the

adversary has not previously seen. Their attack required approximately 100 ·k
queries in order to reach an attack effectiveness 99%. They only evaluated model

extraction attacks trained on several simple datasets.

Lowd and Meek [103] evade simple email spam classification systems through

model extraction. Papernot et al. [120] later showed that model extraction at-

tacks could be used to construct transferable adversarial examples for images.

They start with a small number of natural samples and construct many more

synthetic samples from these. They consider the success criteria test-agreement

and non-targeted evasion. The latter is evaluated with several different per-

turbations. They evaluate attacks on models trained on a handwritten digit

recognition dataset (MNIST [98]) and a traffic sign recognition dataset (GT-

SRB [143]), which are typical image datasets for DNNs. They show that it is

possible to reach up to 89% test-agreement on MNIST, but do not discuss test-

agreement results for GTSRB. They show that the non-targeted evasion evasion

success increases with larger perturbations. For example, with perturbation of
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size ±30%, non-targeted evasion evasion succeeds in up to 80% of the cases for

MNIST and up to 70% of cases for GTSRB.

Insights Previous work [103, 153, 120] has been instrumental to communicat-

ing about the threat of model extraction attacks. However, it is not clear how

well these attacks work on deep neural networks and what the limitations of

these attacks are. In particular:

• Usefulness in targeted evasion. Out of these evaluations, the one in Pa-

pernot et al. [120] presents the most realistic attack against image classifiers.

Tramer et al. [153] evaluated only toy datasets and very simple neural net-

works, and results obtained from that dataset cannot be translated to deep

neural networks. By constrast, Papernot et al. [120] demonstrated attack suc-

cess against more complex models built for datasets like MNIST and GTSRB.

Yet, they evaluated non-targeted evasion evasion as their primary success cri-

teria, which can be achieved without extracting the model, e.g. by compressing

images with image compression algorithms [35] or by inserting salt-and-pepper

noise (aka impulse noise) [54]. It is unclear how well their attacks will work

on the more difficult case: targeted evasion.

• Unclear parameter choices. Papernot et al. [120] evaluate the effect of

the number of synthetic queries used in the attack, and do not motivate the

hyperparameter choices in training (learning rate, training epochs), number

of natural samples and how synthetic samples are generated (adversarial

example algorithm and perturbation size). Using a small number of natural

samples is preferrable in attacks, since depending on the situation, natural

samples may be more difficult to obtain. Understanding the effect of natural

samples can yield more effective and efficient attacks.

• Unclear limitations. Papernot et al. [120] evaluate their attack against

cloud-deployed prediction models, but it is unclear what the relative complexity

of these models are. They also do not evaluate the impact of the number of

natural images the attacker has.

• Detectability. Both Tramer et al. [153] and Papernot et al. [120] follow

specific patterns in the attack: the attacker first queries some initial seed

samples and then constructs new synthetic samples from these. Such a pattern

should be detectable. However, no detector is proposed in previous work.
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Solution Papernot et al’s attack [120] is the most realistic model extraction

attack. However, their evaluation leaves several questions that require eval-

uating the attack carefully. In Publication IV, we first replicated two attacks:

Tramer [153] and Papernot [120], and evaluated each attack with the same

number of synthetic samples on MNIST (102,400 samples). We evaluated the

test-agreement, RU-agreement, non-targeted and targeted transferability. The

technicalities on how these are calculated can be found in Section IV.A (Publica-

tion IV). We systematically evaluate design choices in Papernot, with several

insights:

• Tramer is inferior to Papernot on almost all criteria, and produced close to

random test-agreement, non-targeted and targeted transferability.

• The attacker benefits from searching for good hyperparameters via cross-

validation, which can perform better than using the same hyperparameters

that the target model used.

• Iterative variants of FGSM [96, 26] give better transferability, even though

Papernot uses (non-iterative) FGSM [43] to construct synthetic samples.

Based on this initial evaluation, we only evaluate Papernot with cross-validated

hyperparameters and iterative variants of FGSM for transferability attacks, in

the next parts of Publication IV.

In Publication IV, I also examined the relationship between target model

API’s responses and model extraction efficiency. We examined two choices:

the least informative APIL label-only and the most informative API full set

of probabilities APIp. Tramer et al. [153] found that their attack’s efficiency

dropped remarkably if the API returned labels-only rather than probabilities.

In Publication IV, we evaluated this impact using initial seed samples. We

found the impact on test-agreement was negligible: at most 2%. On the other

hand, an attacker that has access to probabilities can reach 35%-70% higher

targeted transferability than with labels only. Thus, the API cannot deter model

extraction only by tweaking API response granularities, contrary to what was

found in Tramer et al. [153].

In Publication IV, we found that iterative targeted variants of Jacobian-based

synthetic sample crafting methods were helpful in model extraction. These

methods improved model extraction on all four quality metrics. We also found
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that generic data transformation methods like random color jitter10 can help

in improving model extraction. For GTSRB, COLOR outperformed all other

methods in test-agreement. As such, it is feasible that even stronger model

extraction attacks can be made in the future by choosing synthetic samples

appropriately. With these improvements, we improve the state-of-the-art of

model extraction with the adversary model in Papernot et al. [120] significantly

on both MNIST and GTSRB. For example, on GTSRB I calculated that the top-5

agreement for our strongest attack COLOR was as high as 92%, compared to

57% in Papernot.

All of these attacks consist of two distinct phases:

1. Querying seed samples and consequently updating the attacker’s surrogate

model with the new information. The seed samples can be synthetic as in

Tramer or natural as in Papernot and our attack.

2. Creating new synthetic samples based on these initial samples. The surrogate

model is updated with new information.

Thus, it should be possible to detect an attacker that follows such a paradigm by

analyzing sent queries, since synthetic samples are derived from seed samples.

In Publication IV we propose to analyze queries sent by clients. The distances

between two independent points in a closed space is known to be close to how

random points are distributed in space. By contrast, synthetic data points are

correlated to seed samples and are expected to have a different distribution.

We use this information to build a classifier (PRADA) that detects the usage

of synthetic samples. We find that this classifier is able to detect Tramer and

Papernot almost immediately when synthetic samples are used. We also did not

find any false positives for Tramer and Papernot.

Advantages and main contribution We did a comparative evaluation of prior

model extraction attacks in Publication IV, and applied these attacks to previ-

ously proposed models, trained on previously proposed datasets. This allowed

us to evaluate the threat that state-of-the-art model extraction poses.

Our results showed new insights into how model extraction can be done

effectively. Importantly, the adversary does not need to know what the hyperpa-

rameters are in order to successfully perform model extraction: we demonstrated

that doing a hyperparameter search with cross-validation can yield superior per-

formance compared to using the same hyperparameters. Our attack on MNIST

10https://pytorch.org/docs/stable/torchvision/transforms.html
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was very successful: we reached the macro-averaged F-score 98%, which is very

close to an ideal result.

In Publication IV, we also showed that natural seed samples are critical for

successful model extraction. As an example, our most effective Jacobian-based

attack on GTSRB reached 48% test-agreement with 110,800 total queries, when

starting with 430 seed samples. By comparison, test-agreement reached 47%

when starting with 2000 seed samples and not using any synthetic samples. As

such, future model extraction attacks will likely focus on using natural seed

samples rather than synthetic samples.

However, there will be scenarios where such natural data is hard to come by.

For such scenarios, the adversary can still use synthetic samples. We showed

that regular data augmentation-based synthetic samples can be used effectively

to train surrogate models. We developed a detection method to detect model

extraction against this setting.

Challenges and Future Work Our evaluation of model extraction focused on

previously proposed datasets. Our attack results on GTSRB were significantly

better than previous state-of-the-art. However the results are still quite far from

the target model’s accuracy: the surrogate model’s accuracy was at highest 62%,

whereas the target model had the accuracy 95%. For future work, it is important

to see how well the attacks perform on other datasets (both similar, and more

complex). Such an analysis can reveal limitations in the attack model.

Our detection method focused on negligible false positives. We accomplished

this by updating an internal state in our detection method, based on queries

sent by the client. Such a stateful detector is reliant on the behavior of a client,

to ensure good usability. Due to this design choice, certain problems occur:

• Sybil attacks. The system can be defeated if the adversary spreads its

queries across several accounts. For example, it can initially query all seed

samples with one account, and then query synthetic samples with another

account.

• Storage. Each user session needs to be kept in memory, in order to compare

the distribution of queries. This means that the storage per user can become

a problem for settings where input data is large, and each server needs to

respond to several users.

• Other synthetic samples. Our results indicate that the detection system

may be circumvented if the attacker controls the distance between new syn-
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thetic samples carefully. For example, T-RND-64 evaded detection on GTSRB.

The detection was therefore done with a different threshold.

• Natural samples. The detection method does not detect attacks that only

use natural samples, such as the one by Orekondy et al. [119].

Comprehensive detection of DNN model extraction remains an open research

problem. In the lack of viable detection mechanisms, deterrence mechanisms

such as watermarking [1] may be used for verifying ownership of DNNs. How-

ever, existing DNN watermarking schemes have not been demonstrated to be

effective against adversaries that perform model extraction.

3.3 Evading Black-box Prediction APIs

In Publication IV, we present a targeted evasion method against realistic black-

box prediction APIs. I present the main highlights of my work in this section.

Problem setting As I discussed earlier in this chapter (cf. Sec. 3.1.2), predic-

tion APIs are becoming increasingly popular for a wide range of applications,

including security-critical applications. The state-of-the-art black-box evasion

attacks through the transferability property use several surrogate models as

components in ensembles. For example, the state-of-the-art attack MIFGSM by

Dong et al. [26] merge logits of all ensemble components and then step iteratively

in this unified ensemble direction. The strength in such attacks are extremely

query-efficient: they can succeed in just one query. Targeted evasion is however

relatively difficult to achieve with these models, unless the imperceptibility

of modifications is sacrificed. Such methods can be called ensemble methods,

because they rely on the availability of surrogate models arranged in ensembles.

In addition to evasion via the transferability property, separate types of black-

box evasion attacks have been observed: finite-difference methods do not use

surrogate models for the attack; instead they apply black-box optimization

methods to gradually create an adversarial image. They have been shown to

work effectively on ImageNet models, reaching up to 95% evasion rate on average

with 1000 queries in benign circumstances [83]. Such methods can be called

query-only methods, because they do not use any surrogate models.

Insights The query-only methods proposed to date predominantly assume a

very permissive API: one that returns the full set of probabilities [82, 83, 18, 156]

APIp, or even more permissively, logits APIl [2]. These are not realistic APIs in
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practice. For example, Google Cloud Vision returns somewhere between a few

and 30 top classes with probabilities, which is a very small subset of the total

number of classes. The total number of classes is not public knowledge, but it

is fair to assume there are more classes than in ImageNet (more than 1000).

In order to evade such realistic APIs, the evasion process needs to start from

an image of the target class to be evaded. A few papers have addressed the

more realistic APIk and APIL , but the performance of the evasion attacks drop

significantly when subject to these more constrained APIs. Ilyas et al. [82] report

that the median time to success increased from 10,000→ 50,000→ 2,700,000,

when the ImageNet API becomes progressively more constrained: APIp → APIk →
APIL . At the same time, the evasion rate decreases from 99%→ 94%→ 90%. Due

to these considerations, query-only attacks alone are not realistic for attacking

real-life APIs.

However, as I mentioned earlier, pre-trained models for ImageNet are publicly

available. A realistic adversary should be able to use these pre-trained models

as surrogate models to attack APIs. In the past, relatively small ensembles have

been evaluated: e.g. ensembles with 4 models in Liu et al. [102] and 3 models

in Dong et al. [26]. Realistically, the adversary has access to tens of surrogate

models already in PyTorch model zoo alone, and hundreds more via various

github repositories. A realistic adversary has access to such a large number of

ensembles.

Further, by both using queries and surrogate models, the adversary’s evasion

rate can increase significantly. Moreover, transferability attacks with surrogate

models do not rely on API for feedback on how to create the adversarial example.

This information comes only from the surrogate model ensemble. Therefore, the

efficiency of applying transferability attacks is not dependent on the assumptions

on the API, and they are applicable without performance degradation to the

most constrained APIL .

To the best of my knowledge, these methods have not been evaluated together

in prior work. Surrogate ensemble methods (ENS) only query the target API

once: to check the result. Query-only methods (QO) do not use surrogate models.

Trivially, it should be possible to combine ENS and QO to produce more efficient

black-box evasion. Such an agile attacker can simply reduce the number of

queries by first querying once with ENS and then querying the rest with QO.

We refer to this strategy as EQ.

Choosing between ENS and QO resembles an exploration/exploitation tradeoff.

Given a certain maximum modification ε, the attacker wants to evade the API

with the least number of queries. Intuitively, the attacker should first evaluate

61



Evading Image Classifiers

ENS, since it has a non-zero probability of evading the API. If the attack does not

succeed, the rest of the queries are spent with QO. Such a simple strategy should

already provide improved efficiency. However, it does not take into account the

benefits that query access gives to surrogate model attacks. In Publication V, we

explore if it is possible to further increase efficiency by developing new attacks

that build on strengths of ENS and QO attacks.

Solution In Publication V, we compare the state-of-the-art attacks for ENS

and QO; MIFGSM on ensembles by Dong et al. [26] and Partial Information

Natural Evolution Strategies (PI NES) by Ilyas et al. [82] In our work, we

focused on targeted evasion against a realistic APIk. In Publication V, we first

set up standardized tests to determine the relative performance of different

methods. We use the test examples provided by Liu et al. [102], but apply minor

modifications to the setup to allow evaluation of QO. We create 100 settings for

evasion, each of them defining the following items:

• xgoal: the image that should be evaded.

• y′: the targeted classification result.

• xstart: the start image for adversarial example creation.

We set the level of maximum modifications to be static in all settings: ε= 0.05.

We find that a simple combination of ENS and QO produces more effective and

efficient evasion. We then propose PRISM and PRISMR : partial-information

surrogate model attacks that combine strengths of ENS and QO. Like ENS,

these techniques use available surrogate models to estimate gradients. Similar

to QO, these techniques start the evasion process from an image xstart of the

target y′, and then gradually move closer to the goal image xgoal. We show that

for all target models, PRISM and PRISMR are more effective than ENS, and

significantly more efficient than QO. We show that an agile adversary can evade

the API significantly faster by evaluating different methods in a specific order.

For our 100 examples from ImageNet, we found that the following order was

efficient:

1. ENS for query 1.

2. PRISM for queries 2–50.
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3. PRISMR for queries 51–1000.

4. QO for queries 1001 – 100,000.

We find that this order (EPPRQ) can reduce the average number of queries by 3

orders of magnitude, while reaching the same success rate as QO.

We evaluated PRISM and PRISMR against Google Cloud Vision and found

that the attack succeeded significantly faster than with QO. We found that

PRISM and PRISMR required between 400 and 1000 queries to succeed, while

QO required about 20,000.

Advantages We evaluated the state-of-the-art attacks on a common testbed.

This allowed us to see systematic differences in the methods and propose not

only a method for merging existing methods, but also an approach towards

merging best properties of state-of-the-art methods. This approach allowed us

to verify that certain settings of adversarial example were systematically more

difficult than others.

We showed that PRISMR has real-life applicability by attacking a commercial

vision API. We found that the adversarial example also evaded Microsoft Cogni-

tive, Clarifai and Amazon Rekognition, whereas the example provided by Ilyas

et al. [82] is not recognized on any prediction API anymore.

Challenges New versions of commercial APIs make it difficult to do a compar-

ative evaluation of attacks. For example, Ilyas et al. [82] reported that their

attack worked against Google Cloud Vision in December, 2017. They provide

the resulting adversarial example, available for download11. Since then, Google

Cloud Vision has been updated to use novel neural networks, and consequently

this particular sample is no longer misclassified by Google Cloud Vision. Since

2017, Google has made efforts into developing its Neural Architecture Search

(NAS) technology [56] that can automatically develop novel architectures suit-

able for several tasks. Thus, it is likely that the neural network at the end of

the Google Cloud Vision backend has been updated with novel insights gained

from this technology.

One difficulty in evaluating surrogate model methods like ENS and PRISM

is that the attacks are highly dependent on the suitability of surrogate models

available to the attacker. For example, we show that the attack performance

degrades significantly if the attacker does not have access to a surrogate model

component with a similar architecture as the target model. We noticed that

11https://www.labsix.org/partial-information-adversarial-examples/
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efficiency of our attack degraded between December 2018 and May 2019. While

the attack required approximately 100 queries in December 2018, in May 2019

it required approximately 500 queries to succeed. We noticed that not only did

the task become more difficult, but even the labels changed in the Google Cloud

Vision. For future work, it would be important to find a technique that can

gracefully degrade when presented with unsuitable ensembles.
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Text communication is one of the oldest forms of communication [88]. The

rise of the Internet and commercialization of the personal computer, facilitated

what may be called personal publishing. Technologies pioneered by online

bulletin board systems (BBS), Internet Relay Chat (IRC) and email were later

commercialized by social media, which has made online text communication

easier than ever before.

The societal role of social media has changed during the last few years. Since

the Facebook-Cambridge Analytica scandal [147], and the realization that social

media could be used to manipulate voters, there has been a wide push for stricter

control over social media platforms like Facebook. For example, communicating

hateful intents such as violence against people based on racial or ethnic grounds

is widely considered unacceptable. Spreading deceptive information such as

false opinions through fake reviews [95] are commonly considered socially wrong,

and possibly illegal, depending on the jurisdiction. There is a wish to moderate

what kind of communication is done on social media both from the side of the

government and social media platform providers.

What compounds the issue is that social media posts are published instanta-

neously, and can reach thousands or millions of users in matters of minutes. In

2019, Facebook alone had 3.3 million user posts per minute [60]. Human-based

moderation is not scalable; moderators review content too slowly to be effective

and face severe phychological stress from reviewing hateful content on a daily

basis [60]. Automated moderators seem ideal: algorithmic decision-making can

be scaled effectively, and when working well, does not impact the legitimate

usage of the platform. However, these systems are still in development, and

evasion attacks threaten the effectiveness of automated detection techniques.

For example, Facebook is reported [60] to be using both human moderators and

automated moderation in their hate-speech detection.

I will first discuss natural language processing (NLP) techniques for analyzing
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Table 4.1. An example on simple word-tokenization.

Normal text: Great food and beer!

Word-tokenization: [‘Great’, ‘food’, ‘and’, ‘beer!’]

text in Section 4.1. Here, I will review traditional text pre-processing for classifi-

cation tasks in Section 4.1.1, and briefly overview Recurrent Neural Networks

(RNNs) and generative models in Section 4.1.2. Next, I will summarize Publica-

tion VI in Section 4.2, where we evaluate the effectiveness of recently proposed

hate-speech detection techniques and their resilience to simple evasion attacks.

I will conclude with a summary of Publication VII in Section 4.3, where we

present a credible fake restaurant review generation algorithm that can produce

reviews that avoid detection by humans. Although we provide an automated

method that can detect fake reviews if enough information about the fake-review

generation technique is known, the problem of fake-review detection remains

open in the general case.

4.1 Text processing background

I will first present background information on text processing. Machine learning

on digital forms of text requires several design choices e.g. on how to remove ir-

relevant data and how sentences are split into smaller units. The most important

of these design choices are summarized here.

4.1.1 Traditional preprocessing pipeline

To easy computational analysis, the first step is often to normalize text. Then,

text is split into small pieces of consecutive tokens. Some of these tokens may

be combined as machine learning features for training/testing purposes. Next, I

will briefly overview these important steps.

Normalization The normalization step determines what kind of text should be

considered equivalent [108], and is akin to input sanitization in access control

systems. For example, such a system may determine that only printable ASCII

characters should be allowed as input and may drop other characters. In

addition, normalization may lowercase all text, remove certain characters/words

such as punctuation, and diacritics/accent markers [108].

Tokenization Tokenization determines how character sequences should be

split into pieces, tokens. Typically, the choice is made between some form of
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Table 4.2. An example on n-gram dictionary construction.

Tokens: [‘Great’, ‘food’, ‘and’, ‘beer!’]

1-grams: {1: ‘Great’, 2: ‘food’, 3: ‘and’, 4: ‘beer!’}

2-grams: {1: (‘Great’, ‘food’), 2: (‘food’, ‘and’), 3: (‘and’, ‘beer!’)}

3-grams: {1: (‘Great’, ‘food’, ‘and’), 2: (‘food’, ‘and’, ‘beer!’)}

word-tokenization, and character-tokenization. Machine learning features are

constructed primarily based on these tokens. Figure 4.1 presents a very simple

word-tokenization, where tokens are created by finding spaces in text. This style

of tokenization is used by the open source translation library OpenNMT-py [92].

Often, the number of individual tokens in the corpus can be prohibitively high for

sensible processing of data. Thus, some of the items in the text may be discarded,

e.g. by replacing such rare tokens with a default value, <unk>, representing

an ‘unknown’ token. The choice of tokenization does not necessarily affect the

model accuracy, but has an impact on the resistance to simple evasion attacks,

as we discuss later (cf. Section 4.2).

Feature extraction After tokenization is done, traditionally these tokens are

mapped to features using some set of rules. This is typically done with n-

grams [88]: tuples of n consecutive tokens. Each of these n-grams is then

mapped to a feature index, and the whole text can be represented as a bag-of-

tokens [88], where the presence or absence of specific n-grams in a text datum

is marked with a boolean feature. Again, some of these tokens are typically

discarded as being too rare. Figure 4.2 shows how 1/2/3-grams can be constructed

from a simple sentence.

Training and testing Given extracted features and appropriate labels (e.g. or-

dinary/offensive text), traditional supervised machine learning algorithms [116]

such as random forests, logistic regression, adaboost or support vector machines

can be used to train a classifier. Once a classifier has been trained, it can be

tested with some held-out test data. The test data needs to be processed with

the same tokenization and feature extraction as was used during training.

4.1.2 Generative Models and Recurrent Neural Networks

In addition to training classifiers, text corpora can be used to train language

models, which mimic statistical properties of text in a given corpus. Language

models can be used as random text generators [10], but they are also part of

modern machine translation models.
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Language models Language models model the probability of tokens in text,

given some preceding tokens:

P(tk |t1, . . . , tk−1), (4.1)

where tk is the kth token, and t1, . . . , tk−1 are all the preceding (k−1) tokens.

Language models are trained on some corpus, a process which establishes how

likely next tokens are. The simplest language models are Markov chains, which

simplify the calculation to only look at the immediate p tokens:

P(tk |tk−p, . . . , tk−1). (4.2)

A Markov chain that models probability tk based on p previous tokens is called

a (p-1)-order (Markov) chain. Markov chains are simple to understand; for a

chain of order p, only the preceding p−1 n-grams can affect the likelihood of

the next generated token.

It is often difficult to know a priori what an appropriate order for Markov

chain is, given a specific corpus. Low-order chains can break grammaticality and

logical flow of text. Higher-order chains become too specific; they may completely

memorize sentences from a training corpus. Such memorization occurs partic-

ularly often when a dataset contains many rare n-gram phrases [88]. Higher

order chains also become cumbersome to train and have high memory usage due

to a combinatorial explosion in the number of distinct n-grams. Because of these

reasons, Markov chains are no longer part of state-of-the-art language models.

Recurrent Neural Networks Recurrent Neural Networks (RNNs) [113] are

various neural network architectures specialized in processing sequences of

tokens [42]. The central concept of RNNs is to maintain an internal cell state, C,

which is updated each time a token is passed through the network. Figure 4.1

shows how RNN with a cell state C processes a sequence of T tokens, x =
x1, . . . ,xT . The internal cell state, C = C0, . . . ,CT , is updated with each passed

token. RNNs are flexible and routinely used as building blocks in machine

learning models in several different tasks, including language models [113].

In this dissertation, RNNs are used for classification and generation of text.

Figure 4.2a shows how they are traditionally used for classification. The full

text sequence x is passed through the network and the last cell state, CT , is

used to predict a label, y, for the text. Figure 4.2b shows how RNNs are used as

language models for free-form generation of text. Generation starts by passing

a first token x1 to the RNN, which is processed and used to produce an output

token o1. The process is repeated by using the previously generated output,

o1, as input, which in turn produces token o2 as output. This approach can be
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Figure 4.1. Sequence processing with basic RNNs. Input data, x1, . . . ,xT , is sequentially
pushed to an RNN. The internal state of the RNN, C, is updated every time input
data x is processed.

(a) Classification. (b) Generation.

Figure 4.2. Two common uses for RNNs.

used to generate an endless amount of free-form text. Often the first fed token,

x1, is a special start-of-sentence token. Generation is typically ended when a

special end-of-sentence token is generated. This approach is used e.g. in Yao’s

fake restaurant review generation algorithm [168].

RNNs can have several different internal state representations, cell designs.

Certain cell designs have become de facto standards; Long Short-term Memory,

LSTM [52], and Gated Recurrent Unit, GRU [21], both feature gates that help

cells learn desired behavior (e.g. classification or language modeling). For

example, LSTM cells contain three learneable gates, while GRU cells contain two.

Out of these two, GRUs were initially found to be superior to LSTMs in several

datasets [21]. However, Jozefowicz et al. [87] found that LSTMs and GRUs

perform equally well, if LSTMs are initialized according to a recommended

practice. Ipso facto there may not be any performance difference between the

two in practice. For more information, Christopher Olah has an excellent

explanation on RNN variants and the roles of gates in RNN cells1.

Encoder-decoder networks and neural machine translation The Encoder-

decoder architecture [19], shown in Figure 4.3, combines the two previously

presented RNN architectures. The encoder network, Enc, reads a variable-sized

input, x, and produces an output, y. The decoder network, Dec, reads y as input

and produces a variable-sized output o. Encoder-decoders are able to condition

generation of text sentences, o, on input sentences, x. They have been the most

1https://colah.github.io/posts/2015-08-Understanding-LSTMs/
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Figure 4.3. A simple encoder-decoder architecture.

important building block of neural machine translation, NMT, architectures,

where a text representation in one language is translated to another language.

NMT is currently considered state-of-the-art in translation tasks. For example,

Google’s text translation service Google Translate [165] started using neural

machine translation technology [6] for general-purpose language translation

already in September 2016 [55].

4.2 Evading hate-speech detection

In this section I present what constitutes hate speech, and what kind of detection

methods have been proposed in research literature. Then I will present our

contribution to the research field set out in Publication VI.

Problem setting Hate speech has become a difficult problem for social media

platforms. The largest social media companies are based in the US, where

freedom of expression is considered a constitutional right. As such, social media

platforms have traditionally been known to be permissive of various forms

of content on their platforms. Legal protection from hate speech varies from

jurisdiction to jurisdiction. For example, the EU defines that hate speech is

text that includes “public incitement to violence or hatred directed against a

group of persons or a member of such a group defined on the basis of race, colour,

descent, religion or belief, or national or ethnic origin;” [32]. Such hate speech

is prohibited by means of criminal law [32]. The European Council of Human

Rights [33] states that
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Internet news portals which, for commercial and professional purposes, provide

a platform for user-generated comments assume the “duties and responsibilities”

associated with freedom of expression ...

This statement has been interpreted to abide for social media platforms as well.

Thus, hate-speech detection is and remains an important topic for social media

companies for the near foreseeable future.

In the past few years, several authors have proposed new machine learning

models to distinguish hate speech from ordinary speech, along with their own

datasets [166, 169, 5, 23, 164]. One problem with hate-speech detection is that it

is not universally defined in the same manner. A common method for obtaining

labels for datasets is to rely on crowdsourcing, where Internet users may receive

a small payment for labeling data. Crowdsourcing is not an ideal solution. The

quality of responses is reported to vary significantly [36], which is a concern for

many researchers [17].

Insights There are several subtle differences in hate-speech datasets. Wazeem

and Hovy [164] provide a dataset consisting of sexist and racist tweets, and

tweets that are neither. Davidson’s dataset [23] consists of hateful tweets,

offensive-but-not-hateful tweets and ordinary tweets. Zhang’s own dataset [169]

contains hateful tweets about muslims and refugees. Finally, Wulczyn’s dataset [166]

considers separates personal attacks and non-attacks on Wikipedia comments.

While all datasets undoubtedly contain hateful tweets, the differences in the def-

inition of what constitutes hate speech means that classifiers trained separately

on these datasets may not identify other types of hate speech.

Since each author has proposed their own models for evaluating hate-speech

detection on new datasets, it is unclear whether any one model is superior

to another. With a comparative evaluation, it is also possible to reason as to

whether certain machine learning approaches are superior to others in detecting

hate speech. Further, we can reason about different approaches’ tolerances to

attackers that try to evade hate-speech detection with simple modifications.

As I mentioned in Section 4.1, text is tokenized before processing, and that

if a word is very rare, it will be assigning the <unk>-token. An adversary who

knows this fact can misuse this property, causing words to artificially appear

rare, by changing words with superficial corruptions, or by changing the word

boundary, e.g. by adding or removing spaces in text.

<unk>-tokenization can be applied on specific sensitive words, or indiscrimi-

nately. Applying it to specific words requires some knowledge of what features

are considered meaningful for a classifier. For hate speech, we can assume to
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Table 4.3. Summary on evaluated models in Publication VI.

Models Tokens

LR [166], MLP [166] char

LSTM [5], CNN+GRU [169] word

know the list of many words that an adversary may expect a classifier to be

sensitive to, but this may not be the case for general classifiers. The exhaustive

list of features that constitute hatefulness are not necessarily known.

An adversary can also easily append irrelevant words to text, in order to

confuse a classifier on the nature of the text. For a human, a hateful sentence

remains hateful, even if you add irrelevant words to the end of the sentence.

However, classifiers may evaluate the irrelevant words as evidence that the

sentence may not be hateful.

Solution In the first part of Publication VI, we investigate general aspects of

hate-speech detectors [166, 169, 5, 23] and their performance on their proposed

datasets. Table 4.3 summarizes the hate-speech detector models, and the type of

tokens each processes. Wulczyn et al. [166] used a logistic regression (LR) and

a multi-layer perceptron (MLP) models with character 1–5-grams. Davidson

et al. [23] used LR with word-tokens. Badjatiya et al. [5] used an LSTM with

word-tokens. Zhang et al. [169] proposed to use a network of a convolutional

neural network, CNN, (cf. Section 3.1), combined with a gated recurrent unit,

GRU. We found that each method was suitable for detecting hate speech on the

datasets they were trained on, with macro-averaged F1-scores ranging between

70% to 86%. With further analysis, we found that any of the proposed methods

performed almost equally well on any specific hate-speech dataset, as long as

they were trained and tested with the appropriate data. More details can be

found in Table 4 (Publication VI).

We then cross-applied hate-speech detectors to detect hate speech of the kind

that the models were not trained to detect, e.g. detecting hate speech against

muslims and refugees [169], with a model trained to detect racist/homophobic

hate speech [23]. All models failed at this task, with best result lower than

random assignment. More details can be found in Table 5 (Publication VI). Our

result indicate that while hate-speech detection can be effectively done with

several models, the models cannot simply be deployed to detect universal hate

speech without appropriate training data.

In the second part of Publication VI, we develop and showcase simple evasion

attacks from Table 4.4 against hate-speech models. Typos stochastically applies
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Table 4.4. Categorization of simple evasion attack in Publication VI.

Effect <unk>-tokenization Irrelevant words

Class Word changes Word boundary Word appending

Deterministic � � � � � �

Name Typos Leet Insert Remove Common Non-hate

Table 4.5. Summary on effectiveness of defenses against attacks in Publication VI. The de-
fenses we evaluated are as follows: AT: Adversarial training, SC: Spell-checking, RW:
Removing whitespace. No defense was effective against Remove on word-models.

Word changes Word boundary Word appending

Typos Leet Insert Remove Common Non-hate

Char AT/SC AT AT/RW AT/RW AT AT

Word AT/SC AT AT � AT AT

a word-internal character switch, while Leet deterministically substitutes cer-

tain characters to letters. Insert stochastically inserts a space inside words,

while Remove removes all whitespace and punctuation from a text. Common

appends words from a publicly available list of common words and Non-hate

from a list of known, non-hateful words.

Since we only are interested in causing hate-speech text to be misclassified

as ordinary speech, we only evaluate the effect for this class before the attack

and after the attacks. As I mentioned earlier, both attacks that change words

and word boundaries cause <unk>-tokenization. As expected, these attacks had

the largest effect on word models. Particularly, Remove caused all of the hate

speech to be classified as ordinary speech. We found that character models were

resilient to evasion attempts, compared to word-models.

In many cases, the attacks could be defeated with correctly applied defenses.

The only exception is Remove on word-models, for which we did not find a suc-

cessful defense. In all other cases, adversarial training [152] could be applied to

defend against evasion attacks. Removing all whitespace (as a part of prepro-

cessing) was effective against Remove and Insert, and did not degrade model

performance for character models. Intuitively, deterministic changes (Leet and

Remove) were slightly easier to defend against than stochastic changes (Typos

and Insert ) via adversarial training. Spell-checking and correcting words was

applicable only to Typos, and was slightly less efficient than adversarial training.

However, it was the only defense that could be applied out-of-the-box without

modifying the training setup. I summarize which defenses are effective against
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each attack in Table 4.5. More details are found in Table 8 (Publication VI).

We wanted to see what the effect was by combining two of these attacks

on a real-life classifier, Google Perspective [44], which predicts the toxicity

given example sentences. We coined the combination attack the “love” attack,

since it first removes all whitespaces from a sentence and then appends a

single word (love) to the sentence. We experimented with previously proposed

evasion example against the API [53], and found that these examples no longer

evaded Google Perspective. With the “love” attack, we succeeded in changing

the classification result to be below 0.40 on all example sentences given in [53],

which is the upper limit for what is considered “likely to be toxic”.

Advantages and main contributions The fact that we did a comparative study

of hate-speech detection models in Publication VI allows us to reason about the

maturity of hate-speech detection. We showed that simplistic models such as LR

and MLP can detect hate speech as well as more complex models like LSTMs

and CNN+GRU. By showing that all models perform nearly equally well, we

hope to influence people to consider other aspects of hate speech, e.g. how easy

it is to evade hate speech for a given model. Our systematic evaluation showed

that simplistic character models were most resilient to evasion attempts.

The fact that adversarial training was efficient for defending against the

stochastic attacks Typos and Insert on word-models can be considered trou-

bling. Adversarial training augments the training set with evasion examples. If

there are only a few words that are significant for detecting hate speech, then

adversarial training should be successful. On the other hand, if the number of

important words is too large, or hate-speech detection requires the knowledge

of specific phrases, adversarial training should not be successful. We saw this

effect with the Remove attack, where the whole sentence became a new word.

The most limiting aspect of automatically detecting hate speech seems to stem

from the poor quality of datasets. These are often collected manually e.g. via

keyword searches on Twitter, or from self-reported databases with specific focus

groups (e.g. racial/homophobic hatred). Thus, hate speech in such datasets

represents a rather narrow viewpoint on what constitutes hatred, and has many

easily identifiable phrases. By contrast, ordinary speech is usually sampled

randomly, where many rarely occuring words may exist. Thus, <unk> tokens

tend to correlate more with ordinary-speech samples than hate-speech samples,

which can confound classifiers to bias <unk> towards ordinary speech. This may

explain the unreasonable effectiveness Remove on word models.

Although these attacks seem simple, they are based on fundamental concepts

in text classifiers that are not necessarily easy to fix. For example, Remove and
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Insert attack the preprocessor step of the machine learning pipeline (tokeniza-

tion), which often cannot be changed for a given application. Common similarly

works because models compare the presence evidence towards both classes, and

then choose the model with most evidence (classification). This is not the ideal

way to evaluate the hatefulness of text, since any evidence for hatefulness should

be reason to consider the whole text to be hateful. The attacks that we propose

are very simple to do for any person, and may therefore be easy to deploy in

practise. To date, the “love” attack is still effective on Google Perspective, which

underlines how difficult it is to protect against these attacks.

Challenges While we did a comparative study on hate-speech detection, both

in terms of effectivess of models and in terms of simple evasion attacks, we did

not propose any new detection method. We found that any of the previously

proposed detection methods worked well, and that the differences in performance

mostly seem to stem from differences in datasets. We also proposed that future

hate-speech detectors should work as detectors rather than classifiers: any

presence of hateful text should be grounds for calling the text hateful. There is

however no feasible method of doing so yet.

We did not evaluate whether character-models were resilient against overusing

diacritics with combining characters [62], in so-called “glitch” and “zalgo”2 text.

This kind of transformation cause <unk>-tokenization for character-models, but

require parsing text in unicode. The attacks that we proposed could potentially

be made less noticeable by considering minor forms of such modifications.

The word appending attacks that we proposed did not take into account the

character-limit for messages lengths on Twitter. Our attacks used up to 50

additional words, which clearly is too much. The effectiveness of the attack may

be much less if we consider the character-limit imposed by the platform.

4.3 Fake restaurant review generation

In this subsection I present our contributions to the research field set out in

Publication VII.

Problem setting Yao et al. [168] propose that restaurant review datasets can

be used by malicious actors to generate artificial reviews. Such reviews can be

used to substitute paid human crowdturfers in the gray-market of crowdturf-

ing [160], where Internet users write fraudulent reviews on review sites for

monetary awards.

2For example https://lingojam.com/ZalgoText
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Yao et al. [168] propose to use a character-based LSTM, char-LSTM, to generate

fake restaurant reviews. Their language model is trained to predict character-

sequences from a publicly available dataset, and is used as a random text

model [10] to produce new reviews without any constraints. The reviews need

to be “customized” to a particular target restaurant by identifying food-related

words and replacing these with words that are suitable for the target restaurant.

Yao et al. [168] evaluated how realistic the reviews were with a user study

with Amazon Mechanical Turk (mTurk), an online crowd-sourcing platform.

They found that reviews generated with char-LSTM were not easily detected

by humans (mTurkers): with their strongest configuration, only 16% of the

generated reviews were identified as fake reviews (recall), while 40% of the fake

review predictions from mTurkers were correct (precision). This may lead the

research community to judge that these reviews form a very strong threat. Yao

et al. [168] then trained a character-based model to detect machine-generated

reviews. They found that such reviews could be easily identified with a ML

classifier, and that bypassing the defense by increasing review quality required

a prohibitive amount of computational resources.

Insights Yao et al.’s work is important in that it introduces automated crowd-

turfing attacks, although there are limitations in their evaluation [168]:

• Cognitive biases in their mTurk study. They did not reveal that the fake

reviews were machine-generated. This can lead human subjects to look for the

wrong kind of cues to detect fake reviews (e.g. patterns that human-written

fake reviews have), which is a form of the cognitive bias anchoring effect [145].

Further, they did not reveal the base rate of the fake reviews, which inevitably

leads to a base rate fallacy [7].

• Customizing reviews. Char-LSTM did not try to generate reviews condi-

tioned on target restaurants. They consequently used a customization step

to retrospectively fit reviews to a target restaurant. The customization step

operates on word-level and both misses words to replace, and replaces words

too frequently, e.g. in the case of compound nouns.

For instance, in a replication of their algorithm, we found that the snippet “garlic

knots for breakfast” was replaced by “garlic knots for sushi”, when the review

was set to target a Japanese restaurant. In this example, the food item ‘garlic

knots’, which is a part of American cuisine, is incorrectly missed. Meanwhile,

the algorithm makes the gratuitous replacement of ‘breakfast’ with ‘sushi’.
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Table 4.6. Reconstructed confusion matrix and recall/precision for mTurkerer ability to identify
real/fake in Yao et al. [168].

Predicted label

Fake Real Recall

Actual label
Fake 19 101 16%

Real 28 812 97%

Precision 40% 89%

Table 4.7. A subset of available meta-information regarding businesses. Adapted from [81].

Type Examples Used in Publication VII

Name Garaje �

Address 475 3rd St �

State CA �

Postal Code 94107 �

Take Out True �

Business Parking Garage, Street, Valet �

Categories Mexican, Burgers, Gastropubs �

Hours [Monday] 10-21 �

Hours [Tuesday] 10-21 �

In order to demonstrate the effect of cognitive biases, I reconstructed the

confusion matrix from Table 4.6 based on the available information in [168].

While the mTurkers were very poor at evaluating fake reviews, they were

accurate at identifying human-written reviews. In fact, the mTurkers were very

good at identifying real reviews (F-score 93%). First, we may ask, what would be

the capability of mTurkers that are both expecting machine-generated reviews,

and knowledgeable of the base rate of fake reviews.

Datasets such as the ones used in Yao et al. [168], contain rich meta-information,

which can be used to create customized fake reviews, using Encoder-Decoder

architectures (cf. Sec. 4.1.2). For example, the Yelp Challenge dataset [81] in-

cludes meta-information about the review and the business for which the review

was given. Second, we may thus ask if Char-LSTM [168] accurately represents

state-of-the-art capabilities of an adversary that wants to generate fake reviews.

Solution In Publication VII we explore how an adversary can use meta-information

of restaurant reviews as contextual information in order to generate context-
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Table 4.8. A subset of available meta-information regarding reviews. Adapted from [81].

Type Examples Used in Publication VII

Stars 5 �

Date 2016-03-09 �

User votes: useful 2 �

User votes: funny 0 �

User votes: cool 0 �

specific reviews. Some of these meta-information of the dataset [81] are shown

in Table 4.7 and Table 4.8.

In Publication VII, we found that Neural Machine Translation (NMT) models

could be effectively used to train context-specific fake review generation models

with a few modifications. We found that naïve usage of NMT resulted in repeti-

tive sentences that were clearly artificially generated, but that specific, focused

changes to NMT during generation of new reviews were helpful in creating

realistic-looking reviews. These changes are explained in detail in Section 3.3

“Controlling generation of fake reviews” (Publication VII). We called such reviews

NMT-Fakes.

We conducted a survey in mTurk to ascertain what kind of NMT-Fakes resulted

in realistic-looking reviews. We asked the participants to identify which reviews

were “human-written” and which reviews were “machine-generated”, and told

each participant that the base rate of machine-generated reviews is 50%. Our

mTurkers were native English speakers from USA. Some of the variants of

NMT-Fakes were more difficult to detect than others. The most difficult variant

was only detected at 40% rate, while human-written reviews were correctly

detected at 63% rate. These results are discussed in Section 3.4 “Experiment:

Varying generation parameters in our NMT model” (Publication VII).

We called the variant that was most difficult to detect NMT-Fake∗, and in-

vistigated it in more detail. We found that this type of review was not statisti-

cally similar to existing, human-written fake reviews [115, 127], and previous

machine-generated reviews [168]. Consequently, classifiers trained on previous

types of fake reviews were completely unable to detect our new type of fake re-

view. Thus we concluded that our new type of fake reviews might evade detection

by both Yelp’s automated and manual moderation. We also found that NMT-

Fake∗ reviews were more difficult to detect for experienced, tech-savvy users

compared to previous types of fake reviews generated with char-LSTM [168].

We finally trained a detection algorithm to detect these NMT-Fake∗ reviews
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from human-written reviews. The detector was very effective at detecting NMT-

Fake∗ reviews (97% macro-averaged F-score). Detection is discussed in more

detail in Section 5 “Defenses” (Publication VII).

Advantages and main contribution In Publication VII, we showed several

advantages compared to state-of-the-art in producing machine-generated restau-

rant reviews. Training the model with NMT resulted in better quality reviews,

while reducing the training time with 90%. The model could also generate

reviews for any rating 1 – 5 with one model. Further, it is very easy to test

out new variants with our method, and we could even add specific words into

reviews (e.g. a waitor name).

Challenges and future work Despite the advances we made in Publication

VII, challenges still remain. Training a NMT model like we did in Publication

VII intuitively requires a very large amount of data, in order to create a language

model that has a good enough representation of English language. We did not

explore what happens if the adversary uses less data. It is also unclear if the

method can be successfully applied to other platforms. Certain parameters of

the review generation process may need to be re-estimated, e.g. if the platform

characteristically has reviews of a different length. For instance, the vast

majority of reviews on Google Play are typically only a few words long.

As we mention in Publication VII, while our fake review detection algorithm

is effective at detecting NMT-Fake∗ reviews, it can be evaded if the adversary

creates a different variant of NMT-Fakes. Thus, the detection mechanism is not

robust to evasion attacks. However, as we saw in Publication VI, this appears to

be a general limitation in NLP systems, not tied only to fake review detection

systems.

For future work, it might be interesting to see how well other types of meta-

information such as opening hours, business parking or review sentiment could

be used to create even more specific fake reviews.
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5. Discussion and Conclusion

In this dissertation, I investigated the use of machine learning as a component

of access control. In Chapter 1, I presented access control and my motivation

to study machine learning as a component of access control. I presented the

machine learning pipeline and reviewed attacks on components of the pipeline.

In Chapter 2, I presented transparent authentication as a convenient authen-

tication method that strives to replace explicit user interaction with proximity

measurements of two radio-equipped devices. I reviewed methods of sensing

the proximity of the two devices using exteroceptive sensors and the difficulty

of evaluating such systems against context-manipulating adversaries [139], be-

cause even if a method is secure against the Dolev-Yao adversary, the adversary

may additionally be able to compromise the integrity of sensing itself. I then

presented the use of inertial measurement unit (IMU) sensors as an alternative

that is by design resilient to external manipulation. I presented how transparent

authentication systems can be constructed with the help of such IMU sensor

for authentication, deauthentication and continuous authentication, and how I

evaluated these systems in Publication I, Publication II and Publication III.

In Chapter 3, I presented deep learning for image data and discussed how deep

learning models can be monetized with prediction APIs. I presented a literature

overview on adversarial examples, and how black-box prediction APIs can be

evaded. I summarized my contributions in Publication IV and Publication V.

In Chapter 4, I presented natural language processing (NLP), and how it can

be used for classification. I presented moderation as a form of access control,

focusing on hate-speech detectors. I then presented a common design flaw in

implementations of hate-speech detectors that allows a relatively weak adver-

sary to evade all word-based models, presented in Publication VI. I presented

deep learning for text, generative models and neural machine translation. I

concluded by discussing fake restaurant review generation in Publication VII.

Next, I will discuss some of the broader aspects regarding my research, and
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some of the current trends of using machine learning for access control.

5.1 Prover-side proximity verification for automobiles

Thatcham Research provides a five-level rating on vehicle security [146], where

many of the expensive cars with transparent authentication (PKES) have been

found to have embarrassingly poor security, specifically in resisting relay attacks.

Since Publication I, many car manufacturers have picked up the idea to resist

relay attacks on transparent authentication systems, by requiring that the

prover (key fob) has an accelerometer-based activity recognition module [66, 70,

78].

Automobile manufacturers like BMW, Mercedes-Benz and Porsche are now

rolling out motion detection in key fobs [78] as a pragmatic way of defending

against relay attacks. Ford will install a motion detection system on all new cars

starting in 2021 [66]. The benefit of such a prover-side proximity verification

system is that the security of PKES can improve significantly in common theft

scenarios, without requiring changes in the existing protocols (only the key

fob needs to be upgraded). For example, Motoring Research [70] reports that

Thatcham Research improved their security rating of the 80,000 euro [72] luxury

SUV Porsche Macan from the second lowest rating (poor) to the highest rating

(superior) due to the motion detection update in their PKES.

Like STASH, these kind of motion detection systems are based on accelerom-

eters, but unlike STASH, they do not attempt to construct trajectories. These

systems simply separate between motion and sleep. Transparent authentica-

tion is disabled during sleep. However, as more and more cars will feature the

technology, thefts may change to adapt to the new scenario. In future, thieves

may instead wait until the owner/key is in movement. A full-fledged STASH

can defend against such thefts. Whether the increase in complexity beyond

the current approach (motion detection) justifies the reduction in risk is an

economic consideration. Time will tell whether the current tradeoff decided by

auto manufacturers is sufficient or whether they would later need to resort to a

full STASH approach.

5.2 Discussion chains under the radar of community guidelines

The attacks that we presented in Publication VI evade hate-speech detection

at the cost of reduced readability of humans. For an adversary with the goal
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of delivering hateful speech to intended audiences, such reduced readability is

not necessarily an issue. Even with reduced readability, communicated hateful

intents can be used to cause harm to victims. When human moderators rely on

hate-speech detection as an initial filter in the moderation process, the attacks

that we described imply that the hateful message can be successfully delivered

to an intended audience, until a human intervenes and flags the message for

human moderators.

It is also possible that hate speech or offensive speech is used for organizing

events for a group of members of a closed sub-community on social media

platforms. If our evasion methods are used in these communities, moderation

may fail to detect such messages altogether. However, the readability loss that

can rise from the use of methods such as ours, may dissuade people from using

them.

The evasion method that we described apply more generally to any kind of

text classification. These methods can be used to avoid automated moderation of

discussions relating to any content that does not follow community guidelines.

5.3 Plausibility of detecting fake text with text classifiers

In Publication VII, I showed that it is possible to generate fake restaurant

reviews that can fool human users and cannot be detected based on similarity to

previously proposed fake reviews. I also presented an observation that universal

detection machine-generated reviews is not possible with current technology.

Half a year after Publication VII, OpenAI released a general-purpose gen-

erative model GPT-2 [71], which gained significant publicity [149, 76, 58, 57].

GPT-2 is based on a very similar technology as Publication VII. OpenAI too uses

a Neural Machine Translation (NMT) model [159] for predicting text, however

they use a much larger dataset: 8 millions pages of Internet text, compared to

3 million restaurant reviews. Whereas Publication VII uses a 2-layer LSTM-

based NMT model, GPT-2 uses a Transformer NMT model with up to 48 layers.

Similar to Publication VII, they also apply a randomization on the output of the

NMT model. GPT-2 caused significant online controversy, as the paper authors

claimed that the quality of generated text was so high that they could not release

the 48-layer version of GPT-2 for public use [71], and instead released the much

smaller 12-layer model.

Recently, Strobelt and Gehrmann presented an interactive tool for detecting

text generated by the 12-layer GPT-2 model [114]. Their tool uses the fact that

GPT-2 randomly chooses among the top-40 most likely words when generating
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new texts, and calculates how likely words are, given the previous words. If a

large portion of the words are among the top picks according to the 12-layer

GPT-2 model, the authors reason that the text is likely to have been generated

by GPT-2. For future work, it would be interesting to see if it is possible to evade

their detection tool by doing more random selection of next words, as we did in

in Publication VII by using Bernoulli-distributed random penalties to output

words.

5.4 Legislative efforts to enforce moderation

Article 17 [31] (formely article 13), is an updated copyright legislation proposal

across the EU that currently is being debated. Article 17 changes platform

providers obligations. Since June 8th 2000, the Electronic Commerce Directive

2000 regulated that service providers (SPs) did not have obligations to filter

uploads, since they were seen as “mere conduits” and not responsible for third

parties using their services [59]. However Article 17 changes their positition: if

it is accepted, SPs need to do their best to ensure original rightholders’ rights

are protected for digital content before content is uploaded. Practically, each new

potential upload item needs to be identified as derivative or original through

an upload filter. The current version of the article does not take a stance as to

what technology will be used for detecting the derivative/original nature of the

method, but mentions that the technology for doing so is updated as technology

progresses [31]. Such a system should be able to distinguish among thousands

or millions of works online. It is conceivable that machine learning will be used

to implement these upload filters. Some members of the European Parliament

are concerned that such legislation will give rise to censorship machines [61]

due to fears that these upload filters will be too prone to err on the side of

falsely censoring questionable content in order to avoid legal responsibility from

copyright infringement. As such, much of the public debate is focused on the

familiar usability-security trade-off in access control.

However, if these upload filters are indeed based on machine learning tech-

nology, they are also subject to evasion attacks. With such systems, it might

be scientifically interesting to see if it is possible to create targeted adversarial

examples with methods presented in Publication V. A targeted adversarial exam-

ple could for instance cause the upload filter to misclassify a copyright-protected

item as an item in the public domain (no copyright). As I showed in Publication

V, the quality loss of a targeted adversarial example may be very small.
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5.5 Threat of model extraction

In Publication IV, we evaluated DNN model extraction with a specific adversary

model: the adversary is assumed to know the classifier type, but does not

have access to the same training set as the target model was trained with.

In our analysis, the adversary does not have access to a large set of natural

samples to be used for training, but rather needs to construct synthetic samples

as an iterative process. We showed that model extraction can achieve high

effectiveness on simple datasets, such as MNIST, and moderate effectiveness on

more difficult datasets like GTSRB. We also presented a detection method that

we found could efficiently detect prior DNN model extraction attacks [153, 120].

However, the deployment costs for the method can be prohibitive for real-life

deployment of the system. Further, we found that the detection method could be

evaded by controlling the distance between interspersed previously sent queries

and new queries, or by choosing to query real images only (rather than synthetic

images). As such, robust detection of DNN model extraction remains an open

problem. For future work, it would be interesting to find a detection method

that is resistant to such evasion attempts.

In Publication IV, we only investigated image classifiers, since those had been

investigated in our reference previous works [153, 120]. For future work, it would

be interesting to see how methods like the ones we presented in Publication IV

can be extended to text classifiers. We already showed in Publication IV that

it is not necessary to use Jacobian-based methods [120] to successfully extract

DNNs. It is conceivable that synthetic queries could be used to extract such

classifiers too, but they would plausibly require a crafting method distinct from

Jacobian-based generation.

5.6 Realistic adversary models for model extraction

What is to be considered a realistic adversary model for model extraction attacks

varies in deployment scenarios. In the image classification domain, it may

be natural to assume that the adversary has access to images from general

categories, e.g. openImages1 and ImageNet2, which it can use for its attack. This

approach is taken for instance in the recent work of Orekondy et al. [119]. Our

detection does not detect such attacks, but approaches that combine classification

with anomaly detection [11] may be employed to detect such attacks. In some

1https://github.com/openimages/dataset
2http://www.image-net.org/
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scenarios, the adversary may even have access to data that closely resembles

training data of the victim model. It is unclear whether any defense is applicable

in those situations, since the adversary’s queries resemble benign data. If no

defense is applicable, perhaps focus should be put on disincentivizing model

extraction attacks. For instance, watermarking adversaries that try model

extraction may be one viable strategy.

5.7 Future prospects of access control and machine learning

Access control systems that rely on machine learning come in several different

variants. Technological advancements naturally have an impact on what kind of

research is topical. For example, the recent proliferation of fingerprint authen-

tication and related techniques on smartphones may have partially solved the

quest for deployable, usable and secure machine learning in many application

scenarios. On the other hand, in areas like content moderation, robust detec-

tion is still very much an open issue, and potentially unsolveable, with purely

technical means. As an example, the right to free speech in many jurisdictions

may conflict with goals of moderation. As such, it would be interesting to see

developments not only in the robust tools, but also between ethics and the very

technical user moderation.

86



References

[1] Yossi Adi, Carsten Baum, Moustapha Cisse, Benny Pinkas, and Joseph Keshet.
Turning your weakness into a strength: Watermarking deep neural networks by
backdooring. In 27th USENIX Security Symposium (USENIX Security 18), pages
1615–1631, 2018.

[2] Abdullah Al-Dujaili and Una-May O’Reilly. There are no bit parts for sign bits in
black-box attacks. arXiv preprint arXiv:1902.06894, 2019.

[3] Smart Card Alliance. Proximity mobile payments: Leveraging NFC and the
contactless financial payments infrastructure. Smart Card Alliance, 2007.

[4] Tuomas Aura. Strategies against replay attacks. In Proceedings 10th Computer
Security Foundations Workshop, pages 59–68. IEEE, 1997.

[5] Pinkesh Badjatiya, Shashank Gupta, Manish Gupta, and Vasudeva Varma. Deep
learning for hate speech detection in tweets. In Proceedings of the 26th Interna-
tional Conference on World Wide Web Companion, pages 759–760. International
World Wide Web Conferences Steering Committee, 2017.

[6] Dzmitry Bahdanau, Kyunghyun Cho, and Yoshua Bengio. Neural machine trans-
lation by jointly learning to align and translate. arXiv preprint arXiv:1409.0473,
2014.

[7] Maya Bar-Hillel. The base-rate fallacy in probability judgments. Acta Psycholog-
ica, 44(3):211–233, 1980.

[8] Tony Beltramelli and Sebastian Risi. Deep-spying: Spying using smartwatch and
deep learning. arXiv preprint arXiv:1512.05616, 2015.

[9] Carl Bergenhem, Steven Shladover, Erik Coelingh, Christoffer Englund, and
Sadayuki Tsugawa. Overview of platooning systems. In Proceedings of the 19th
ITS World Congress, Oct 22-26, Vienna, Austria (2012), 2012.

[10] Chris Biemann. A random text model for the generation of statistical language
invariants. In Human Language Technologies 2007: The Conference of the North
American Chapter of the Association for Computational Linguistics; Proceedings
of the Main Conference, pages 105–112, 2007.

[11] Battista Biggio, Igino Corona, Zhi-Min He, Patrick PK Chan, Giorgio Giacinto,
Daniel S Yeung, and Fabio Roli. One-and-a-half-class multiple classifier systems
for secure learning against evasion attacks at test time. In International Workshop
on Multiple Classifier Systems, pages 168–180. Springer, 2015.

87



References

[12] Battista Biggio, Igino Corona, Davide Maiorca, Blaine Nelson, Nedim Šrndić,
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Errata

Publication IV

Table VI unfortunately reports the wrong number

of trainable parameters for neural networks. The

correct number of parameters are:

1 layer: 7,850.

2 layers: 159,010.

3 layers: 1,083,970.

4 layers: 471,426.

5 layers: 683,522.
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