
Sounding reference signal -based
covariance matrix estimation for
beamforming purposes in massive
multiple-input, multiple-output
antenna systems in 5G networks

Aaro Salo

School of Electrical Engineering

Thesis submitted for examination for the degree of Master of
Science in Technology.
Espoo 23.02.2020

Supervisor

Prof. Visa Koivunen

Advisor

D.Sc. Jussi Salmi



Copyright c⃝ 2020 Aaro Salo



Aalto University, P.O. BOX 11000, 00076 AALTO
www.aalto.fi

Abstract of the master’s thesis

Author Aaro Salo
Title Sounding reference signal -based covariance matrix estimation for beamforming

purposes in massive multiple-input, multiple-output antenna systems in 5G
networks

Degree programme Computer, Communication and Information Sciences
Major Acoustics and Audio Technology Code of major ELEC3030
Supervisor Prof. Visa Koivunen
Advisor D.Sc. Jussi Salmi
Date 23.02.2020 Number of pages 77+2 Language English
Abstract
The on-going, global deployment of 5G technologies is expected to introduce a huge
influx of connected devices as well as ever-growing data rates. Due to the constricting
latency and reliability requirements of 5G networks specified by the 3rd Generation
Partnership Project (3GPP), software and hardware are required to operate in an
exceedingly swift and reliable manner. These requirements introduce new design
challenges for 5G algorithm and hardware development.

In order to enable data transmission between a mobile device and a base station,
the channel between them has to be estimated. Covariance matrix estimation
conducted within sounding reference signal (SRS) -based channel estimation is a
crucial part of the signal chain in establishing the channel. In this master’s thesis,
a conventional sample covariance matrix estimation algorithm was redesigned and
compared to an existing solution that had been developed for a CEVA-XC4500 vector
processor. Additionally, comparisons with scalar processor algorithms were executed,
and the effect of code optimisation, using tools provided by CEVA, was examined.

The newly redesigned algorithm was developed for it to utilise the Hermitian
property of the matrix. To elaborate, with this implementation, only a partially
complete matrix would need to be produced. Thus, in order to complete the matrix,
merely reorganisation and sign changes of certain elements would need to be carried
out instead of the computationally heavy multiplication and summation operations.

Computational savings of roughly 19% were observed to be achievable on certain
SRS bandwidths with the new algorithm architecture, which utilises the Hermitian
property. The algorithm, which did not utilise the Hermitian property, equalled the
original design in cycle counts. Moreover, the CEVA-provided optimisation tools
accounted for an even more drastic drop in algorithm cycle counts, which solidified the
notion that using processors developed strictly for data-parallel processing is reckoned
to be a superior design choice. Upon code optimisation, cycle count savings of over
91% were observed for the vector processor and over 83% for the scalar processor
implementation. Scalar vector processor algorithms were far inferior yielding cycle
counts greater by at least an order of magnitude even in the best-case scenario.
Keywords sounding reference signal, channel estimation, covariance matrix

estimation, mMIMO, beamforming, 5G
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Tiivistelmä
Viidennen sukupolven matkapuhelinverkkojen maailmanlaajuisen käyttöönoton odo-
tetaan tuovan mukanaan valtavan määrän verkkoon kytkettyjä laitteita sekä yhä
suurempia datansiirtonopeuksia. Tämän lisäksi ohjelmisto- sekä laitekehitys tulevat
kohtaamaan uusia haasteita 5G-verkkojen korkeiden luotettavuus- ja viiveaikavaati-
musten saavuttamiseksi.

Kovarianssimatriisiestimointi, joka suoritetaan luotausreferenssisignaali- eli soun-
ding reference signal (SRS) -pohjaisessa kanavaestimoinnissa, on keskeinen SRS-
signaaliketjun osakokonaisuus. Signaaliketjun avulla käyttäjälaitteiden ja tukiase-
mien välille pystytään nopeasti muodostamaan kanava ja tuottamaan sen kana-
vaestimaatti. Tämän diplomityön tavoitteena oli toteuttaa uudelleensuunnittelu
näytekovarianssimatriisin estimointialgoritmille ja verrata sen toimintaa olemassa
olevaan CEVA-XC4500-vektoriprosessorille kehitettyyn toteutukseen. Tehokkuutta
vertailtiin perinteisiin toiminnaltaan samankaltaisiin skalaariprosessorialgoritmeihin.
Lisäksi CEVAn kehittämien optimisiontityökalujen tehokkuutta mitattiin algorit-
mioptimisoinnin näkökulmasta.

Uudelleen suunniteltu algoritmi kehitettiin siten, että se pystyisi hyödyntämään
hermiittisyytenä tunnettua matemaattista ominaisuutta, jonka mukaan matriisin
diagonaalin ylä- ja alapuolella olevat kompleksiluvut ovat toistensa kompleksikonju-
gaatteja. Toisin sanoen uuden algoritmin onnistuisi tuottamaan ala- tai yläkolmio-
matriisin elementit ilman laskennallisesti raskaita kerto- ja yhteenlaskuoperaatioita.

Uudella matriisihermiittisyyttä hyödyntävällä algoritmilla pystyttiin saavutta-
maan noin 19 % syklimääräinen säästö tietyillä SRS-kaistanleveyksillä. Lisäksi
uudelleen suunniteltu, mutta koko matriisin tuottava algoritmi oli käytännössä kat-
soen täysin yhtä tehokas. Myös CEVAn tarjoamien optimisointityökalujen käytöllä
kyettiin saavuttamaan merkittävästi pienempiä syklilukuja. Tämä huomio vahvisti
käsitystä siitä, että vektoriprosessorien käyttö datarinnakkaisuutta hyödyntävissä
laskutoimituksissa on ehdottoman ylivoimainen vaihtoehto. Ohjelmakoodioptimisoin-
nilla saavutettiin yli 83 % säästöjä skalaariprosessorialgoritmeille ja yli 91 % säästöjä
vektoriprosessorialgoritmeille. Skalaariprosessoreille suunniteltujen algoritmien huo-
mattiin olevan vähintään kymmenkertaisesti tehottomampia.
Avainsanat SRS, kanavaestimointi, kovarianssimatriisiestimointi, mMIMO,

keilanmuodostus, 5G
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Symbols and abbreviations

Symbols
ρ charge density
εo permittivity of a medium
µ numerology (analogous with subcarrier spacing)
µ0 permeability of free space
µx expected value of random variable X
θ arrival angle of a signal impinging on an antenna array
ω angular frequency, 2πft
λ signal wavelength
ϕ phase of a signal
a(θ) beamsteering vector
Bc coherence bandwidth
c speed of light in vacuum (299 792 458 [m/s])
ci a complex number
C channel capacity
D delay spread
∆f subcarrier spacing [Hz]
f signal frequency
h channel response
ĥ channel estimate
H channel response matrix, MIMO channel matrix
i sample index
IN N ×N -dimensional identity matrix
j imaginary unit (

√
−1)

J current density
k wavenumber, 2π

λ

M number of transmitters
N number of receivers
Rh covariance matrix calculated using channel information
R̂h covariance matrix estimate calculated using channel estimates
Rs signal covariance matrix
Ts symbol time [s]
w weight vector containing sensor coefficients
W precoding matrix
y[i] sample i of discrete output signal y
x(t) input signal x at time t in continuous time
C set containing complex numbers
N set containing natural numbers
R set containing real numbers
ℜ{·} real part of {·}
ℑ{·} imaginary part of {·}
O{·} number of operations of {·}
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Operators
⊛ convolution operator
AH conjugate transpose or Hermitian transpose of matrix A
AT transpose of matrix A
diag(A) vector of the diagonal elements of matrix A
det(A) determinant of matrix A
tr(A) trace (sum of diagonal elements) of matrix A
logn base-n logarithm
P (X ≤ x) probablity of a random variable X obtaining a value less than or equal to x
E[X] expected value of random variable X
Var(X) variance of random variable X
Cov(X, Y ) covariance of random variables X and Y
sup supremum, least upper bound
min(A) minimum value of set A
∇ gradient, vector operator
∇ · E divergence of vector field E
∇× E curl of vector field E
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Abbreviations
3GPP 3rd Generation Partnership Project
4G 4th generation
5G 5th generation
ADC analogue-to-digital converter
ALU arithmetic logic unit
AWGN average white Gaussian noise
BF beamforming
BPSK binary phase-keying
CE channel estimate
CSI channel state information
CP cyclic prefix
CPU central processing unit
CRS cell reference signal
CSCG circularly symmetric complex Gaussian
CU control unit
DFT discrete Fourier transform
DMRS demodulation reference symbol
DoA direction of arrival
DSP digital signal processing
EM electromagnetic
EVD eigenvalue decomposition
eNB eNodeB, evolved node B, E-UTRAN Node B
E-UTRAN evolved universal mobile telecommunications

system terrestrial radio access network
EM electromagnetic
FBW fractional bandwidth
FDD frequency-domain duplex
FFT fast Fourier transformation
FIR finite impulse response
FR frequency range
gNB gNodeB, 5G NR specific base station
HW hardware
I/O input/output
I/Q in-phase and quadrature
IDE integrated development environment
IFFT inverse fast Fourier transformation
ISI inter-symbol interference
IIR infinite impulse response
L1 Layer 1 in OSI model
LSAS large-scale antenna array
LTE Long Term Evolution
MAC multiply and accumulate
MIMO multiple-input, multiple-output
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mMIMO massive multiple-input, multiple-output
mmWave millimetre wave
MU multi-user
NR New Radio
OFDM orthogonal frequency-division multiplexing
OFDMA orthogonal frequency-division multiple access
P-to-S parallel-to-series
PAPR peak-to-average power ratio
PDF probability density function
PLF polarisation loss factor
PMF probability mass function
PMI precoding matrix index
PRACH physical random access channel
PRB physical resource block
PUCCH physical uplink control channel
PUSCH physical uplink shared channel
QAM quadrature amplitude modulation
QPSK quadrature phase-shift keying
RaCE raw channel estimation
RAM random access memory
RBG resource block group
RE resource element
RF radio frequency
RX receiver
SC-FDMA single-carrier frequency-division multiple access
SDL sensor delay-line
SIMD single instruction – multiple data
SISD single instruction – single data
SISO single-input, single-output
SNR signal-to-noise ratio
SoC system-on-chip
SRS sounding reference signal
SU single-user
SVD singular value decomposition
SW software
TX transmitter
TDD time-domain duplex
UCA uniform circular array
UCI uplink control information
ULA uniform linear array
UE user equipment
URA uniform rectangular array
URLLC ultra-reliable low latency communication
VCU vector computation unit
VLIW Very long instruction word



1 Introduction
Wireless cellular networks have been developing greatly over the past few decades,
and the world is now seeing a global preparation for and deployment of the fifth-
generation (5G) mobile communication. Radio technologies and, as a result, data
transfer rates have evolved at an exceptionally fast pace and are growing exponentially
with each generation. The development of data transfer speeds is only surpassed by
the insatiable lust for higher data rates of today’s society. The fourth generation of
mobile networks, 4G, launched at the beginning of the 2010s enabling completely
new possibilities with mobile devices. These revolutions included technologies such as
streaming high-definition video content over a mobile connection. The fifth generation,
5G New Radio (NR), is expected to revolutionise wireless telecommunication through
even higher data rates, but the key evolution is expected to lie in ultra-reliable low
latency communication (URLLC). [1]

Moving into 5G NR territory does introduce some challenges, which have not been
present in the previous generations. 5G NR will utilise signal frequencies that are far
higher in the electromagnetic spectrum to accommodate for a wider signal bandwidth
and, thus, higher data rates. Electromagnetic waves with such short wavelengths
will undesirably interact with physical surroundings. A wider bandwidth signifies
that the channels between user equipment and link towers must be estimated for a
wider spectrum. Additionally, processing times of base stations must be minimised
as latencies are specified to be reduced to a fraction of 4G LTE latencies meaning
that only cutting-edge base station hardware and software will be able to satisfy the
requirements for these latency enhancements within radio technologies. [1]

In order to reduce latency times in uplink telecommunication, a base station must
establish a connection to the user equipment quickly upon request, and the mobile
devices need to send reference signals to the base station so the channel between these
two transceivers may be estimated. In sounding reference signal (SRS) -based channel
estimation, a covariance matrix of the receiving antenna array is calculated and it is
used to form beamforming weights later in the signal chain. The estimation is done
to transmit data in the direction of the desired receiver or, vice versa, to receive
data from the direction of the transmission. Calculation of the covariance matrix is
the core of this thesis work. By taking advantage of the Hermitian property of the
matrix, some processing power could be preserved within base station hardware.

The thesis is written for an employer, who has provided a reference algorithm.
This reference algorithm will be updated to achieve the objectives set for this thesis
work. The objective of this thesis is to design an algorithm, which reduces the
runtime of the current covariance matrix estimation algorithm while, concurrently,
supporting the growing channel bandwidths of 5G NR telecommunication.

This thesis work is comprised of two parts: a theoretical digital signal processing
section and a part discussing details regarding the practical, hardware-related and
software-design-related topics. The first part will be covered in Chapters 2 − 5.
Chapter 2 will connect electromagnetics and Maxwell’s equations to electrical circuits
and telecommunication, and introduce the reader to some required mathematical
preliminaries in understanding covariance matrix estimation. Chapter 3 will discuss
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massive multiple-input, multiple-output (mMIMO) systems, how electromagnetic
waves interact with physical objects, and antenna polarisation. In Chapter 4, an-
tennae arrays and their signal processing will be considered. Different beamforming
techniques, for which covariance matrix estimation is a preliminary step, will be
discussed. Chapter 5 explains uplink communication of current mobile network
technologies containing the main steps of the signal chain from duplexing meth-
ods through multiple access methods to channel estimation and covariance matrix
estimation.

The practical section will be covered in Chapters 6 and 7. Chapter 6 will explain
vector processor functionality and how they can be utilised in the framework of
this thesis. Additionally, the calculation and the Hermitian property of covariance
matrices will be discussed more thoroughly. Chapter 7 will report how the algorithms
were developed and improved upon, and how utilising the Hermitian property of a
matrix in algorithm design affects hardware cycle counts. The number of calculated
elements of a matrix may be reduced to N+1

2N
of the full matrix, where N denotes

the number of receive antennae and N2 is the full dimension of the matrix. Lastly,
improvements yielded by vector processor optimisation is covered.
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2 Mathematical preliminaries
In this chapter, some mathematical methods, which are crucial to the implemented
covariance matrix estimation algorithm produced for this thesis, are covered. Firstly,
the fundamentals of electromagnetics are connected with wireless data transmission
and how they relate to one another. Furthermore, the meaning of covariance, which
is a central topic in this thesis, is discussed to better grasp why such statistics are
used in telecommunication systems. And lastly, I/Q decomposition is covered due to
its usefulness and broad usage in wireless telecommunication.

2.1 Maxwell’s equations and wave equation
Maxwell’s equations are the foundational cornerstone of classical electromagnetism.
The equations shape all modern-day, electronic technologies by depicting the electrical
properties of the physical universe. By extension, Maxwell’s equations are also
analogous with, for example, their mechanical and acoustic counterparts, so it
could be argued that these equations describe all force fields including gravitational
and sound pressure fields in addition to electromagnetic fields underlining their
fundamental importance in physics [2], [3], [4].

In the electromagnetic domain, electrical circuits, optical and radio technologies
including telecommunication systems are all shaped by these equations, which
can be expressed both in their partial differential and integral form. Maxwell’s
equations describe the behaviour of electric and magnetic fields generated by charges,
currents and electromagnetic changes in physical fields. Radio antennae convert
radio-frequency voltage signals into electromagnetic fluctuations. Maxwell’s equations
have been named after famous physicists, namely, Gauss, Ampère, Faraday and
Maxwell, all of whom have greatly contributed to physics and electromagnetism
specifically. Gauss made attempts at reforming electricity and magnetism into one
indivisible entity and invented the magnetometer and electrodynamometer. Ampère
experimented with Earth’s magnetic field, developed a consistent system of magnetic
units and invented the right-hand grip rule to indicate the direction of current and
the corresponding produced magnetic field. Faraday experimented with and observed
electromagnetic induction in a coil of wire connected to a battery producing detectable
magnetic fields and Maxwell and combined these four equations now named Maxwell’s
equations. These are just a glimpse of the myriad of accomplishments and of the
importance these scientists cast on the scientific community during their lifetimes.
[5, pp. 6 - 50]

Maxwell’s equations are shown below, after which the wave equation is briefly
covered.

∇ · E = ρ

ε0
∇× E = −∂B

∂t

∇ ·B = 0 ∇×B = µ0

(
J + ε0

∂E
∂t

)
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The operation ∇ · E is known as the divergence of a vector field and ∇× E is
known as the curl operator denotes the rotation of a vector field. A wave equation
may be produced for a wave propagating in space from these Maxwell’s equations.
The general one-dimensional differential wave equation is of the following form:

∂2u

∂x2 = 1
c2

∂2u

∂t2 . (1)

In Equation (1), c denotes the velocity of the propagating wavefront and u is a
quantity for the wave propagation, e.g. sound pressure in air, displacement from
rest position for vibration in a solid, or electric field amplitude. A three-dimensional
representation for a wave equation denoting electric field in the three physical
dimensions may be written as

1
c2

∂2E
∂t2 =

(
∂2Ex

∂x2 + ∂2Ey

∂y2 + ∂2Ez

∂z2

)
. (2)

The wave equation describes the magnitude of the electric field at any point in space
at a specific point in time. The equation may be also extended to the magnetic
field B. All radio communication, at the end of the day, can be reduced to just
electromagnetic plane waves transversing from a transmitter to a receiver over a
medium that follow the general wave equations. The easiest way to show this relation
is with a cosinusoidal, periodic wave, which is a solution to the differential form wave
equation in Equation (1). Below is a cosinusoidal wave with amplitude A0, angular
frequency ω, wavenumber k and phase ϕ as a function of time t and location x

u(t, x) = A0 cos(kx− ωt + ϕ). (3)
The connection between the wave equation and telecommunication is that all data
transmitted are also modulated with and carried over high-frequency sinusoidal waves,
which underlines the importance of this basic concept. Essentially, mobile data are
merely high-frequency sinusoidal waves that are arranged and emitted accordingly.
Proof of Equation (3) being a solution to the one-dimensional wave equation in
Equation (1) is shown in Appendix A. Any transmitted, narrowband signal may be
shown to be of the form of Equation (3) and this works as a basis for the signals sent
through radio channels in this thesis. Covariance matrix estimation will be shown to
be linked to this through channel estimation in later chapters.

2.2 Covariance
The implementation of this thesis estimates a covariance matrix. In this chapter,
covariance is first defined and then it is explained why covariance is an interesting
statistic. The importance of covariance matrices is explained in the context of MIMO
systems in Chapter 3.2.1 and then in the context of establishing a connection between
a base station and user equipment in Chapter 5.1.

Covariance is a second-order statistic for two random variables and it measures
their joint variability. Covariance can also be said to denote the degree of association
of two random variables [6]. Covariance matrices, based on channel estimates between
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antenna array elements, are in a central role in this thesis, as a consequence of which
the statistical basics of covariance are covered next. In order to understand covariance,
the concept of a random variable must be discussed first.

A random variable is defined as a function or a mapping into real or complex
numbers. A discrete random variable is a function, which may only map into specific
numbers. In telecommunication, the receiver – e.g. a mobile phone receiving data
– has no prior knowledge of the content of the received signal. In other words, the
data signal is considered unknown to the receiving user equipment so the received
signal may be described with a discrete random variable. In the case of discrete
random variables, the probability mass function (PMF) describes the possible values
and likelihoods that a random variable may obtain. The cumulative distribution
probability function (CDF), on the other hand, describes the probability P (X ≤ x)
of a random variable X obtaining a value smaller or equal than x. [6]

Moments are statistical parameters that measure a distribution. Moments may
be further categorised as central and non-central moments. Moments include but
are not limited to average, expected value and variance. The expected value is also
known as mathematical expectation, mean and first moment and, in the case of a
discrete random variable, it is the probability-weighted sum of all possible results
of the random phenomenon. Let X be a discrete random variable, whose outcomes
are x1, x2, . . . , xk, in which k ∈ N is the number of possible outcomes, and their
respective probabilities are p1, p2, . . . , pk. The expected value of X is defined as

E[X] = µx =
k∑

i=1
xipi. (4)

The expected value of a process with a discrete uniform distribution is also the mean of
the possible outcomes. Variance is the second central moment and a one-dimensional
version of covariance and can be calculated using the definition of expected value.
For a discrete random variable X, variance is defined as

Var(X) = E[(X − µx)2]. (5)

Covariance is an extension of variance, which explains how two discrete random
variables X and Y vary together about their means. Unlike variance, covariance
may also be negative which means that the two random variables are negatively
correlated: when the observations of one random variable grow, the observations of
the other should diminish. Mathematically, covariance is defined as

Cov(X, Y ) = E[(X − µx)2(Y − µy)2]. (6)

However, in the context of signal processing and wireless communication, covariance
is often calculated for vector-valued observations of dimension N . [6]

Random vectors are collections of discrete samples drawn from a distribution
corresponding to a particular random variable. Calculating the covariance matrix for
two random vectors x and y with entries x1, x2, . . . , xN and y1, y2, . . . , yN respectively,
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can be shown to be of the form

Cov(x, y) =

⎡⎢⎢⎢⎢⎣
Cov(x1, y1) Cov(x1, y2) . . . Cov(x1, yN)
Cov(x2, y1) Cov(x2, y2) . . . Cov(x2, yN)

... ... . . . ...
Cov(xN , y1) Cov(xN , y2) . . . Cov(xN , yN)

⎤⎥⎥⎥⎥⎦ . (7)

In the context of this thesis, the vectors are complex-valued. This will be discussed
further in Chapter 2.4. Calculating the covariance matrix for a finite dimension,
zero-mean signal x ∈ CN×1 is defined as

Rx = E[xxH ] ∈ CN×N . (8)
The superscript H denotes the Hermitian transpose, i.e. complex conjugate transpose
of a matrix. In Equation (8), instead of calculating one real value for the covariance
of two real-valued random variables, a complex-valued covariance matrix is, instead,
produced.

A covariance matrix may be estimated over various dimensions, oftentimes in
wireless communication using channel estimates or signals received by an antenna
array. By calculating the covariance matrix using only the signal or channel, received
by antenna elements of an array, will unveil underlying signal components of the
received signals. The information received by a receiver is a superposition of the
originally transmitted signal, all the delayed versions of the signal which propagate
through different paths and noise and interference components. All of these data
are packed efficiently into the covariance matrix. The properties of an antenna
system and the channel between the receivers and transmitters, such as effects of
multipath propagation and other non-idealities of the channel will become apparent
by performing eigenvalue decomposition on the covariance matrix. Factorisation
methods will be further explained in Chapter 2.3.

A sample estimate of the covariance matrix is found by

Rx = 1
L

L∑
i=1

x[i]x[i]H , (9)

in which L is the number of observation in samples and i is the sample index [7].
It is to be noted here that the samples are assumed circularly symmetric complex
random variables, which means that for a complex sample x = Z + jY , both ℜ{x}
and ℑ{x} are drawn from the same distribution and that they are also independent.
This assumption persists through the thesis work. [8]

A covariance matrix has interesting mathematical properties. It is a Hermitian
matrix and, should the matrix fulfill Rs = BBH according to Equation (12), the
matrix is also positive semi-definite. If the covariance matrix has full rank, it is
then positive and definite. The covariance matrix equals its Hermitian transpose:
Rx = RH

x , which also determines that the diagonal entries are all real and that the
lower triangle of the matrix is the complex conjugate of the upper triangle. In terms
of computation, these properties are beneficial as, for an arbitrary large covariance
matrix, only N N+1

2 of the entries instead of N2 must be calculated: the diagonal in
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addition to either the upper or the lower triangle of the matrix. Here N denotes the
number of antennae in the receiving array. Besides, proper covariance matrices are
always positive semi-definite, which denotes that all the eigenvalues of the matrix
are non-negative. [9]

Covariance matrices are a general way of describing correlations between anything
that can be described by random variables and they can be calculated for any data.
Correlation is defined, under specific conditions, using covariance as

Corr(X, Y ) = Cov(X, Y )√
Var(X)

√
Var(Y )

[6]. (10)

However, in the context of this thesis, covariance matrices are calculated for
antenna arrays receiving mobile data, and the calculation is executed in the fre-
quency domain for a specific antenna system receiving data over a channel from user
equipment. The channel estimates (CE) are usually represented as I/Q samples,
which will be explained in Chapter 2.4. Raw channel estimation will further be
covered in Chapter 5.4.1.

2.3 Matrix decomposition methods in telecommunication
Next, two of the most practically used decomposition methods in real-life applications
are explained. In order to grasp just how crucial these linear algebraic methods
are for real-life engineering, here is an interesting, tangible example. At Google,
their PageRank algorithm, which is used in determining the best search results for a
search term, indexes websites by hyperlinks within those websites. This creates a
huge matrix, which contains all the inter-website hyperlinks within an arbitrarily
large data set. This matrix might be of dimension million-by-million. By conducting
singular value decomposition, the eigenvalues and eigenvectors may be determined
and the pages may be ranked by relevance. [10]

In the context of this thesis, these decompositions may be utilised to extract
channel properties out of channel covariance matrices. Now two relevant factorisation
methods, eigenvalue decomposition and singular value decomposition are discussed.

2.3.1 Eigenvalue decomposition

Eigenvalue decomposition goes by many, additional names such as eigendecomposition
and spectral decomposition. EVD is a method, which suggests that for matrix
A ∈ Cn×n, which has n linearly independent eigenvectors, there exists a decomposition

A = QΛQH . (11)

In Equation (11), columns of Q ∈ Cn×n are the eigenvectors of A and Λ ∈ Cn×n

is a diagonal matrix, whose diagonal elements λ1, . . . , λn are the eigenvalues of A
[11]. Although technically eigenvalues may be complex, for Hermitian matrices they
are always real. When matrices are discussed, they can be intuitively be thought
as linear transformations to a set of numbers. The eigenvectors and eigenvalues
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correspond to two specific linear transformations: rotation and scaling respectively.
[9], [12]

2.3.2 Singular value decomposition

Singular value decomposition (SVD) is a similar factorisation method to EVD but it
has different preliminary requirements. The matrix under decomposition may also
be rectangular, not only square as in EVD. In both cases, the entries may be real or
complex. The basis for the decomposition is that for a complex matrix B ∈ Cn×m,
there exists a decomposition

B = UΣVH . (12)

In Equation (12), U ∈ Cn×n and V ∈ Cm×m are unitary, which, for matrices, denotes
that the inverse of an orthogonal matrix equals its transpose. The real-valued
diagonal matrix Σ ∈ Rn×m

+ contains the singular values of the matrix B. By using a
clever use of algebraic manipulation, it can be seen that the Equation (12) may be
further manipulated to be

BHB = V(ΣT Σ)VH or (13)

BBH = U(ΣΣT )UH , (14)

both of which now correspond to EVD in Equation (11). [12]

2.4 I/Q decomposition
In telecommunication, transmitted data are usually represented as complex num-
bers, which are then decomposed into I/Q (in-phase and quadrature) data. It is
convenient to encode complex data into two orthogonal sine and cosine waves: by
basic trigonometry, a complex number may be represented as a sum of sine and
cosine waves by Euler’s Equation (18). Any signal has an amplitude and a phase,
however, it is important to note that the term in-phase is not to be confused with the
phase of the actual signal; it is merely a name given to the part of the signal within
I/Q decomposition, whose phase remains unchanged and quadrature component
is the part of the signal, the argument of which is offset by π

2 radians. It is often
advantageous to represent signals with two degrees of freedom (amplitude and phase)
as a real and imaginary part of a complex signal, even though, in reality, both
components are real. [13]

A trigonometric identity describing a fundamental property of cosinusoidal waves
is considered

cos(A + B) = cos(A) cos(B)− sin(A) sin(B). (15)



20

This identity may be used for a signal s(t) with amplitude A0 and time-varying phase
ϕ(t) by

s(t) = A0 cos[ωt + ϕ(t)]
= I0 cos(ωt) cos[ϕ(t)]  

in-phase component

− jQ0 sin(ωt) sin[ϕ(t)],  
quadrature component

(16)

in which I0 and Q0 are the amplitudes of the in-phase and quadrature components
respectively. The amplitudes follow the equality A0 =

√
I2

0 + Q2
0 due to their

orthogonality by the Pythagorean Theorem. By definition, the time-domain waveform
of a complex signal may be written as

s(t) = sI(t) + jsQ(t) = ℜ{s(t)}+ jℑ{s(t)}. (17)

Euler’s formula expresses that a sinusoidal or cosinusoidal wave can be expressed as
phase-shifted, orthogonal waves

e−jωt = cos(ωt)− j sin (ωt). (18)
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3 Background on wave propagation
In this chapter, some more background information is provided concerning physical
wave phenomena. The wave equation, detailed in Chapter 2.1 is brought to the setting
of wireless communication and the behaviour of such waves in specific frequencies are
explained more thoroughly. Then, multiple-input, multiple-output (MIMO) antenna
systems and their channel properties are discussed since they are in a fundamentally
important role in estimating the covariance matrix of a receiver system. It will be
explained how a channel covariance matrix may be used to achieve optimal data
transmission through a radio channel. Lastly, the polarisation of antennae is covered
as the reception of signals takes advantage of the physical properties of antenna
elements.

3.1 Physical wave phenomena
All radio frequency (RF) communication is electromagnetic radiation, the behaviour
of which is constrained by Maxwell’s equations and the wave equation explained in
Chapter 2. Mobile networks utilise frequencies from 150 MHz in 1G technologies up
to 6 GHz in 4G LTE networks. The upcoming 5th generation (5G) will introduce
frequencies in the millimetre wave (mmWave) bands up to 300 GHz [14]. 5G
telecommunication frequencies have been divided into two ranges: frequency ranges
1 and 2 (FR1 and FR2). FR1 consists of sub-7.125 GHz and FR2 of over 24.25 GHz
frequencies, and frequencies in FR2 are categorised as mmWaves. The spectrum is
huge – spanning wavelengths from some metres to hundreds of micrometres and,
depending on the wavelength of the signals, the waves will behave in a different manner
with the physical world around us. However, irrespective of the frequency or the
medium of any waves, all wave propagation is susceptible to same physical phenomena,
which occur on boundary surfaces of propagation media. These phenomena include
reflection, diffraction, scattering and absorption. [15]

In Figure 1, black line denotes transmission, purple lines denote scattering,
red dotted lines denote reflection, green dotted line denotes transmission and blue
dotted lines denote refraction. Be it sound waves, medical imaging, visible light or
telecommunication in RF bands, all propagation is susceptible to these phenomena.
In the context of Figure 1, “transmission” implies the passing of electromagnetic
waves through a medium without being absorbed.

In the scope of this thesis, the interesting systems will be massive multiple-
input, multiple-output (mMIMO) antenna arrays and the propagation channels
between transmission and receive antenna arrays. Data are transmitted using carrier
frequencies on a specific frequency band – for modern telecommunication usually
ultra-high frequency bands from 300 MHz to 3 GHz – while the waves undesirably
interact with other similar-frequency waves and the physical world changing the
signal characteristics in transmission. This chapter will cover the basic functionality
of mMIMO and Chapter 3 will discuss how array signal processing enables separating
spatial streams efficiently, not allowing interference to occur, thus, enabling superior
data flow through communication channels.
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TX

RX

Figure 1: Simple diagram depicting physical wave propagation phenomena in a
single transmitter (TX) and a single receiver (RX) antenna system. The black line
denotes the signal sent by TX, purple line denotes scattering, red dotted line denotes
reflection and green dotted line denotes transmission and blue line denotes refraction.

3.2 Massive Multiple-Input, Multiple-Output systems
Multiple-input, multiple-output systems refer to a popular technology in the wireless
communication community that has been also widely adopted into modern telecom-
munication systems. MIMO systems consist of at least one or multiple transmit and
receive antennae. These systems may further be categorised as single-user (SU) and
multi-user (MU) MIMO [11]. Covariance matrix estimation, in the context of this
thesis, is done with single-user data over multiple receive antennae so covering MIMO
systems is crucial. Depending on the mobile device in question and the network
solution considered, the single-user data may be sent over multiple transmit antennae.
In addition, channel capacity discussed later in this chapter, is interesting from a
beamforming perspective.

A MIMO system may be characterised completely by an N ×M MIMO channel
matrix, in which each element is an impulse response between a transmitter and
a receiver; the dimensions of the channel matrix are determined by the number of
transmit and receive antennae, M and N . [16].

H =

⎡⎢⎢⎣
h11 . . . h1M
... . . . ...

hN1 . . . hNM

⎤⎥⎥⎦ (19)
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The basic principle behind MIMO is transmitting data through multiple spatial
streams in order to achieve higher system data throughput or reliability through
diversity. Spatial multiplexing may be exeucted in order to achieve higher data rates:
this means that each of the spatial streams from a transmitter to receiver shown in
Figure 7 contains unique data. A spatial stream, in this context, signifies a stream of
independently encoded data concurrently transmitted through, ideally, independent
antenna pairs. Space-time coding, which refers to redundantly transmitting the same
data over multiple antenna streams, may be used in a noisy environment to achieve
reliable transmission; this is will result in high diversity. However, in order to achieve
the utmost performance, the data streams are to be encoded so that they do not
interfere with each other. Figure 7 shows how the channels form between TX-RX
pairs.

Figure 2: An example of a 4× 4 MIMO system.

For the reason that all radio communication is based on electromagnetic wave
propagation through a medium, should the independent signals interact with one
another, unwanted interference will occur and distort the transmitted signal. In
this process, the independent signals will become dependent. Consequently, signal
quality will suffer in transmission due to inverse distance power loss, shadowing and
multipath propagation [17]. Inverse distance power loss will cause the signal to blend
in with background and thermal noise should the transmission path be excessively
long, and multipath propagation will cause alterations in delay, magnitude and
phase causing fading in the received signal. Inverse distance power loss is especially
problematic in mmWave frequencies as high-frequency waves tend to be attenuated
more significantly. For example, during rainfall of 100 mm/hr, a 1 GHz wave will be
attenuated approximately 1 dB/km, whereas a 100 GHz wave may be attenuated as
much as 30 dB/km [18]. To elaborate, during rainfall, one kilometre in transmission
will attenuate a 100 GHz signal by thousandfold more compared to a 1 GHz signal.
[16]
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Covariance matrix estimation is done on a MIMO system as the covariance matrix
contains the information of how the different receive antennae relate to one another
when signals are received. A mathematical model denoting the working principle
behind MIMO systems is covered next. A transmitter transmits a complex data
symbol s ∈ C. There are M transmit antennae and this symbol is transmitted from
each of them using antenna-specific weights in vector w. The actual data sent over
the air is, then, written as

x = ws, (20)

in which x ∈ CM×1. This weight vector w may be thought to be the transmission
beamforming coefficients of the system, wherein the sent symbol is sent with different
phases and amplitudes in order to utilise the antenna streams as efficiently as possible.
To elaborate, no spatial multiplexing takes place in Equation (20), but the same
data are launched using different weights. This process is known as beamforming
and it will be further discussed in Chapter 4. [11]

Now a general equation for presenting the relationship between input and output
of a system in a non-ideal environment may be written as

y0(t) = H0(t) ⊛ x0(t) + n0(t), (21)

where y0, x0 and n0 – output, input and noise signals respectively – are time-
dependent variables and H0 is the channel impulse response matrix expressed in
time domain, for which reason the operation between the response and transmission
signal must be convolution (⊛) [19]. However, should the transmission band be
sufficiently narrow and the response of this channel flat in terms of frequency, the
system equation can more simply be written by a linear model,

y = Hx + n, (22)

where y ∈ CN×1 denotes the received signal, x ∈ CM×1 denotes the transmitted
signal and H ∈ CN×M denotes the N×M frequency-domain transfer function matrix
between the TX-RX antennae ports, N denoting the number of receive antennae
and M denoting the number of transmission antennae. The noise term of the receive
antennae is denoted by n ∈ CN×1 and is modelled as circularly symmetric complex
Gaussian (CSCG) noise. CSCG noise is noise, whose imaginary and real parts are
jointly normal [20]. The noise term consists of thermal noise, ambient noise and
electrical noise produced by receiver electronics [16]. [21]

3.2.1 MIMO and mMIMO

So far, this thesis has made no clear distinction between MIMO and mMIMO.
Massive MIMO is a term, which has been coined during the 2010s as a noun for large-
sized MIMO systems [22]. Until recently, massive MIMO systems were arbitrarily
called, among other names, large-scale antenna systems (LSAS), full-dimension
MIMO or hyper MIMO. However, mMIMO became a popularised term for these
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systems and the term is now being used extensively in, for example, the upcoming
5G telecommunication technologies. [22]

However, in practice, mMIMO has already been deployed in 4G LTE and it
has enabled capacity increases to antenna systems through the ability to efficiently
suppress interfering signals. One differing factor between regular and massive MIMO
is the number of antennae deployed although it is not the only determining factor.
Massive MIMO systems may have dozens or even hundreds of receive and transmission
antennae. In [23], it is stated that mMIMO may be characterised by the use of
space-division multiple access to achieve multiplexing and having more BS antennae
than UEs per cell to efficiently suppress interference.

3.3 Single-User and Multi-User MIMO
SU-MIMO refers to a system consisting of multiple transmitters and/or multiple
receivers but only transmitting data of one user. Spatial multiplexing is used to send
data over M antennae to utilise multiple spatial streams. To elaborate, the streams
are independently encoded data transmitted at the same time.

Channel capacity is also an interesting perspective to this topic as, using optimal
beamforming with a SU-MIMO system, a system achieving Shannon capacity may
be derived. In other words, beamforming may be used to achieve the theoretical
maximum throughput of an antenna system. Shannon capacity will be shown in
Equations (23) and (25). Due to beamforming and covariance matrix estimation
being integrally connected processes, channel capacity will be covered next. [24]

Using MIMO systems enables higher data throughput compared to single-input,
single-output (SISO) systems due to multiple data streams. However, as discussed
earlier, interference between channels deteriorates signal quality, consequently de-
creasing data rates. In mathematical terms, when channel matrix H has full rank –
meaning that the rows and columns of the channel matrix are independent – theoret-
ical highest throughput will be achieved. As shown by Shannon-Hartley Theorem
proven in [25] and [26], the maximum channel capacity C of a SISO channel is given
by

C = log2

(
1 + P

σ2

)
, (23)

in which P denotes signal power and σ2 variance of receiver noise, which is assumed
to be average white Gaussian noise (AWGN). The term P

σ2 is more familiarly known
as the signal-to-noise ratio (SNR), from which we can see that the maximum capacity
of a channel is directly related to the noise floor of the channel and signal power.

Covariance matrix defined in Equation (6) will now be revisited. The matrix
is calculated for a transmitted signal defined in Equation (20) extended to include
transmission beamforming coefficients in vector w. This can be, then, written as

Rx = E[xxH ] = E[(ws)(ws)H ]. (24)
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Additionally, the maximum channel capacity C of a SU-MIMO system is given
by a similar equation to Equation (23) as

C = sup
Rx

log2 det
(

IN + 1
σ2 HRxHH

)
[11]. (25)

Using the channel capacity of Equation (25), and by extension signal covariance,
optimal beamforming may be achieved with exact channel state information (CSI).
According to [11], optimal transmission beamforming coefficients may be found
by conducting SVD on the channel matrix H and using the singular vectors of
the decomposition. Choosing the optimal transmission beamforming vector w will
be discussed in Chapter 4.1 and SRS-based covariance matrix estimation will be
discussed in Chapter 5.4.2. [24], [27]

The implementation of this thesis revolves around single-user data. The imple-
mentation will be discussed in Chapter 6. However, MU-MIMO will be discussed
briefly. MU-MIMO can be divided into two subcategories. The first consists of the
instance, in which one UE has only one antenna and the second instance covers the
instance, in which one UE may have multiple antennae. In the ideal situation, there
is no inter-user interference that degrades the transmission signal [28]. Theoretically,
the data throughput scales with the number of users linked to the base station, but
it requires specific techniques. [29]

On top of increased data transmission rate, MU-MIMO also may have enhanced
reliability, improved energy efficiency or reduced interference over SU-MIMO. Relia-
bility is increased, as the transmitted signal has more distinct paths to propagate
through and energy efficiency improves as the base station may focus the emitted
energy directly towards the user. Lastly, reduced interference will be achieved as
the MU-MIMO system base station may avoid transmitting data into directions, in
which interference is observed. [22]

3.4 Antenna polarisation
Antenna polarisation is fundamentally important when considering any antenna
systems. This notion does apply to the implemented covariance matrix algorithm
as the receive antennae, over which the covariance matrix is estimated, utilise two
different polarisation schemes. This will be further discussed in Chapter 6.2. Different
polarisation schemes are used to prevent cross-talk between channels as, should the
transmit and receive antennae use different polarisations, signal loss of multiple
orders of magnitude might occur. This may be utilised when SU-MIMO systems are
considered and spatial multiplexing is executed.

Strictly speaking, an antenna is an electrical transducer, which converts RF
electric current into electromagnetic waves. These waves are then radiated into space.
The orientation of the electric field determines the polarisation of the transmitted
radio wave. The most usual polarisation schemes are linear, circular and elliptical,
in addition to which the rotation of the pointer manifesting in a plane rotating
along a unit circle (in the case of circular polarisation) may be either clockwise
(left-hand-circular) or counter-clockwise (right-hand-circular).
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Although an electric field always co-exists with a magnetic field, in wireless
communication, antenna polarisation is usually a property only defined by properties
of the electric field. The linear polarisation of the antenna can then, intuitively,
be thought to mean that the energy of electric current converted into EM waves
in the antenna produces an electric field, whose perpendicular components on the
plane of the wavefront have similarly phased components of any magnitude. If the
components of the electric field differ in phase by 90◦ but do not differ in magnitude,
the polarisation of the antenna is circular. Lastly, if the components of the electric
field differ in phase more than 0◦ and less than 90◦ or if the components do not share
the same magnitude, the resulting polarisation will be elliptical. [30]

It will become apparent in Chapter 6 how antenna polarisation is considered in
the implementation of this thesis. Before that, however, array signal processing and
beamforming will be covered from a theoretical perspective in the next chapter.

The industry standard for antenna polarisation is linear cross-polarisation and
it is also used in the antenna system, for which the implementations of this thesis
are created for. In this scheme, the two polarisations are to be at a 90◦ phase
shift and the antennae using different polarisation schemes are all linearly polarised.
However, no specific requirement is made that these two polarisations will be vertical
and horizontal. In the ideal case, a vertically polarised antenna does not receive
horizontally polarised waves and vice versa. Additionally, a mismatch in signal and
receive antenna polarisation will degrade signal reception. Polarisation factor loss
(PLF) is defined as

PLF = cos2 ϕ, (26)

in which ϕ is the angle between the received wave and antenna polarisation. If these
two are perfectly matched at ϕ = 0◦, no loss occurs. When ϕ = 90◦, no signal is
received.
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4 Array signal processing
Arrays of sensors have been utilised in various signal processing implementations for
a century. A sensor array consists of a collection of sensors, which are distributed
spatially at different locations that have been carefully chosen with a common
reference point in mind. Any such sensor collects data in its field of view based
on the electrical and mechanical properties of the sensor machinery and depending
on the characteristics of the sensor and the signal propagation path. Consequently,
the signal is recorded in a specific manner. The discourse concerning practical
problems of array signal processing for wireless communication usually concentrates
on extracting specific parameters under particular conditions. These parameters
include the direction of arrival (DoA), signal power levels and crosscorrelations of
the signals impinging on an array. All of these parameters are to be determined
with available information obtained from the signal or information provided by other
parts of the system – for example channel state information provided by a base
station to the user equipment. In the context of the implementation of this thesis,
the calculation of the covariance matrix is used to extract data for further processing.
More of this in Chapter 5.4. [13]

Array signal processing is a wide concept spanning various disciplines within
natural science applications. One concept within this entirety, to spatially filter and
transmit signals, is beamforming. In the context of covariance matrix estimation,
arrays of antennae and their signal processing is an important viewpoint. Covariance
matrices are estimated using received information from an array of receivers. Then,
the information encoded into the covariance matrix is used to calculate beamforming
weights in the communication between user equipment and base stations.

One of the major challenges in array signal processing is detecting multiple
signals at the same time while being able to single out and cancel noise components.
Beamforming may be described as a spatial filtering technique for receiving or
transmitting signals. The term beamforming was coined in the early days of spatial
filtering designs, which were built to form pencil beams used in antenna systems of
radars and sonars [31]. In beamforming, an array of sensors is used for directional
signal transmission or reception. These sensor arrays used in signal transmission –
such as antennae used in mobile networking – illuminate certain targeted angular
sectors whilst signals in undesirable directions are attenuated. Respectively, in the
receiving end of the sensor array, beamforming is used to achieve spatial selectivity.

Beamforming has applications in a wide spectrum of signal processing disciplines
such as seismology, wireless communication, acoustics and radio astronomy. In Figure
3, it can be seen that a monopole antenna – without beamforming of any sort –
radiates into all directions with a specific pattern of directivity: the magnitude of the
signal being transmitted is not uniform in all direction, but forms a polar pattern
with darker red regions denoting strong signal transmission and darker blue regions
denoting weak signal transmission. In wireless communication, beamforming is used
to conform to the physical properties of antenna design, by manipulating the signal
phases between antenna elements, in order to improve the direction of the signal to
specific UEs or base stations so that the effect of interference in communicating with
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Figure 3: Example of the directivity pattern of a 1 GHz monopole antenna. The
pattern has been produced using Antenna Toolbox in MATLAB.

other UEs is minimised.

4.1 Background
There are various ways of categorising array signal processing and beamforming (BF)
techniques. One distinction that can be made is adaptive and fixed beamforming. In
adaptive beamforming, the signal processing is performed so that the signal processing
depends on the channel characteristics between transmit and receive antennae. In
fixed beamforming, the beamforming weights remain constant. In addition, an array
signal processing technique called precoding is a widely used implementation to
preprocess signal streams in order to obtain improved data flow. Precoding will be
further discussed in Chapter 4.4.

Beamforming can also be said to be narrowband and wideband depending on the
frequency range the system is receptive to. In the context of this thesis, narrowband
refers to a system, whose channel may adequately be characterised by the same
set of beamforming coefficients, calculated for a point frequency [13]. This set
of BF coefficients is sufficiently applicable over the frequency band of a system.
The terms narrowband and wideband, here, exclusively refer to beamforming. In
terms of other signal processing methods, the system might not abide by the same
categories. Naturally, the benefit of wideband transmission is the greater theoretical
data throughput, as spectral density is measured in bits per second per Hertz
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(bits/s/Hz). Thus, a wider channel in terms of frequency will be able to transmit
more bits in a limited time frame. Additionally, wideband signals involve additional
processing in either or both time and frequency domain for effective operation. In
the time domain, delay-lines or finite impulse response (FIR) or infinite impulse
response (IIR) filters are added to obtain wideband transmission, but, currently,
mobile network solutions are moving towards purely frequency-domain processing
techniques. This chapter will discuss different beamforming techniques thoroughly,
in order to give the reader sufficient understanding of beamforming as covariance
matrix estimation is closely related to this topic. [32]

Optimal beamforming was briefly discussed in Chapter 3.3 in the context of
channel capacity. It can be shown that by transmitting signal x = ws according to
Equation (20), a transmission beamforming vector w is applied to the transmitted
symbol. As this signal is affected by channel H ∈ CN×M and CSCG noise n, the
signal received at the receiver may be decoded with reception beamforming vector
m as

ŝ = mHy = mHHws + mHn, (27)

in which ŝ is the received symbol. By choosing the vectors w and m to be left-singular
and right-singular vectors of SVD, conducted according to Chapter 2.3.2 on channel
H = UΣVH , optimal channel capacity should be achieved. To elaborate, the vectors
are chosen as w = u1 and m = v1, respectively. This method is known as a type of
beamforming. Naturally complete CSI should be available in order to execute this
method properly. [11]

In this chapter, general methods to conduct array signal processing on telecom-
munication signals will be covered. Beamsteering will be discussed in Chapter 4.2,
analogue and digital beamforming in Chapter 4.3, precoding in Chapter 4.4 and fixed
and adaptive beamforming in Chapter 4.5.

4.2 Beamsteering
In receiving antenna beamforming, the signal of interest is estimated arriving from a
specific direction, whilst the system is also under the influence of noise and interfering
signals. The target state is to obtain a specific spatial response of the array system
so that the desired signal is sampled and interfering signals are attenuated.

Practically in MIMO systems arrays of receive antennae sample the transmitted
signal with slightly different phases. This is due to the angle of signal impinging on
the array. As seen in Figure 4, the signal delay τ for each receiver is determined
by the distance to the point in space, in which the plane wave intersects with the
antenna element. The antenna specific time difference, compared to the first antenna
element, in Figure 4 can be written as τi = (i− 1)τ , in which i again is the antenna
index.

The time difference between any two receivers may be characterised by

τ = d sin θ

c
, (28)
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Figure 4: The general block diagram of a narrowband beamformer. The small circles
denote receivers that receive a signal impinging from angle θ. The angle causes
a signal delay τ between the receivers. Each signal yi, sampled at the receiver, is
multiplied a weight ai

in which d is the distance between two antenna elements, θ is the angle between the
direction of the impinging signal and the normal of the uniform line array and c is
the speed of light.

The beamsteering vector, which may be applied to the multi-antenna signal, can
be written as follows. [31]

a(θ) =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

e−jω0τθ

e−jω1τθ

e−jω2τθ

...
e−jω(M−1)τθ

⎤⎥⎥⎥⎥⎥⎥⎥⎦ =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

1
e−jω d sin θ

c

e−jω 2d sin θ
c

...
e−jω

(M−1)d sin θ
c

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
(29)

Based on the time delays between different antenna elements in the array, azimuth
angle, and depending on the antenna geometry elevation angle, may be obtained and
the DoA may be used in further processing of the signal [33]. In DoA estimation,
covariance matrices of the receiving are also in an important role just as in SRS-based
covariance matrix estimation for beamforming. However, in DoA estimation and
beamsteering, a Toeplitz-based solution may also be used to determine the covariance
matrix. Toeplitz matrices are convenient as only one row and one column needs to be
known to construct the whole matrix. Using a Toeplitz-based approach is practically
not suitable in the context of this thesis as the covariance matrices are based on
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channel estimates between volatile channels due to the possible constant movement
of UEs. Consequently, the resulting covariance matrices may not be adequately be
represented as Toeplitz matrices. [34]

In beamforming, in which wideband signals are considered, as the bandwidth of
interest grows wider, it is more and more challenging to transmit signals so that the
frequency content of the original signal is preserved. In array processing literature,
the physical size of the array – measured in wavelengths – is sometimes required to
be much less than the relative bandwidth fc

B
, in which fc is the centre frequency of

the antenna elements and B is the width of the frequency band the elements are
receptive to [4]. Another metric of interest is fractional bandwidth (FBW), which is
the inverse of relative bandwidth B

fc
measured in percentages. Wideband antennae

usually have a FBW of over 20% and ultra-wideband a FBW of over 50% [35].
Naturally, using signal processing techniques, the received signal may and almost
always will be filtered to accommodate the specific implementation at hand. The
performance of the aforementioned narrowband technique will degrade significantly
as the bandwidth widens. Instead of having a single, frequency-invariant, constant
coefficient for each received signal, as in narrowband beamforming, for wideband
beamforming, the weights shall be calculated for different frequencies. The output
of a wideband beamformer utilising temporal filtering process, in order to form a
frequency-dependent response, may be written as

y(t) = wHsw(t), (30)
in which w is the weight vector for the M × J sensor coefficients.

However, in the context of this thesis, covering wideband beamforming is not
necessary. Interested readers may want to study wideband beamforming articles, for
example, [32].

4.3 Analogue and digital beamforming
Analogue beamforming (BF), in a transmitter, is done in the radio frequency domain
after the signal is converted from the digital domain. Analogue BF has advantages
such as that, in the RF domain, the number of antenna signals may be reduced.
The interfering signals are cancelled analogically, consequently reducing the number
of required ADC (analogue-to-digital converter) units, which, if used excessively,
drastically increases the cost of baseband units and total power consumption. [36]

However, digital BF yields many advantages over its analogue counterpart. One
of the advantages is that the size of mMIMO systems will decrease as higher RF
for 5G are used. One possible array type is a uniform linear array (ULA), in which
the antenna elements form a line being uniformly, i.e. evenly, spaced. The distance
between antennae in an array usually follows d = λc

2 , in which λc is the wavelength
of the carrier frequency. For example, for 6 GHz carrier frequency its wavelength is
λc = 5 cm meaning that the distance between two antenna elements would be 2.5 cm.
A uniform rectangular (URA) array of 40× 40 antennae could be theoretically fitted
onto a one square metre area – this spatial efficiency is one of the great benefits of
moving into mmWave territory. Just as the Nyquist criterion defines the necessary
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sampling interval for discrete signal sampling, the distance between antenna elements
is limited by d ≤ λc

2 in order to determine the DoA [33]. On the other hand, the
downside of too densely spaced antennae is that then SRS-based channel estimates
may not be formed for a single antenna and, thus, digital BF on antenna-level may
not be executed in this context. [37]

Figure 5: Three different types of antenna arrays: Uniform rectangular (green),
circular (red) and linear (blue) arrays with 16 antenna elements each.

Theoretically, a mMIMO system with fully digital beamforming can yield optimal
performance while significantly boosting the energy and spectral efficiency of the
system. However, a downside of digital BF is that for lower frequency bands, the
physical array size will increase introducing challenges in tower construction and
the cost of the towers will drastically increase. Additionally, each separate antenna
element requires its own RF chain, which will rake up the cost of a mMIMO system.
At the bare minimum, an RF chain usually comprises an antenna element, power
amplifier and a filter. Due to a large number of antenna elements, a considerable
amount of the spectral resources in the process of determining the CSI for each
channel is required, which makes using solely digital BF quite unbeneficial. [38]

So far, in 4G telecommunication, the implementation of hybrid BF has been benefi-
cial. In the upcoming 5th generation, however, it has been suggested that using hybrid
analogue and digital BF systems may be necessary to implement due to the high prop-
agation loss in mmWave frequencies. Hybrid BF systems use digital BF in baseband
– connected to a smaller number of up or downconversion chains – combined with
analogue BF in RF bands. Lastly, hybrid BF functions differently compared
to conventional methods, as one transceiver does not automatically equate to one transmis-
sion antenna, but, instead, a transceiver may consist of multiple antennae. [38], [39]
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4.4 Precoding
Precoding is a digitally executed way of manipulating the transmitted signals so
that they are received intendedly. However, precoding is not to be confused with
beamforming per se as no beams are formed. The fundamentals of precoding reside
in transmitting data symbols from antennae with different phases and amplitudes. In
other words, before transmission, in the digital domain, the phase and amplitude of
the transmitted signal are altered in response to the estimated channel between the TX
and RX antennae. Due to the superposition principle, constructive and destructive
interference will occur at desired spatial locations and, should the precoding have
been executed properly, the signal should be received intently. [11]

Precoding can be categorised as closed-loop or open-loop and codebook-based
or non-codebook-based precoding. Closed-loop precoding refers to a method, in
which channel state information (CSI) is provided to the transmitter using closed-
loop signalling. CSI may be used to weight the signals transmitted from the BS
antennae in the downlink. Open-loop precoding, on the other hand, is designed to
operate without CSI at the transmitter [40]. In the case of LTE and codebook-based
precoding, the UE obtains CSI from the cell reference signal (CRS) sent by the
eNodeB. Now, the UE returns precoding matrix index (PMI) through the uplink
to the eNodeB with the eNodeB, consequently, applying spatial domain precoding
on the transmitted signal. Thus, the transmitted DL signal uses the codeword
of the precoding codebook which best aligns with the channel experienced by the
UE. In practice, the PMI is just an integer number that determines, which of the
predetermined codebook matrices will be decided for the base station (eNodeB) to
apply on the transmit symbol vector [41], [42].

An N×M MIMO system is considered, with N denoting UE receive antennae and
M denoting base station transmit antennae. In Equation (22) a type of beamforming
was applied. This equation may be modified and brought to the context of precoding.
Combined with the general linear model in Equation (22), the output relation may
be written as

y = Hx + n = HWs + n. (31)

If Equations (22) and (31) are compared, it can be seen that they are slightly
dissimilar. This is due to the fact that in Equation (31) it is assumed that s ∈ CM×1,
i.e. instead of transmitting the same symbol over each transmit antenna, each
transmitter transmits their own symbol. Due to this, instead of a weight vector
w ∈ CM×1, a precoding (weight) matrix W ∈ CM×M is required.

Instead of using SVD and its singular vectors a codebook is constructed. There
are several ways to construct a precoding codebook, one of which is the Discrete
Fourier Transform (DFT) -based codebook. This codebook is employed using the
precoding matrix W for 2TX transmission,

W(m, n) = 1√
N

ej 2π
N

mn, (32)

where m and n are the indices of the number of transmit antennae {0, 1, . . . , M − 1}.
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[43]
Traditional MIMO processing is often done digitally at baseband. However, digital

signal processing always requires dedicated baseband and RF hardware for every
antenna, and as the number of antenna elements increases drastically in mMIMO
and mmWave systems, the high cost and power consumption of this hardware will
bring constraints for commercial products. As mentioned in Chapter 4.3, mmWave
systems will rely heavily on analogue processing. [44]

4.5 Fixed and adaptive beamforming
The distinction between fixed and adaptive beamforming is that in fixed beamforming
the beamforming coefficients do not vary with time, while in adaptive beamforming
the coefficients are determined by the time-variant nature of the MIMO system.
Time-variance in this system refers to the fact that the channel between the UE and
base station continuously changes due to the movement of UE or, alternatively, due
to interfering signals or environmental factors changing. Since fixed beamforming is
data-independent and relies on a fixed set of weightings and phasing, these systems
are vulnerable to changes in the channel, consequently being vulnerable to data
throughput decreasing.

Borrowing from acoustics, a type of fixed beamforming systems could be the
selection of a directivity pattern of a recording microphone. Usually in acoustics,
recording a musical signal is done so that the signal is received from a specific
direction. The electrical behaviour of the microphone circuit will alter as the polar
pattern is changed and sound signals coming from certain directions are attenuated.
The same basic fundamental principle is utilised in receiving wireless communication
antennae. In fixed beamforming, specific time-invariant processing is executed on
the signal in order to capture the interesting bandwidth of the incoming data.



36

5 System architecture for uplink telecommunica-
tion

Previous chapters of the thesis have explained the required theory from wave phe-
nomena to mathematical models for array signal processing techniques in mMIMO
systems. The second part of the thesis will discuss the hardware enabling such pro-
cessing methods and how these techniques are implemented in practice. Covariance
matrix estimation will be implemented in the base station hardware as base stations
take care of establishing the connection between these two terminals. As the topic of
this thesis revolves around SRS-based covariance matrix estimation done in uplink –
i.e. the link between the end-user communicating information to the direction of a
base station – uplink communication architecture shall be covered. [45]

RFRF ADC

RFRemove CP

RFS-to-P

RFFFT

RFChannel estimation

Beamforming

Subcarrier
demapping,
equalisation

Demodulation

Demodulation

RFIFFT

User channel
covariance matrix

estimation

P-to-S

Figure 6: General signal chain in OFDMA
and SC-FDMA receivers receiving data
from user equipment.

Because the implementation for this the-
sis uses a 4G LTE version of the algo-
rithm as a baseline, both 4G LTE and
5G NR telecommunication are covered
in this chapter. Figure 6 shows the gen-
eral signal chain of orthogonal frequency-
division multiple access (OFDMA) and
single-carrier frequency-division multiple
access (SC-FDMA) receivers. At this
point, it can already be noted how simi-
lar these two methods are. There are
only two main differences in the Fig-
ure: the blue rectangles are unique to
SC-FDMA. In other words, in uplink
SC-FDMA signals allocate one physical
resource block or twelve subcarriers ad-
jacent in frequency. Additionally, there
is an extra IFFT process. Depending
on the exact implementation, this fig-
ure does not explain all the signal pro-
cessing parts that go into realising a
functioning wireless communication sys-
tem. Basic base station functionality
will be covered in Chapter 5.1. Some of
the most important blocks in Figure 6
will be explained in this chapter start-
ing with point-to-point communication
techniques in Chapter 5.2, uplink data
transmission through the physical uplink

shared channel in Chapter 5.3 and, finally, the process to calculate beamforming
weights in Chapter 5.4. In the context of this thesis, the most important process
estimating is a channel covariance matrix estimation for beamforming purposes.
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5.1 Base station functionality in LTE and 5G
Covariance matrix estimation algorithm is implemented in base station hardware
or software. For this reason, it is necessary to explain the basic functionality of
base stations and how the implemented algorithm relates to the open systems
interconnection model. Base stations in 4G LTE and 5G NR are called eNodeB
(eNB) and gNodeB (gNB) respectively. These nodes are responsible for the link
between a mobile user and the fixed network. This point-to-point communication
link called the air interface consists of specific access modes used for uplink and
downlink communication; the two access modes for LTE, single-carrier frequency-
division multiple access and orthogonal frequency-division multiple access, are further
discussed in Chapter 5.3. [46]

Base stations usually consist of a radio unit, which is connected to layers one
through three. These layers are a part of a so-called OSI model, which is an
abbreviation of open systems interconnection model. Layer 1, layer 2 and layer
3 denote physical layer, data link layer and network layer respectively and they
are named after their function in the data transmission. The physical layer is the
layer that is closest to hardware, processing bit-level data to transmit or receive it.
Covariance matrix estimation is part of layer 1 processing. The data link layer is in
charge of processing frames. Lastly, layer 3 is in charge of transmitting packet data,
logical addressing and routing. [45]

Layer 7: Application layer

Layer 6: Presentation layer

Layer 5: Session layer

Layer 4: Transport layer

Layer 3: Network layer

Layer 2: Data link layer

Layer 1: Physical layer

Figure 7: Flow chart of OSI-model containing all the layers from L1 (Physical) to L7
(Application). Physical layer is the closest to hardware.

The data transmission implementation of this thesis will be discussed in Chapter
5.4. The processes described in the chapter in question, namely raw channel estima-
tion, covariance matrix estimation, matrix decomposition and beamforming weight
estimation, may be executed in various ways in the layers of the OSI model. The
covariance matrix estimation implementation of this thesis is a part of physical layer
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processing: the channel data is processed on bit-level using a vector processor so the
calculation of the matrix will be conducted by hardware. This implementation will
be discussed further in Chapter 6.

5.2 Duplex and multiplex
A fundamental property of telecommunication systems is the ability to transmit data
in both directions between two pieces of equipment. In telecommunication, duplex
refers to two communicating parties transmitting data between each other. Both par-
ties share the same time and frequency-domain resources. In some primitive systems,
for example in walkie-talkies, the parties are forced to take turns communicating.
This type of system is called a half-duplex system since the communication may
occur in both directions but only in one direction at a time. However, simultaneous
communication is essential for fluency, so to achieve full-duplex systems, in which
the connected parties can communicate in both directions concurrently, techniques
have been developed to solve the problem. Additionally, techniques may be divided
into time-division duplex (TDD) and frequency-domain duplex (FDD), in both of
which clever allocation of the resources is used to enable communication in both
directions fluently. In addition, due to one base station communicating with multiple
UEs at once, the signals are multiplexed so that data of more than one user may be
transmitted simultaneously.

Frequency-division duplex

In FDD, the problem of concurrent communication in both directions is solved by
appointing the transmitter and receiver to operate on different carrier frequencies:
the two links, UL and DL, are separated by a frequency offset. This way the
interference between the two channels is reduced. FDD is, hence, ideal for situations
where symmetric frequency resources are desirable. For mobile devices, though, the
connection speeds are usually greater for downlink than uplink, since most of the
traffic occurs in the direction of the end-user. One example of such asymmetrical
data transmission could be video streaming, in which a great amount of data is
transmitted through the downlink.

Time-division duplex

In TDD, the two-way signals are transmitted using the same frequency band, but
the time resources are divided so that transmission happens only in one direction at
a time. The system assigns alternate time slots for transmission and reception and,
due to the alternation in UL and DL resources of the transmission, the two parties
cannot tell that the transmissions do not coincide; or rather in the broad sense, the
transmission does happen simultaneously, but if an infinitesimally small point in time
is considered, only UL or DL transmission is happening in that point. The system
does not have to be symmetrical and either UL or DL may be allocated a greater share
of the available bandwidth. Usually, DL is assigned more of the bandwidth but in the
case of a sudden need for UL transmission, some of the bandwidth may be reallocated.
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The weakness of TDD, on the other hand, is the timing and synchronisation, which
need to be very precise for the transmitter and receiver to ensure that the time slots
do not overlap and interfere with one another. Guard periods are introduced between
the UL and DL time slots using TDD to ensure that the receive and transmit data
do not interfere.

5.3 Uplink data transmission
Uplink and downlink data transmission is compartmentalised into smaller components
in 4G LTE and 5G NR. For UL and DL in 4G and 5G, one frame is defined as
10 ms of resources in the time domain. Frequency-domain resources are dependent
on transmission bandwidth. One frame is further divided into ten subframes each
corresponding to 1 ms. Here, 4G and 5G start to differ. In 4G LTE, one subframe of
1 ms always contains two timeslot of 0.5 ms each and these timeslots contain symbols
and cyclic prefixes. This structure is shown in Figure 8. In 5G, due to differing
subcarrier spacing, timeslots and symbols do not have a constant length in time like
in 4G [47]. More of this in Chapter 5.3.1.

frame #0 frame #1 frame #2 frame #3

subframe #9subframe #0 subframe #1 subframe #2

timeslot #1timeslot #0

#0 #1 #2 #3 #4 #5 #6

10 ms 10 ms10 ms 10 ms

1 ms 1 ms 1 ms 1 ms

0.5 ms0.5 ms

cyclic prefix OFDM symbol

10 ms

1 ms

0.5 ms

Figure 8: The allocation of time resources is shown for LTE PRB. One frame consists
of 10 subframes, each of which again consists of two timeslots. Timeslots include
six or seven OFDM symbols depending on the cyclic prefix length. For 5G the
corresponding subframes and frames are the same length; slot and symbol times vary.

To further break down the time and frequency-domain resources, one basic concept
and a unit of transmission is a physical resource block (PRB), which is shown in
Figure 9 as a rectangle with a bold, black contour. In LTE, one PRB is defined
to consist of 7× 12 = 84 resource elements (RE), which in Figure 9 are shown as
white squares with black contours. The 12 rows denote subcarriers and 7 columns
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one physical 
resource block (PRB) 

(0.5 ms, 180 kHz)

one physical resource
block (PRB)

(0.5 ms, 180 kHz)

Δ� = 15 kHz

one slot (0.5 ms)

frequency

one resource element (RE)
BPSK = 1 bit/RE

QPSK = 2 bits/RE
16-QAM = 4 bits/RE
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�
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forming one
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 12 subcarriers

(180 kHz)

one slot (0.5 ms) one slot (0.5 ms)

one resource element (RE)
BPSK = 2 bits/RE
QPSK = 4 bits/RE

16-QAM = 6 bits/RE

one subcarrier
 7 OFDM symbols (0.5 ms)

Figure 9: Resource grid containing multiple PRBs. The figure shows time and
frequency resource allocation for LTE FDD. One rectangle denotes one resource
element, a column of resource elements within one PRB is called a symbol, and a
row of resource elements within one PRB is called a subcarrier. The bit depth of
one RE is dependent on the used modulation method.



41

denote symbols; in other words, in the time domain, one PRB occupies one timeslot
or 0.5 ms. The frequency-domain resources are limited to 12 subcarriers, which
occupy 180 kHz. Within a specific channel bandwidth consisting of a number of
PRBs, there are various channels used to transmit specific data from the UE to BS.
In this context, the channel as a term is merely used to characterise what kind of
data each RE is supposed to carry. The user data in uplink is carried on the physical
uplink shared channel (PUSCH) and uplink control information (UCI) is carried on
the physical uplink control channel (PUCCH). Although, to be frank, this PUCCH
specificity for UCI applied only in the early versions of LTE. In modern 4G LTE
and 5G NR, UCI may also be transmitted through PUSCH [48]. Also, the random
access preambles, which are used to help the UE synchronise their timing is carried
on the physical random access channel (PRACH). Lastly, sounding reference signals
(SRS) are carried in the last symbol of subframes when they are transmitted – there
is no requirement to send SRS in every subframe. SRSs are used to determine the
channel between a UE and a BS. More of this topic in Chapter 5.4.

To extend, as seen in Figure 8, the frame structure for LTE consists of 10 ms
frames, each of which is divided into ten subframes consisting of two slots of 0.5
ms each. Within one of these slots are six or seven symbols – depending on the
cyclic prefix (CP) length. Each resource block (RB) consists of twelve orthogonal
subcarriers, whose centre frequencies are separated by ∆f = 15 kHz in the frequency
domain for LTE. In time domain, the resource elements describe seven OFDM
symbols, whose useful symbol length is Ts = 66.68 µs with each symbol having a
5.21 µs cyclic prefix for the usual configuration. Summing these values seven times
over will yield 0.5 ms or the period of one timeslot. This is the normal configuration,
but the fact is that if at the beginning of the slot, there is an extended CP, only six
OFDM symbols will fit in one timeslot. In the usual configuration, the first symbol
contains an extended CP and the following six a normal CP. The symbol lengths may
seem arbitrary at first glance, however, they are carefully chosen to accommodate
the requirement for orthogonality of the subcarriers: the system requires that the
spacing between two adjacent subcarriers in the frequency domain corresponds to 15
kHz and the symbol length is defined by the relation:

Ts = 1
∆f

, (33)

in which Ts is the symbol length in seconds. There is an interesting relationship
that can be observed from the equality in Equation (33). As subcarriers in LTE are
separated by ∆f = 15 kHz in frequency domain and there may be a maximum of
1200 parallel subcarriers, i.e. 100 PRBs in transmission, it can be shown that by
choosing symbol time Ts properly all the integers multiples of ∆f are periodic over
the same symbol time Ts and its integer multiples. Thus, all 1200 subcarriers are
periodic over the same symbol time Ts and may be sampled at the same point in the
time domain.
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5.3.1 Orthogonal frequency-division multiple access

Orthogonal frequency-division multiple access or OFDMA is mostly used in the
downlink in 4G LTE and 5G NR, but the basic principle is such a relevant segment
of data transmission in general that the scheme will be covered here. OFDMA is a
multi-user version of OFDM or orthogonal frequency-division multiplexing meaning
that within one PRB there may be data of multiple users. OFDM and OFDMA are
based around orthogonality of periodic waves used as subcarriers, which are offset
by a multiple of 15 kHz in an LTE PRB. However, for example in 5G NR, the
subcarrier spacing may also be 30 kHz, 60 kHz, 120 kHz or 240 kHz. Due to the
dynamic frequency-domain resource allocation per PRB, the symbol time varies as
well. For the above-mentioned subcarrier spacings, timeslot lengths in 5G NR are 0.5
ms, 0.25 ms, 0.125 ms and 0.0625 ms per slot. By extension, also the PRB length in
the time domain is reflected by timeslot lengths similarly. In 5G, there are always
14 symbols per slot (or PRB), which means also the symbol times vary with the
subcarrier spacing. The equality of Equation (33) must hold for 5G, as well. PRB
width in 5G NR, thus, equals ∆fP RB = 12×∆f , in which ∆f denotes the subcarrier
spacing. Numerology will be further covered in Chapter 6.2.1. [47]

In the frequency domain, orthogonality can be thought to be a property of signals,
whose frequency responses align so that the amplitude of adjacent signals is zero when
the peak of a carrier is reached. In LTE, one PRB contains 12 subcarriers offset by
15 kHz so a total 180 kHz of bandwidth is consumed, but it is to be noted that there
are several different configurations for the operational bandwidth in LTE specified
by 3rd Generation Partnership Project (3GPP). Specified channel bandwidths may
be 1.4, 3, 5, 10, 15 or 20 MHz consisting of 6, 15, 25, 50, 75 or 100 parallel PRBs
respectively. This holds for uplink transmission in LTE. [49]
The waves, shown in Figure 10, are known as sinc functions, which are defined by

sinc(x) = sin(x)
x

. (34)

When a sinc function is transformed to the time domain by inverse Fourier transform,
the obtained result is a rectangular function. The relationship of the orthogonal sinc
waves in the frequency domain and the time-domain signals, which are transformed, is
due to the time-restricted nature of the time-domain signal. As the time is restricted
– or in other words the time-domain signal is windowed with a rectangular function
– the frequency-domain representation will spread in frequency depending on the
length of the time slot.

OFDMA does have its limitations, one of which is the waveform produced by the
technique: since OFDMA-modulated signals have considerable fluctuations in the
waveform – in other words, they have a high peak-to-average power ratio (PAPR)
– they require highly linear power amplifiers to avoid inter-modulation distortion.
This will result in low power efficiency, which is measured as the ratio of consumed
power to the power dissipated. As power amplifiers do not create power from thin air,
the amplifier input voltage has to be dimensioned according to the highest output
voltage of the system: with high PAPR the amplifier operating voltage will also be
high resulting in a more power-hungry system. [50], [51]
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Figure 10: Five orthogonal subcarriers shown as a function of frequency. It can be
seen that, as the amplitude of any subcarrier reaches its peak, all the other subcarriers
are at zero.

5.3.2 Single-carrier frequency-division multiple access

Single-carrier frequency-division multiple access, abbreviated SC-FDMA, is closely
related to OFDMA by its technical implementation and relies on using FFT and
IFFT in the RF transmitter and receiver chain implementation. The reason for using
SC-FDMA in uplink is to optimise power consumption and range of transmission.
As mentioned in the previous chapter, OFDMA has a high PAPR and requires a
substantial amount of power to use, which is unfavourable for mobile devices as their
battery and power capacities are quite limited. SC-FDMA is valid for both FDD and
TDD modes. Instead of using orthogonal subcarriers to transmit unique data on every
subcarrier, the technique relies on using one wider frequency bandwidth consisting
of many subcarriers, which are modulated with the same data. However, practically
an SC-FDMA resource block will still use the 15 kHz spacing in subcarriers but a
minimum of 12 subcarriers is always allocated to one user, in contrast to OFDMA,
whereas one subcarrier may correspond to one user. As 12 subcarriers constitute one
carrier, the term single-carrier is used. However, due to the different nature of SC-
FDMA, one symbol functions somewhat differently. When the signal is transmitted
from a UE, there is an nSC point IFFT performed on the frequency-domain signal to
obtain nSC time-domain signals which may be transmitted within one symbol over
nSC subcarriers. [45]

A cyclic prefix is added periodically into the transmission to prevent inter-symbol
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interference (ISI), however, it is not sufficient to completely obstruct it. The reason
why ISI occurs is that there are guard intervals between symbols, during which no
data is sent. This can be more clearly seen in Figure 8. This is to effectively separate
symbols in time so that they do not overlap accidentally in reception. However, as
there is a discontinuity in the periodic signal due to the guard interval, the frequency
response of a subcarrier spreads in frequency domain degrading the orthogonality
of adjacent subcarriers. Hence, the need for a periodic CP, which is introduced to
nullify this spread in the frequency domain. For the reason that a continuous portion
of 180 kHz of spectrum resources is allocated to one user, the time allocation may be
reduced still upholding similar data transmission speeds. For one user, the time and
frequency resource resolution is 1 ms in time and 180 kHz in frequency. However,
the base station receiver implementation of SC-FDMA is slightly more complicated
compared to a corresponding OFDMA receiver. [45]

5.4 Covariance matrix estimation for beamforming weight
estimation using sounding reference signals

Covariance matrix estimation is the core of this thesis. By specifically calculating
a channel covariance matrix, a base station can capture the interesting channel
characteristics of the radio channels between a mobile device and the base station.
This information is obtained by executing the calculation in Equation (37) on channel
estimates, which have been obtained using sounding reference signals. More details
on this in Chapter 5.4.2. Noise components and multipath propagation within the
radio channels and correlations between receiving BS antenna elements are encoded
efficiently into the covariance matrix. Covariance matrix estimation is performed to,
then, form beamforming weights for optimal data transmission between the UE and
BS. Beamforming weights are directly calculated from the decomposed covariance
matrix. This process flow is seen in Figure 11.

In order to understand how covariance matrix estimation may be executed, raw
channel estimation (RaCE) and sounding reference signal must be discussed first.

Raw channel
estimation

SRS
Covariance matrix
estimation + EVD

Beamforming
weight

estimation

Figure 11: A rudimentary flow chart showing the importance of covariance matrix
estimation in order to form beamforming weights. SRS-based channel estimation is
used to compute the matrix.

Sounding reference signal (SRS) is a pilot signal that is transmitted to the base
station by the UE. In essence, within the resource grid, the SRSs are transmitted at
specific points in time and frequency. These SRSs function similarly to demodulation
reference symbols (DMRS), which are used to estimate the channel so that the
transmitted symbols may be demodulated properly. However, DMRS are only
transmitted alongside data on PUSCH, which is why SRSs are needed. By using



45

sounding signals, the UE can transmit pilots over practically any frequency and these
transmitted and received pilots are then used to obtain a channel estimate on that
specific frequency. Due to this reason, a channel estimate may be represented as one
complex number. [52]

5.4.1 Raw channel estimation

By the explanation provided in Chapter 3.1, channels between two radio antennae
describe the changes occurring in a signal travelling from a transmitter to receiver.
Within this context, the channels are assumed to be narrowband flat fading. The
assumption is that the frequency response of the channel is flat and flat fading
assumes that the coherence bandwidth of the channel is larger than the bandwidth of
the signal. Coherence bandwidth is approximated by the inverse of delay spread D,
which denotes the time in seconds between the direct signal arriving at the receiver
and the last delay component. [20]

Bc ≈
1
D

(35)

There are various methods to estimate a channel, but in the context of this thesis, the
most important aspect is obtaining RaCE through SRS. An estimate for the channel
is constructed by utilising statistical approaches by comparing the transmitted and
received SRSs [23]. In LTE, SRS may be transmitted as often as in every other
subframe, i.e. once in 2 ms or as scarcely as every 16th frame or once in 160 ms.
SRS always occupies the last symbol of the subframes, in which it is transmitted
and the SRS symbol usually appears in every other subcarrier for one user. However,
the implementation of this thesis is for 5G networks and as mentioned in Chapter
5.3.1, the frame structure of 5G NR is somewhat different. Therefore, the new
implementation aims to reduce program runtime to abide by the new network
requirements. Chapter 6.2.1 will explain the differences between 4G LTE and 5G
NR in more detail.

As mentioned in Chapter 5.3, PRBs are regarded as the building blocks and basic
units of wireless data transmission because data within one PRB is always occupied
by one user only. SRS is an exception to this rule allowing SRS of multiple users
to be transmitted within one PRB. The reason why the SRS is transmitted in the
last symbol is designed so that the channel estimate is as recent as possible for the
following frames or subframes. [52]

As shown in Figure 10, each resource block contains either six or seven OFDM
symbols, the last of which is used to transmit an SRS. The sounding reference
signals are generated by a Zadoff-Chu sequence; a sequence, which has convenient
mathematical properties. Without going into detailed explanations, these properties
include being able to generate unique sequences for each SRS and these sequences
being orthogonal to one another. The base sequence is given by an equation

au(n) = e
−j

un(n+1)
NZC , (36)
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in which n ∈ [0, NZC − 1] is the sample index, u is the sequence index and NZC is
the length of the sequence. [53]

5.4.2 Covariance matrix estimation and EVD

Covariance matrix estimation utilises channel estimates obtained from RaCE. A chan-
nel covariance matrix is produced using the estimates, which might be user-specific,
averaged over one or more PRBs and they will be updated frequently, according
to the transmitted SRS, to keep the covariance matrix relevant. The specific num-
ber of antennae, included PRBs and other variables vary between implementations,
but usually, should the receive antennae utilise different polarisation schemes, only
the channel estimates characterising paths between similarly polarised antennae
are calculated into one covariance matrix. The equation for calculating the signal
covariance matrix was presented in Equation (9) and the estimate for the channel
sample covariance matrix equation is very similar written as

R̂h = 1
S

S∑
i=1

ĥi,pĥH
i,p. (37)

In Equation (37), S = nP RBnSC is used to average the covariance matrix over nP RB

PRBs and nSC subcarriers, i denotes the subcarrier index, p denotes the polarisation
scheme and ĥi,p denotes the N × 1 channel estimate vector for N receivers. Each
element in ĥ is a complex number, denoting how the amplitude and phase of a
signal alter when sent through that channel. The channel estimates are assumed
circularly symmetric complex random variables as discussed in Chapter 2.2 and they
are channels between a stationary base station and often a non-stationary mobile
device. Each channel estimate is user-specific and each sample covariance matrix has
been estimated using only data from one user. Additionally, the channel estimates
are specific to one subcarrier within the channel bandwidth.

Plugging the channel estimates in Equation (37) results into an N ×N complex
matrix with real diagonal entries. However, it might not be apparent what each
of the elements in the covariance implies: covariance was described in Chapter 2.2
as a second-order statistic. It explains to an extent the correlation between two
random variables. In this sense, the entries denote the covariance between antennae
r and c, where r stands for the row and c for the column index. For this reason,
diagonal entries are real as each antenna correlates fully with itself and the matrix is
Hermitian as the covariance of antennae r and c is the complement of the covariance
of antennae c and r – only the imaginary part changes signs, which may be thought
to denote the phase difference of two antennae.

Due to the number of elements in a covariance matrix scaling with the number of
antennae squared, the computational load grows exponentially for larger antenna
arrays. This is particularly troublesome as 5G systems are supposed to harness
mMIMO systems with tens or hundreds of antennae. It is up to the designer of the
hardware and software of a specific implementation to manage time and computational
resources. Optimising covariance matrix calculation will be discussed in Chapter 6.3.
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Now, as the covariance is decomposed into either singular values and singular
vectors or eigenvalues and eigenvectors according to Chapter 2.3, what essentially is
done, is reducing the information of the channels – multipath propagation, signal
powers, etc. – of an antenna array into a set of data encoded as efficiently as possible;
a sort of principal component analysis, one could argue. This information is further
used in beamforming weight estimation as the decomposed matrix information is
used to calculate beamforming coefficients. Covariance matrix estimation algorithm
functionality will be explained in Chapter 6.



48

6 Algorithm implementation
This chapter commences the practical section of the thesis. The reader should now
have sufficient knowledge of why covariance matrix estimation is executed and what
the mathematical requirements are. In this chapter, first, the basics of computer
architecture; cache memory; usage and advantages of vector processors; and their in-
struction sets are discussed. These topics lead up to the actual implementation of this
thesis, which is implementing a covariance matrix estimation algorithm using RaCE
antenna data. The specifics of the algorithm design will be covered. The algorithm
is written for a CEVA-XC4500 vector processor. The algorithm functionality will be
covered in pseudo-code, in addition to which, lastly, the performance and complexity
of different versions of the algorithm are compared side by side. Additionally, the
details of the design process are explained.

6.1 Background on computer architecture
A modern-day computer consists of a myriad of necessary and auxiliary components
and they are built for a diverse spectrum of tasks or uses. It may be argued that
the central processing unit (CPU) is the heart of any computer. A CPU performs
instructions of computer programs by carrying out arithmetic, logic, control and
input/output (I/O) operations specified to it. CPUs usually consist of, at the bare
minimum, registers, an arithmetic logic unit (ALU), a control unit (CU) and a clock
signal, whereas the CPU is connected to different buses which relay the data to
different parts of the computer system such as I/O devices, random access memory
(RAM) and a memory storage unit. In Figure 12, a simple computer architecture
called Von Neumann Computer is shown. During their operation, nearly all processors
follow the same steps, which are fetch, decode, load, execute and store; this is known
as the instruction cycle. It is worthy to note that load, execute and store are not
required in all instruction sets but instead, they can either be skipped or the CPU
may be on idle during these instructions. All instructions are represented in binary
code and stored in RAM, but to simplify coding on a CPU, a programming language
called Assembly has been created to alleviate the lives of programmers. [54]

The clock signal is produced by an external oscillator, which generates a set
number of square pulses per second. This frequency is often said to be the frequency
of the CPU, nowadays usually measured in some Gigahertz or billions of pulses
per second. The frequency of the clock signal determines the rate at which a CPU
executes instructions, meaning that the faster the clock rate is, also the more powerful
the CPU is. The clock rate of a CPU is usually determined so that the time between
two pulses of a clock signal rather than the time it takes all the signals to propagate
through the CPU. The natural caveat of this is that the CPU will have to wait for
the slowest component in the machine slowing all the faster parts down.

6.1.1 Processor arithmetic

There are instructions, data and addresses stored within RAM and the CPU fetches
data from and writes onto RAM depending on the instructions it is given. The
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Figure 12: Diagram of Von Neumann computer architecture.

CPU scans the RAM one memory address at a time. One memory address might
contain a value, another address or an instruction. These are stored onto RAM in a
specific order for the CPU to fetch and execute. Contrary to the naming convention
of random access memory, there is nothing inherently random about the memory: as
a matter of fact, the instruction execution is purely logical but the name stems from
the ability to access any memory address at any point in time. All the arithmetic
and bit operations are performed on the ALU. These include, for example, addition,
subtraction, incrementation and Boolean logic operations (AND, XOR, etc.). CU is
the component within the processor that directs the operation by ordering RAM,
ALU and I/O devices how to respond to the instructions the CPU is given.

Vector processors were first introduced in the 1970s and they were widely found
in supercomputers such as the famous CRAY-1 released in 1976. The difference that
separated CRAY-1 from its predecessors were the additions to the hardware, most
substantial of which were the vector registers and the functional units. [55]

6.1.2 Vector instructions set architecture

Compared to conventional processors, otherwise known as scalar processors, found
in modern devices, such as personal computers, mobile phones or tablets, vector
processors offer an efficient alternative to process data in one-dimensional arrays
called vectors. Vector processors excel in performing computation on arrays of data
using only one instruction per cycle compared to scalar processors, which require a
single instruction for a single operation. This is called data-parallel processing and it
is used in high-performance and power-efficient computing for tasks, which benefit
from data-parallelism such as multimedia, broadband and wireless communication,
bioinformatics workloads or climate modelling. Data-parallelism is not to be confused
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with data-concurrency as the latter refers to being able to process two different
instructions simultaneously, instead of processing the same instruction on multiple
data points. [56]

The advantage of vector processing is achieving high performance through paral-
lelism, as this allows hardware to accelerate the execution of the implementation by
using one set of instructions on multiple data that are located in adjacent memory
slots. This computer architecture is also known as single instruction – multiple data
(SIMD) by Flynn’s Taxonomy, which is a classification system introduced in the 1960s.
A conventional CPU would be classified as SISD (single instruction – single data) by
this classification system. Just as conventional CPUs instructions, vector instruction
sets contain basic arithmetics and memory instructions [57]. The instruction set
architecture, on the other hand, is called Very long instruction word (VLIW). It
is not a contender to SIMD, but more like an extension: a VLIW instruction is a
constant-width instruction set that contains multiple SIMD instructions within it.
[58]

Cache

A cache is a relatively small and short-lived memory hardware or software component
of a computer that stores data for future requests to be served faster. It is a fast
type of memory and, ideally, a computer would consist only of this type of memory.
However, high-capacity memory is troublesome to manufacture so that it is both
high-speed and high-capacity simultaneously, in addition to which high-speed memory
is more expensive. It was noted early in the development of computers that the
memory usage of computer software is frequently recurrent and local – if a memory
location has just been accessed, the same memory location or addresses near it will,
with a high probability, be used again in the foreseeable future. These ideas of
data being used recurrently are called temporal and spatial locality [59]. Whenever
information is searched for, the cache is observed first. If the required information
can be found in the cache, it will be retrieved from there. If not, the information
will be retrieved from slower storage and saved in the cache. In the case that cache
memory is full, the old data are replaced by the new data.

In vector processors, it has been argued that the lack of data caches is due to the
incorrect assumption that there is only little locality in vector workloads. Another
reason for the lack of caches in vector processor applications is the possibility to
obtain good performance through manual fine-tuning of data: by overlapping data
access and using long vectors to minimise the effect of latency in large memory. [59]

6.1.3 CEVA-XC4500

For complex antenna data, usually, one word is used to denote the real part and
another word for the imaginary part. These data are usually represented in Q16.0
fixed-point format, which specifies the roles of the bits within the 16-bit data points.
The number format Qm.n, in which m and n are integers that denote integer and
fractional parts of the represented value, is a standard fixed-point format. In the
context of the implementation of this thesis, the channel estimates are of Q16.0 format
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denoting that all of the sixteen bits are the integer part of the number including the
sign bit. There is no fractional part, which represents the values right of the binary
point. The most significant bit is the sign bit. The integers represented by Q16.0
fixed-point number format range from [−2m−1, 2m−1 − 2−n], in which m = 16 and
n = 0. Hence, the range of values can be reduced to values ranging between [-32768,
32767]. [60]

By using specific CEVA commands, complex calculations may be executed on
double-words. As the registers are 256-bit entities per VCU, eight double-words
may be fitted onto one VCU. VCUs enable parallel processing to be executed
and the written algorithm must abide by their limitations. The potency of CEVA-
XC4500 lies in instructions such as multiply and accumulate (MAC), which allow
both multiplication and addition to be executed using only one instruction during
only one cycle. This minimises the program cycle count. MAC operations do not
overwrite the saved data but increment it by the product of the multiplication. In
covariance matrix estimation, the operations required according to Equation (37)
are multiplication, division and addition so MAC operations may be exploited. The
usage of MAC operations requires the bit-depth of the values to be expanded: for
example, multiplying two words of sixteen bits each requires the product to have a
width corresponding to a double-word to reliably prevent overflowing.

6.2 Covariance matrix algorithm functionality
The implementation of this thesis is a part of a hard real-time solution. Hard real-
time systems refer to systems, whose failure to complete a task within a required
time frame will cause the system to fail [54]. More specifically, the implemented
covariance matrix algorithm estimates an instantaneous covariance matrix, which
is calculated using CEs that have been calculated from SRSs within one slot. Due
to the requirement to be prompt with the calculation, the algorithm must have as
low a complexity as possible while also being efficient. It is to be noted that the
objective of this thesis was to produce exactly the same covariance matrix result as
in the reference algorithm. Consequently, no other estimation methods were used.
The sample covariance matrices are calculated according to Equation (37) and the
results are exact between the reference and new algorithms – apart from utilising the
Hermitian property of the covariance matrices. This notion also means that there is
no matrix perturbation in the estimation process and, hence, in the results.

If the approach had been chosen differently, other covariance matrix estimators
might also have been used. There are various methods available for estimating
covariance matrices, which include but are not limited to Toeplitz-based methods and
using Cholesky decomposition. In the Cholesky method, a covariance matrix may be
decomposed into a lower and upper matrices and a diagonal matrix. However, the
chosen approach was not suitable for these methods in this thesis. Sample covariance
matrices calculated conventionally will only be discussed from now on. [61]

The parameter that affects the covariance matrix dimensions is Npol channel
streams, in which Npol reflects the number of receive antennae sharing the same
polarisation scheme. Usually, there are one or two polarisation schemes used so Npol
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often corresponds directly to the total number of receive antennae N or equals to
half of it. N is usually a power two such as 2, 4 or 8. In 5G telecommunication, N is
expected to grow as more antennae are harnessed. Different polarisations are usually
linearly cross-polarised.
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Figure 13: Figure of a 4RX antenna system using two polarisation schemes and
four CEs per antenna. CE subscripts denote, in order, antenna index i, polarisation
scheme p and CE index nCE

Instantaneous covariance matrix implies that all the received CEs used to calculate
the matrix are obtained in the same point in time but over a varying bandwidth.
The bandwidth is measured in PRBs. For the reason that in 4G LTE two users and
in 5G NR four users may be multiplexed over the same time-frequency resources,
the number of user-specific resource elements per PRB may vary [15], [62]. This
is determined by the comb configuration. Additionally, it is the convention that
information from multiple subcarriers is combined and averaged to obtain one CE.
These CEs might be PRB-specific or they could additionally be averaged over a
resource block group (RBG), which consists of a varying number of PRBs.

In addition to instantaneous covariance matrices, long-term time-averaged ma-
trices may be produced as well for some specific uses. However, in the scope of this
thesis, only instantaneous covariance matrices will be covered. There are two covariance
matrix estimation algorithms, whose functionality will be discussed further in Chapter 6.4.
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6.2.1 4G LTE and 5G NR resource allocation

As explained in Chapter 5.3.1, in 4G LTE, the width of one PRB in frequency
is constant. However, in 5G NR, the width varies. For this reason, the channel
bandwidth is denoted as the number of PRBs instead of hertz. Depending on the
implementation, CEs may be specific to the number of PRBs or RBGs. In the tables
below, the number of PRBs for specific bandwidth is shown. In addition to 4G
LTE, both frequency ranges 1 and 2 (FR1 and FR2) in 5G NR are shown. FR1 and
FR2 are defined by 3GPP to be sub-7.125 GHz and over 24.25 GHz bandwidths
respectively. [15]

Bandwidth
Radio tech. µ (kHz) 1.4 3 5 10 15 20 25 30 MHz

4G LTE 15 6 15 25 50 75 100 – –
Num

of
PRBs

5G NR (FR1) 15 – – 25 52 79 106 133 160
30 – – 11 24 38 51 65 78

5G NR (FR2) 60 – – – – – – – –
120 – – – – – – – –

Table 1: Table showing the corresponding bandwidths from 1.4 MHz to 30 MHz
in megahertz and PRBs depending on the subcarrier spacing µ a.k.a. numerology.
Hyphens denote a not-specified configuration.

Bandwidth
Radio tech. µ (kHz) 40 50 60 70 80 90 100 200 MHz

4G LTE 15 – – – – – – – –
Num

of
PRBs

5G NR (FR1) 15 216 270 – – – – – –
30 106 133 162 189 217 245 273 –

5G NR (FR2) 60 – 66 – – – – 132 264
120 – 32 – – – – 66 132

Table 2: Table showing the corresponding bandwidths from 40 MHz to 200 MHz
in megahertz and PRBs depending on the subcarrier spacing µ. Hyphens denote a
not-specified configuration.

As shown in Tables 1 and 2, the number of PRBs varies greatly. If the assumption
is made that each antenna stream includes CEs for each PRB, in 4G LTE, the
maximum antenna stream is 100 CEs per antenna. However, it is to be noted
that the maximum SRS bandwidth is 96 PRBs [15]. In 5G NR, the maximum
number of parallel PRBs can be seen to rise to 273 PRBs, and the maximum SRS
bandwidth is 272 PRBs [62]. In Chapter 6.3, the complexity of the algorithm will
be evaluated. However, at this point, it is evident, that shifting to longer PRB
sequences will increase the computational load of the algorithm. For this reason,
it may be considered to smooth the CEs. For example, over RBGs to reduce the
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required operations within the algorithm. This design choice is done in the channel
estimation step of the processing chain.

When moving from 4G LTE to 5G NR, the algorithm will be, upon previous
information, expected to process longer antenna streams when calculating the covari-
ance matrix. 273 CEs per antenna is a theoretical upper limit for the 5G algorithm,
although in practice such lengthy streams are probably not used. This is due to
smoothing that may be executed over for example RBGs. However, the increase in
antenna stream length is important to be accounted for when writing the algorithm.
The algorithm complexity will be covered next.

6.3 Performance and complexity
Complex numbers c1 = x + yj and c2 = u + vj are considered, when x, y, u, v ∈ R
and j is the complex unit. Next c1 and c2 are multiplied.

c1c2 = (x + yj)(u + vj) = (xu− yv) + (yu + xv)j (38)

As seen in Equation (38), for each complex multiplication, four real multiplications
and two real additions are required. For complex addition, two real additions are
required (real and imaginary parts). According to Equation (37), one element in
the covariance matrix requires multiplying and summing S = nP RBnSC complex
CEs. However, CEs are not usually calculated separately for each subcarrier, so in
this example, S will denote the number of PRBs containing a CE within the SRS
bandwidth. It is also the sample size for the covariance matrix. As specified by
3GPP, the bandwidth of uplink communication in 4G LTE, the minimum bandwidth
is four and the maximum bandwidth is ninety-six PRBs for SRS [15]. In 5G NR,
the minimum value will likewise be four and maximum value will be two hundred
seventy-two PRBs [62]. The equation, which describes the number of operations
executed to calculate a full covariance matrix for N receivers can be written as⎧⎨⎩O(4SN2), real multiplications

O((2S − 1)N2), real additions,
(39)

where it is assumed that all antennae share the same polarisation, Npol = N . Naturally,
the number of operations only applies to conventional CPUs, which do not utilise any
parallel processing. However, the number of operations may be reduced by taking
advantage of the Hermitian property of the matrix and only calculating either the
upper or lower triangular matrix; upper triangular matrix only contains elements
within and above the diagonal, lower triangular matrix contains elements only within
and under the diagonal.

The covariance matrix dimensions are determined by the number of receivers N .
Calculating only the upper or lower part of the covariance matrix reduces the number
of non-zero elements from N2 to N N+1

2 . Consequently, the number of operations
required to calculate the covariance matrix changes. An upper or lower triangular
covariance matrix shall be called a partial covariance matrix from this point onward.
Furthermore, the precision of the result is exactly same for a partial covariance matrix
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Figure 14: Diagram of elements that are required to calculate for whole, upper
triangular and lower triangular 5-by-5 matrices respectively. The green squares
denote matrix elements that must be calculated.

as, due to the Hermitian property of the covariance matrix, the elements, which are
not calculated, may be shown to mirror the calculated values. Producing only the
partial elements of the covariance matrix affects the number of multiplications and
additions by ⎧⎨⎩O(4SN N+1

2 ), real multiplications
O((2S − 1)N N+1

2 ), real additions,
(40)

so the ratio of matrix elements in a whole and partial matrix depends on the matrix
dimensions. It is worthwhile to be noted that in Equations (39) and (40) the
properties of the matrix diagonal are not considered. As covariance matrix diagonal
is always real, the number of operations to produce an element on the diagonal is
smaller than for the other elements. However, for the reason that the algorithm
does carry out these redundant multiplications and additions to evade having to
process the diagonal separately and then saving the values of the diagonal into vector
registers, the aforementioned equations assume that the calculation of the diagonal
is computationally as heavy as other elements.

The ratio of required multiplications is always directly proportional to the number
CEs and, in the full covariance matrix case, proportional to the square of receivers
N . For addition this holds approximately true as well, but not precisely due to the
term 2S − 1 in Equations (39) and (40). However, the interesting difference is shown
between a full covariance matrix and a partial covariance matrix as a function of
N in Figure 15 as the percentual reduction in calculated matrix elements is around
45% with just ten receiving antennae.

Additionally, it can be seen in Figure 15 that the difference in operations grows
quite quickly between a full and partial covariance matrix as the antenna array
dimension N is increased. Increasing S does affect the total operations as well
but does not affect the ratio. In Figure 16, the exponential growth between the
number of operations for a full and partial covariance matrices is shown. For
simplicity, additions and multiplications are summed although they are not strictly
comparable operations. As the dimension of the antenna array grows, the difference
of computational operations is quite drastic at a difference of tens or hundreds of
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Figure 15: The ratio of partial and full covariance matrix elements as a function of
receive antennae on a semilogarithmic plot. The ratio approaches 1

2 asymptotically.

thousands of operations.
Keeping the aforementioned in mind, it is fairly justifiable to only calculate

partial covariance matrices instead of the full-dimensional ones for conventional
CPUs. The computational savings are significant as the sizes of the antenna arrays
grow, especially, as the market focus shifts from 4G LTE to 5G NR networks.
This notion holds unless a vector processor has optimised outer product operations
specifically for vector multiplication operations. In the next chapter, the plausibility
of combining the algorithm with utilising the Hermitian property of the matrix shall
be discussed.

6.4 Algorithm architectures and design
There are two different algorithm designs discussed within this thesis: one utilising
the Hermitian property of the matrix and another one that does not. The latter
algorithm shall be named “Reference algorithm” as this algorithm had been written
before the writing of this thesis and is used as a baseline when comparing the
different implementations. The second algorithm, on the other hand, does utilise the
Hermitian property of the matrix and shall be called “New algorithm”.

To most efficiently convey the computational differences between the reference
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Figure 16: Number of total operations for full and partial covariance matrices (blue
lines) and their difference (orange line) are shown a logarithmic and linear y-axes
respectively; these figures are plotted as the function of receive antennae, which
determines the dimensions of the covariance matrix.

algorithm and the new algorithms, it is necessary to discuss their architectural
differences. As the thesis work was started in terms of the algorithm development
phase, it was noted that the reference model does indeed not utilise the Hermitian
property. Upon further study, it was noted that the architecture of the algorithm
does not even theoretically support taking advantage of the Hermitian property,
and if such feature should be implemented, most of the algorithm would need to be
redesigned from the ground up.

The computation of a covariance matrix itself is simple but it can be executed in
various manners. Figure 19 shows the logic behind the new algorithm design: vector
processor registers are loaded with channel estimates and then conjugate transpose,
a.k.a Hermitian, multiplication is executed between two registers, which produces the
matrix element that corresponds to both loaded CE sets. Iteration is then done over
the desired matrix elements. However, it is to be noted this approach is constricted
by vector register sizes. If the antenna stream is sufficiently long, multiple load
and MAC operations must be executed. Since each vector register is 512 bits in
size divided between two VCUs, sixteen 32-bit CEs may be fitted onto one register
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at a time. Theoretically, if the new algorithm is designed as efficiently as possible,
computational savings corresponding to the ratio of partial and full covariance matrix
elements could be achieved. This ratio was defined in Chapter 6.3 as

N N+1
2

N2 = N + 1
2N

. (41)

The reference algorithm iterates over CEs instead of matrix elements. In other words,
the algorithm calculates the whole matrix for the effect of one CE and calculates
all the elements using only one instruction. On one hand, the advantage of this
architecture is that the iteration is done over the SRS bandwidth or number of CEs
NCE so the code can process varying bandwidths without loss in efficiency. On
the other hand, the downside of this design is that it always calculates the whole
covariance matrix resulting in redundant multiplication operations.

However, the downside of the new algorithm, in which the iteration is done
over matrix elements, the whole antenna stream is required to be loaded onto the
vector processor registers before the computation. As the bit-width of one CE is
exactly thirty-two bits, and two polarisation schemes are calculated in parallel, in
total sixteen CEs (eight per polarisation) may be loaded using one instruction. This
implies that whenever a register is loaded with a number of CEs not divisible by
eight, the new algorithm suffers in efficiency. By using vector predicates within the
algorithm, only the desired CEs are multiplied, however, some headroom is wasted
as not the whole vector register may be exploited fully.

6.4.1 Reference algorithm design

It can be seen in Algorithm 1 that the reference algorithm does not utilise the
Hermitian property of the matrix. Iteration is done over CE index, which means that
the effect of one CE of each antenna is calculated at once for the whole full-sized
matrix. However, this permits using vector registers efficiently as CEs producing
covariance matrices, whose dimensions are 4× 4, 8× 8 or 16× 16, may efficiently be
fitted onto 512-bit vector registers. In Figure 17, an illustration of computing 4× 4
covariance matrix is shown. The CEs that are loaded onto vector registers 1 and 2,
which are named in Algorithm 1, belong to four antenna streams sharing the same
polarisation scheme. The white squares with black contours denote one byte. Hence,
as expected, each VCU contains 8× 8× 4 = 256 bits (one byte on eight columns and
four rows).

The downside of the reference algorithm may most clearly be observed when the
MAC operation in Algorithm 1 is executed. As double-word CEs are multiplied with
one another, at least 64 bits are needed to represent the product of multiplication.
For this reason, the multiplication wastes register space and produces elements that
are not required. The elements, within the vector registers, have been ordered so
that the whole covariance matrix is produced. This is clearly seen in Figure 17. The
Hermitian property of the matrix is, thus, not utilised. However, another upside of
the algorithm is that, by utilising, MAC operations, during the same iteration, both
polarisation schemes are added to the resulting covariance matrix. In other words,
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both VCUs are efficiently utilised.
Algorithm 1: Reference algorithm design

Data: CEs, polarisation schemes, number of antennae as inputs;
begin

if similarly polarised antennae are not adjacent then
set pointers to each antenna stream so that similar polarisations are
adjacent;

end
load the first eight CEs of each antenna to one register so that one
polarisation scheme is in VCU0 and the other scheme in VCU1;

%each vector register contains CEs of two antennae (polarisation 1 and 2);
load antenna specific scalars;
multiply all CEs with the scalars;
for i ≤ NCE do

%iteration over CE index;
%calculate polarisation 1 antennae;
Copy the first CE of each antenna onto vector register 1;
Create copy of register 1 named register 2;
Perform vector transposition and permutation on vector register 2;
%Both VCUs now contain antennae of polarisation scheme 1;
Perform MAC operation on registers 1 and 2;
%calculate polarisation 2 antennae;
Copy the first CEs of antennae using polarisation 2 to register 1;
Create copy of register 1 named register 2;
Perform vector transposition and permutation on vector register 2;
Perform MAC operation on registers 1 and 2;
%this operation now produced a full covariance matrix using only the

first CE of each antenna and both polarisation schemes;
i← i + 1;
%repeat loop now changing the CE index, thus, iterating over CEs;

end
Average all matrix elements over 2NCE;
Pack 64-bit matrix elements into 32-bit elements (One word for both real
and imaginary parts);

Store result;
end
After having iterated over all the CEs, averaging over antenna polarisation schemes

and antenna stream length 2NCE, packing and storing are required. Each of the
matrix elements is divided by the number of polarisation schemes and the number of
channel estimates to obtain the average. Packing from 64 bits to 32 bits is done as
32 bits are specified to be enough to represent the matrix elements. Additionally, as
the accuracy of CEs and covariance matrix elements are the same, the same float to
fixed-point operation may be executed in reverse to obtain the values in floating-point
format. This way, there is no need to consider how many bits represent the numbers
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1st	CEs	of	ant1-ant4
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4 × 1st	CE	of	ant2 4 × 1st	CE	of	ant4

Vector register 1

VCU0 VCU1

1st	CEs	of	ant1-ant4

Vector register 2

Figure 17: Vector registers 1 and 2 as in Algorithm 1 before the first MAC operations
in the for-loop. In this example i = 1, in other words, the first iteration is underway.
Additionally, a 4× 4 matrix is calculated in this example: more vector registers are
needed for bigger covariance matrices.

before and after the decimal point in the floating-point values as the values will be
of the same accuracy.

6.4.2 New algorithm design

The new algorithm was built upon the reference algorithm, whose functionality
was covered in Algorithm 1. The new algorithm uses identical input and produces
similar output data – only the logic behind the calculation is changed and the
algorithm stores not the full covariance matrix but a partial covariance matrix with
some zero entries. The new algorithm, similar to the reference, reorders pointers so
that similarly polarised antennae are adjacent, CEs are loaded onto vector registers
and antenna-specific scalars are applied to all the channel estimates. However, the
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iteration is now done over matrix elements to utilise the Hermitian property of the
matrix.

Algorithm 2: New algorithm design
Data: CEs, polarisation schemes, number of antennae as inputs;
begin

if similarly polarised antennae are not adjacent then
set pointers to each antenna stream so that similar polarisations are
adjacent;

end
load the first eight CEs of each antenna to one register so that one
polarisation scheme is in VCU0 and the other scheme in VCU1;

%each vector register contains CEs of two antennae (polarisation 1 and 2);
load antenna specific scalars;
multiply all CEs with the scalars;
for i ≤ Npol

Npol+1
2 do

%iteration is done over upper triangular matrix elements;
Perform conjugate multiplication on vector register 1 and vector
register 1;

Perform intra-vector addition to obtain the sum of the multiplications;
Save result to a register;
i← i + 1;
%perform again changing the multiplied registers, thus, iterating over

matrix elements;
end
Copy the contents of VCU1 containing multiplication results to another
register’s VCU0;

%This is done because VCU0 and VCU1 may not be summed together
straight up;

Sum these two registers together to obtain the sum of polarisations 1 and 2;
Average all matrix elements over 2NCE;
Pack 64-bit matrix elements into 32-bit elements (one word for both real
and imaginary parts);

Store result;
end

The iteration is done over Npol
Npol+1

2 , where Npol is the number of antennae
sharing the same polarisation. Polarisation schemes are separated in different VCUs
as seen in Figure 18. Additionally, only CEs of one antenna are loaded onto a VCU
at a time. Essentially, one vector register contains CEs of two antennae that do
not share the same polarisation. On the first iteration, antenna 1 is multiplied with
itself using a conjugate multiplication operation. Consequently, intra-vector addition
is executed as the joint effect of each CE is wanted in one complex value. Lastly,
iteration is done over covariance matrix elements. The algorithm shares the last
steps with the reference algorithm of averaging, packing and storing. However, in
this implementation, the two matrices of different polarisation must be combined,
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and this requires some extra steps of moving the data between VCUs.
Figure 18 exhibits the weakness of this design: Exclusively, when the SRS

bandwidth (or number of CEs) is a multiple of eight the vector register is full.
Naturally, when the vector register is not full there will be some loss in efficiency.
If there were, for example, nine CEs per antenna, another vector register would
need to be used only for that ninth CE. The good news is that CEVA-XC4500
does support vector predicates. Vector predicates are an architectural feature, which
allows for controlling data-parallel computation. In essence, they enable executing
given instructions to only a certain number of elements within a vector register. If a
vector register were only half-full, a multiplication between two registers could only
be performed for those elements that have a non-zero value as long as the indices of
non-zero elements are known in advance.

VCU0 VCU1

1st-8th	CEs	of	ant1	of	polarisation	1 1st-8th	CEs	of	ant1	of	polarisation	2

Vector register 1

VCU0 VCU1

1st-8th	CEs	of	ant1	of	polarisation	1 1st-8th	CEs	of	ant1	of	polarisation	2

Vector register 2

Figure 18: Vector registers 1 and 2 as in Algorithm 2 before the Hermitian multiplica-
tion is executed. In this example i = 1, in other words, the first iteration is underway
meaning that the registers are identical producing a real value. Additionally, a 4× 4
matrix is calculated in this example: more vector registers are needed for bigger
covariance matrices.

Lastly, the benefit of utilising the Hermitian property of the matrix is expected to
be so great that the design choice of the new algorithm is superior compared to
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Figure 19: Element-specific covariance matrix calculation for a 2 × 2 covariance
matrix using antenna streams, whose lengths are 4 CEs per antenna. Vector processor
registers are loaded with CEs and with one intrinsic CEVA command one element
R̂p,r,c may be calculated: p denotes polarisation scheme, r row index and c column
index.

the reference algorithm, even with the caveat of possible loss in efficiency when the
number of CEs NCE is not divisible by eight. Figure 19 shows once more how the
element-specific covariance matrix calculation works for a 2× 2 covariance matrix.
Two matrices, one for each polarisation, are produced one element at a time. Each
matrix element requires each of the CEs of an antenna stream to be loaded onto
a register, thus, enabling producing one covariance matrix element by conducting
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Hermitian multiplication. The Hermitian property of the matrix is seen in Figure
19 as the superscript H of some channel estimates. In blue colour, the calculation
for covariance matrix element residing on row one and column one of polarisation
one R̂1,1,1 is shown. CE stream of antenna 1 is multiplied by itself. In red colour, a
calculation for a covariance matrix element of the second polarisation scheme residing
on column one and row two is shown.

The next chapter will conclude by showing the results of whether or not utilising
the Hermitian property of the matrix is a valid design choice in this particular
implementation.
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7 Results
This chapter will report how efficient it is to utilise the Hermitian property of the
covariance matrix in the implemented estimation of covariance matrices. Additionally,
code optimisation specific to CEVA will be briefly covered to more clearly exhibit
the supposed predominance of vector processors. The baseline, against which all
the algorithms will be evaluated, is the original 4G LTE implementation, which also
has been implemented using the CEVA-XC4500 vector processor. The metric, by
which the performance of the algorithms is measured, will be only runtime-related.
In practice, this implies measuring the cycle count run by the processor for each
algorithm in question. No additional metrics are used and no actual cycle counts will
be disclosed due to confidentiality reasons. However, the ratio of cycles compared
to the reference implementation will be discussed. Moreover, the exact number of
receive antennae will not be discussed, which means that the exact covariance matrix
size will not be disclosed, either. However, through relative improvements between
algorithm implementations, the results will be discussed extensively.

The considered algorithms are listed below. From this point onward, when
discussing algorithms, “Partial matrix” denotes an algorithm, which only calculates
upper or lower triangular matrices to preserve processing power. The term “Full
matrix” will denote an algorithm that produces all the elements of a covariance
matrix.

• Reference vector processor algorithm (Full matrix) – 4G LTE vector
processor version of the algorithm. This algorithm was instructed to be updated
for 5G NR and, if possible, optimised to reduce run-time. This reference
algorithm did not utilise the Hermitian property of the covariance matrix.

• Scalar processor algorithm (Full matrix) – C/C++ version of the refer-
ence algorithm, which does not take advantage of vector processor instructions.
Each of the covariance matrix elements is calculated individually.

• Scalar processor algorithm (Partial matrix) – An identical algorithm
compared to the full matrix scalar processor algorithm, but calculating elements
of the upper triangular matrix only.

• New vector processor algorithm (Full matrix) – An updated and opti-
mised version of the reference algorithm, upon which the new algorithm was
built. The matrix calculation was done in a fundamentally different level to
enable utilisation of the Hermitian property of the covariance matrix. This
algorithm estimates the whole matrix.

• New vector processor algorithm (Partial matrix) – An identical al-
gorithm compared to the new full matrix vector processor algorithm, but
calculating elements of the upper triangular matrix only.

To summarise, there are four new implementations of the algorithm, which are
compared against the reference algorithm. The comparisons are explained in Chapters
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7.3 and 7.4. When the process of this thesis was started, the ambition was to produce
an algorithm, which may be used in the 5G NR setting and is at least as efficient as
the reference algorithm.

7.1 Input data
The input data are shared between all the different implementations. The input
data were generated using a MATLAB-based 5G NR radio simulator, in which the
transmission, channel and reception parameters might be fine-tuned. The channel
estimates provided by the simulator environment were floating-point values, which
had to be converted to the fixed-point format. This was done outside of the covariance
matrix implementation. In order to keep the result section of this thesis as concise
as possible, only one SRS bandwidth was used. All the cycle counts discussed have
been obtained through calculation of covariance matrices with six channel estimates
per antenna.

• Channel estimates – Channel estimates ĥi,p,n are obtained as Q16.0 format
fixed-point values, in which both the real and imaginary parts of the estimate
consist of sixteen bits each. The most significant bit is the sign bit and
the following 15-bit part is the integer part. i denotes antenna index, p the
polarisation scheme and nCE index of channel estimate. Channel estimates are
user-specific.

• Antenna-specific scalars – Each antenna is scaled using a provided scalar.
Using an antenna specific scalar enables controlling that each antenna is
weighted equally in the estimation of the covariance matrix. The weights
wi are used to multiply both the real and imaginary parts of the CE. These
weights are real numbers in the range of [0, 1].

• Polarisation scheme – The polarisation of each antenna is provided so that
scheme-specific covariance matrices may be first estimated individually and
then averaged together to produce the final estimate.

• Number of resource block groups – The number of RBGs NRBG is provided
to determine the original SRS bandwidth, as the CEs are not received necessarily
for each PRB.

• User equipment metadata – Information such as UE index are available to
ensure the correspondence of the input CEs to a specific user. Other similar
data include SRS comb configuration and UE configuration data.

In addition, a floating-point valued covariance matrix is also provided by the simulator
to ensure the validity of the calculation.
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7.2 Testing environment
The testing and run-time measurements were executed using a testbench in the CEVA
XC Toolbox. CEVA XC Toolbox is an integrated development environment (IDE)
engineered for developing software for the CEVA vector processor family. No actual
hardware was available so the IDE was used to simulate its performance. Within the
IDE, the testbench was used to run different versions of the algorithm. Unnecessary
tests were disabled and new tests were created for the algorithms developed for this
thesis. Using an inbuilt function of the IDE called “ceva-time.h”, cycle counting was
executed. The cycle count calculations were homogenised through using the same
testbench and using the same input data and function calls to make the calculations
directly comparable.

7.2.1 CEVA optimisation

In addition to comparing the algorithms with the reference model, an optimisation
tool provided by CEVA was used to further reduce cycle count. The details of the
optimisation are out of the scope of this thesis. However, for example, instruction
parallelism, merging similar loops and compiler-level optimisation is applied on the
code to drastically reduce cycle counts. Two different speed level optimisations were
considered: “-O0” and “-O3”, which are named by CEVA as “None” and “Speed
optimisation” respectively.

7.3 Scalar processor covariance matrix estimation
The benefits of vector processors were covered briefly in Chapter 6.1.3. In this chapter,
two scalar processor versions of the algorithm, implemented in C/C++ are covered.
The expectations of the run-time prior to coding these algorithms were that they will
lose to the reference model by a fair margin. However, these versions of the algorithm
were produced due to the following reasons: Examining the order of magnitude in
cycle counts when comparing scalar and vector processor algorithms, dissembling
the reference vector processor algorithm and building an easy-to-understand version
of covariance matrix estimation to build the new vector processor algorithm version,
and, lastly, to compare if the utilisation of the Hermitian property of the covariance
matrix affects both scalar and vector processor versions in a similar manner.

As seen in Figure 20, scalar processor algorithms are far inferior to the reference
model. This result was expected, but the margin, by which the reference model
surpasses scalar processor algorithms, is unexpectedly great. The reference model
consumes just over 1% of the cycles compared to the full matrix scalar processor
version. It is evident that using the intrinsic vector commands CEVA-XC4500 was
developed for will result in optimised runtimes. Even in the optimised and partial
matrix algorithm case, the original reference model is ten times more efficient.

Noteworthy is also the ratio of cycles between the partial matrix and full matrix
algorithms: the reduction in cycles is 83.64% and 84.84% for the partial and full
matrix algorithms respectively – a substantial reduction in cycles.
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Figure 20: Reference algorithm and scalar processor algorithm cycle count compar-
isons for optimised and non-optimised and partial matrix and full matrix versions.

It is to be noted, though, that this scalar processor algorithm is by no means an
optimised implementation. Through rigorous C/C++ programming knowledge, both
the partial and full matrix versions of the algorithm could be optimised further by a
fair margin. However, optimising to the level of the reference model seems out of
reach just due to the computational design advantages the vector processors have.
Due to this, optimising scalar versions of the algorithms would have been useless
and out of the scope of this thesis. Vector processor algorithms will be covered next.

7.4 Vector processor covariance matrix estimation
Building the vector processor covariance matrix estimation algorithms required a
fair bit of in-depth study regarding CEVA-specific programming rules. However, in
the end, the greatest limitations in the implementation were the vector registers
meaning that 512 bits of information could be handled at once. The input data
CEs were 32-bit sized and upon multiplication, they would increase in bit-width
to 64 bits. Two VCUs were used concurrently each handling the information of
one polarisation scheme. In essence, each output register would have 256 bits per
polarisation scheme meaning that in the case of 64-bit covariance element data, only
four elements could be fitted onto one register. Thus, the requirement of output
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data sizes would depend on the size of the covariance matrix. As a consequence, the
decision to pack 64-bit covariance matrix elements into 32-bit elements was made to
reduce the cache requirement for further processing steps.
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Figure 21: Reference algorithm and vector processor algorithm cycle count compar-
isons for optimised and non-optimised and partial matrix and full matrix versions.

As seen in Figure 21, the cycle count ratio is drastically smaller than in the scalar
processor cases. The full matrix version of the algorithm was not able to reduce the
cycle count in the slightest, but this is an expected result as there were no additional
objectives of the full matrix version of the algorithm to improve over the reference
model. However, the new vector processor algorithm was able to replicate the results
of the reference algorithm. The partial matrix version of the algorithm, on the
other hand, was able to reduce the cycle count by 18.63%, which is a respectable
improvement.

Upon conducting CEVA optimisation on the code, the cycle counts were reduced
by greater margin compared to the algorithms covered in Chapter 7.3. The partial
matrix algorithm cycle count was reduced by 91.77% in the partial matrix algorithm
case and 91.41% in the full matrix algorithm case. This result suggests that the code
optimisation works better when CEVA intrinsics are used; this hypothesis is sensible.

On a final note, the reduction of cycles is somewhat skewed as the produced
resulting covariance matrix is not of the same form as the reference model. When a
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partial version of the covariance matrix is calculated, in further processing either
the subsequent algorithm must support partial covariance matrices or the complex
values of the partial covariance matrix have to be mirrored to produce a full matrix.
This will consume some additional cycles.
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8 Conclusions
This master’s thesis discussed whether or not utilising the Hermitian property of
covariance matrices could be beneficial in covariance matrix estimation algorithm
design. The newly-designed algorithm was built upon an existing algorithm with
the key redesign element enabling calculation of the covariance matrix on a matrix
element basis. The crucial design standpoint of view was to harness mathematical
procedures, which could reduce algorithm cycle counts. Furthermore, the comparison
between scalar and vector processors in this particular signal processing aspect was
executed.

This chapter summarises the algorithm design process and key discoveries of
runtime tests. The results provide a powerful indicator in considering the utilisation
of the Hermitian property of covariance matrices in software design revolving around
vector processors.

8.1 Summary of results
The objective of this thesis was to implement a covariance matrix estimation algo-
rithm, which would only estimate a partial covariance matrix in order to reduce the
algorithm cycle count, thus, reducing the runtime of the signal chain. This particular
covariance matrix estimation algorithm is a part of SRS-based channel estimation
and beamforming, the task of which is to enable to estimate the channel between
user equipment and base stations.

The evident discovery that was made was that vector processors are far superior
in mathematical operations that may utilise data-parallelism. Vector processors
provided cycle counts that were tens or even a hundred times faster compared to
scalar processors. Even considering a scalar matrix algorithm utilising the Hermitian
property of the covariance matrix could not come close to the original vector processor
implementation confirming that vector processors are absolutely necessary for 5G NR
technologies, as software runtime requirements will be drastically more constricting
than in 4G LTE telecommunication.

Another key discovery was that shifting the algorithm design principle from
the original convention to the new did not change cycle counts practically at all.
This finding was a desirable result as, at this stage, the whole covariance matrix
was estimated. In the original design, vector processor registers were loaded with
the channels estimates of each antenna sharing the same index, and, by executing
vector manipulation and MAC operations, the effect of one channel estimate could be
calculated on the whole matrix at a time. The benefit of this approach was to easily
iterate over varying SRS bandwidths without losing efficiency, however, sacrificing
the possibility of utilising the Hermitian property of the covariance matrix.

The algorithm that was the implementation part of this thesis was redesigned
using the original implementation as a basis. The redesign was executed so that
iteration would be done over matrix elements, not channel estimate indices. This
approach allowed the utilisation of the Hermitian property of the covariance matrix
at the cost of conceding some calculation efficiency on certain channel bandwidths.
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However, even with the specific, non-optimal channel bandwidth chosen for the
evaluation of this implementation, the new algorithm that calculated a partial matrix
was able to reduce algorithm cycle count by 19%, which is a respectable improvement.
A version of the new algorithm that estimated the full covariance matrix did, to
all intents and purposes, mirror the results of the original implementation. It is to
be noted that this reduction in cycles does not account for the assembly of a full
covariance matrix. Instead, an assumption that the following algorithms in the signal
chain are equipped with the ability to process partial covariance matrices was made.

On a final note, optimisation tools within the used IDE provided by CEVA proved
that using carefully engineered equipment is very powerful for a designated task: in
the context of this thesis, namely, vector processors and their corresponding tools
that have been developed for computation that utilise data-parallelism. Through
optimisation, the algorithm cycle counts were reduced drastically. Optimising the
partial matrix and full matrix vector processor algorithms, cycle count reductions of
92% and 91% were observed respectively. On the other hand, savings for the partial
matrix and full matrix scalar processor algorithms were 84% and 85%.

8.2 Future work
The implementation, around which this thesis revolves, meets the criteria it was given,
albeit for a rather narrow test case. The natural continuation for this work would
be to measure how the implementation scales with wider bandwidths introduced by
the growing data rates of 5G NR technologies. In order for the new algorithm to be
truly successful, it would need to establish its superiority on an arbitrary bandwidth
specified by 3GPP for 5G NR telecommunication. Additionally, it would be essential
to exactly measure the cycle count required to mirror the missing matrix elements of
a partial matrix in order to produce the full covariance matrix. This process should
be performed in case it is computationally more efficient to be executed within the
covariance matrix estimation algorithm and not later in the signal chain.

Additionally, the effect could be measured for covariance matrices differing in size.
As 5G NR is expected to harness an increasing number of antennae in base station
solutions, it is not a disconnected assessment to predict that the sizes of covariance
matrices that are required to be composed will increase as well. Algorithms utilising
the Hermitian property of the covariance matrices might prove to be even more
powerful of an approach when produced matrices are composed of an even greater
number of receivers.

Lastly, the evaluation of the algorithm performance was carried out using a
simulator that simulates the target hardware as closely as possible due to the
unavailability of the hardware. Hence, there might be discrepancies in the cycle
count numbers measured when using the actual system-on-chip hardware compared
to the simulator environment. In order to confirm the validity of the results, actual
physical vector processors would have to be utilised.
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A Additional mathematics
Lemma A.1. Given a differential equation

∂2u

∂x2 = 1
c2

∂2u

∂t2 , (A1)

one of its solutions is

u(t, x) = A0 cos(kx− ωt + ϕ). (A2)

Proof. Derivation of Equation A2 over time t and location x yields

∂u

∂x
= −A0 sin(kx− ωt + ϕ)k ∂u

∂t
= −A0 sin(kx− ωt + ϕ)(−ω)

∂2u

∂x2 = −A0 cos(kx− ωt + ϕ)k2 ∂2u

∂t2 = −A0 cos(kx− ωt + ϕ)ω2

Next, the results are inserted into Equation A1.

−A0 cos(kx− ωt + ϕ)k2 = −A0 cos(kx− ωt + ϕ)ω2

c2

k2 = ω2

c2

As wavenumber, angular frequency and speed of light must always be positive, and
as wavenumber is defined by k = 2π

λ
and angular frequency by ω = 2πf , it may be

obtained that

2π

λ
= 2πf

c

f = c

λ
, (A3)

which is the definition of frequency.
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